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Fundamental Tradeoff
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Can we provide predictable performance?



Predictable Virtualized NIC



Predictable Virtualized NIC

* for traffic within its bandwidth envelope

Metric Predictable vNIC SLO

Bandwidth min. and max. envelope 
 (hose model)

Delay Low, predictable*

Loss No drops for cooperating traffic*



Key Challenge 

    Isolation breakdown in  
virtualization stacks at the end-hosts
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What happens to performance?
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Unpredictability: Delay
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Unpredictability: Loss-rate
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Example: Isolation Breakdown
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Design Principles
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Receiver-driven Congestion Control
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Sender-side Admission Control
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Evaluation



Does PicNIC provide predictable 
performance?
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Is it deployable?
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What about application performance?
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Takeaways
Isolation breakdown in end-host virtualization stacks: a key 
contributor to unpredictable performance

Predictable Virtualized NICs: enrich the behavior of virtual NICs with 
SLOs 

• SLO-based sharing  
• complete back-pressure

Future directions 
• Co-operate with mechanisms for fabric isolation 
• NIC design and HW offloads
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