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The report includes preference list from the following Researchers:

· Professor Jayavel Shanmugasundaram

· Professor Johannes Gehrke

· Professor John Hopcroft

· Professor Rich Caruana

· Professor Thorsten Joachims

· Professor Claire Cardie

We are currently in process of making appointments with:


· Professor Carl Lagoze

· Professor Phoebe Sengers

· Professor Donna Bergmark 

We interviewed each researcher to find out their preferences and suggestions in the following areas (including suggestions from Pavel-Karthik report):

· Pre-Processing

· Search Capabilities

· Interface (Programming Environment, Capabilities)

· Usage Logs

· Caching

· Snap Shots requirements

· Remote Access Vs Local Access

The core APIs needed seem to be:


· Get a set of documents by URL prefix.

· Get a set of documents by keyword.

· Get the PageRank of a document

· Given a set of pages, find pages one step away.

· Various matrix operations on link adjacency matrix.

· Get text of document, given ID.   

· Get ID from URL.

Professor Jayavel Shanmugasundaram

API:



Nothing unusual needed; way to get page based on URL, way to get properties of a given page, and keyword search.

Pre-Processing


Images required in the first phase. Text and Link structure both very necessary for initial research. Data in XML is preferred. No special pre-processing required.

Usage Logs


Be nice to have indexed access logs, so you can quickly reconstruct when a specific page was accessed.

Search Capabilities


· Simple queries suffice

One snapshot would be enough.

Professor Johannes Gehrke

API:



His major emphasis was on developing a powerful API (preferably in C++). The API should serve as an adjunct solution to direct handling of the data. Some provision to allow Sub-graphs, e.g. providing a copy of a website if its URL prefix is provided.

Pre-Processing


Images not required in the first phase though would be preferred at a later stage. Text and Link structure both very necessary for initial research.

Usage Logs


They are a must for his research.

Search Capabilities


· Free Text Search

· Implementation of a Google (or similar) PageRank algorithm.

· Capability to provide searches on basis of URL prefix

· Indexing: desired

Caching


Doesn’t suggest during the initial stage though it may be implemented if need arises.

Professor Gehrke will be requiring constant flow of snap shots. Remote Access to the server is not a problem (need not be localized). Apart from an API interface, it is desirable to store data in a format that can be accessed directly too.

Professor John Hopcroft

API:



Would be good to have a way to store information about pages computed by other researchers: e.g., summaries, etc.  Have this keyed to page ID, easily recovered.


Various configurable ways to condense document: whole range from trimming out HTML to just returning list of 20 keywords.

C preferred to C++

Pre-Processing


Images not required; Text and link structure both needed.

Usage Logs


Logs of the original documents would be nice.

Search Capabilities


· Free Text Search

· Implementation of a Google (or similar) PageRank algorithm.

Professor Hopcroft suggests snapshots spaced one per year, would be useful.  Also, it would be useful to have a central listing of what researchers are generating what data, or have written what tools.

Professor Rich Caruana

API:



A way to extract bags of words [with frequencies] from a given document


A way to get link structure matrix for an arbitrary subgraph


Way to get indegree, outdegree, length, and HTML heading text for a given document.

Pre-Processing


Images not required.

Timestamps would be useful, perhaps even for text within document, if possible.

Usage Logs


Not needed.

Search Capabilities


· Free Text Search, no need for ranking

· Would be nice to have PageRank 

· Capability to provide searches on basis of URL prefix

Caching


Doesn’t suggest during the initial stage though it may be implemented if need arises.

Prof. Caruana has no immediate intention of using the web infrastructure, and hence no definite sense what would be useful.

Professor Thorsten Joachims

API:



Be nice to be able to find the PageRank for a given page.


Be nice, given a subgraph, to get the set of pages in that subgraph, or one step away in either direction.


Perl a first choice, followed by C++

Pre-Processing


No need for images.  Text needed, also graph information.

Usage Logs


Be useful to have logs of search queries entered at IA.

Search Capabilities


· Simple keyword search, no need for ranking

· Implementation of a Google (or similar) PageRank algorithm.

· Would be good to have a robust index, with frequencies.  Perhaps detailed posting information, or way to generate same on the fly.

Professor Claire Cardie

API:



Her preferred API programming interface is JAVA though she is adjustable with any other equally capable system also.

Pre-Processing


Images not required. Text and Link structure required but might be limited to a small subset of the data only.

Usage Logs


Not required.

Search Capabilities


· Standard NLP based Search

· Capability to provide searches on basis of URL prefix

· Indexing: no special indexing required

Caching


Doesn’t suggest during the initial stage though it may be implemented if need arises.

Requirement for several snapshots as her research requires comparison of datasets. Professor Cardie currently doesn’t have all the details of all the requirements from us for her research project, but emphasized that it would be on similar lines as mentioned above.
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