Minutes from November 3, 2004

Meeting of the Web Research Infrastructure Team

Present:  Professor Arms, Professor Lagoze, Pavel, Karthik, Jerrin, Nurwati, Mayank, Ari and Patrick

***Note, there are ????’s throughout this document and each task is assigned to an individual based on a perfectly-psuedorandom-selection.  The name of the individual responsible for this task is in [brackets] next to the question: “???? Q# [individual]”

In contrast to the usual format of our meetings, Professor Arms gave an overview of his vision for what this project will grow into for next semester.

What research do we want to enable and when will this research be possible (basically we consider 3 classes of research):


1.  Web Graph(s) 





Spring 2005


2.  Web Snapshot(s) of textual data organized by URL 
Spring 2005


3.  Web Snapshot(s) of textual data w/ inverted indexes
Fall 2005


Revisiting our original plan of how the equipment in the Theory Center will be organized, we had planned that we would share the disks with other projects.  However, the current plan is that we will have a disk partition of around 25 TB to start with next semester, and this space will grow as time goes on.  

???? Q1. [Nurwati] Will we be afforded “scratch space” in addition to this 25 TB (needed for processing, etc) or are we strictly limited to the 25 TB?  


We’re starting off with data from Internet Archive (IA) snapshots that are around 50 TB.  

???? Q2. [Ari]  What is the size of the textual subset of a snapshot? 


Professor Arms explained that he believes we should use ARC and DAT files as our basic data format.  The Theory Center needs to know how to format the disk space and we know that ARC’s are generally around 100MB.  It is likely that we will take a number of (perhaps around 4) ARC files and filter them down into one newly created NARC file (New ARC file).   


Ari noted that the software “aims” for

ARC’s to be around 100MB give or take and we

may be able to configure this optimally.

???? Q3 [Patrick] How much space do all the

DAT files from a crawl take up?

As shown (in the diagram of our disk space), in addition to the index and NARCs, we’ll want to have a web graph loaded in the disk for researches to be able to access.


Professor Arms noted that he has learned that “dumping” to and from tape involves far more overhead than initially anticipated.  Therefore, the Theory Center would like us to use the disk partition and not move back and forth from tapes.


The next issue discussed was: “How do we get the data here” and has multiple issues:


Issue 1. Pulling data off of IA’s machines: do we do our filtering there? Professor Arms expects that this will be the case, and we will have a machine there and expect perhaps a reduction factor of 4 to 1 for data transfer.  


Issue 2.  How do we transfer the data: Routes for getting the data include

· Long-haul networking (I2 or NLR)

· I2 transfer rates projected around 6 MB/s –optimistic performance, and IA is still not connected to I2.

· NLR transfer rates projected around 100MB/s –optimistic about completion since we don’t really know when it will be available.

· Fed-Ex disks cross-country

· Load (2) snapshots on disk and move them to Cornell early in the new year.  This assumes that we would have machines there and would likely involve someone from CU traveling to San Francisco (perhaps Professor Arms).

???? Q4 [Mayank & Patrick] How long will it take to pull from their machines to our disks (previously Jon Aizen said that this would involve transferring the data to another location and then pulling to disk)…  Cost to FedEx the disks to Cornell, etc.


Professor Arms then steered the conversation to what we will do when we get the data.  It will arrive in the form of ARC and DAT files, and we believe that we know what we will do with this data.  There are likely to be a couple of main projects next semester, including a project working with IA as well as a project focused on setting up the indexes here.


Our focus for the remainder of this semester will be:  

1. Specify this in reasonable detail for the implementation team (Ari and Nurwati).

2. Prototype as many of these software items as possible (prototype in the sense of: demonstrations of the algorithms).  (Jerrin and Karthik)

3. Develop a realistic design of how to get the data here: how long it will take, costs, shipping FedEx, etc. (Mayank and Patrick)

 new “Web Research Infrastructure” website he has constructed at http://www.cs.cornell.edu/wya/webresearch/  All the relevant papers from this project can be accessed through the “Working Papers” link – which is the only part of the site that is password protected (userid = “friend”  password = “web”).

-The minutes from our “week 2” meeting need to be re-sent to Professor Arms.

-Karthik presented an overview of his progress regarding sparse matrices.  After presenting a general approach to the compression of sparse matrices, Pavel described alternative approaches we may need to look into.  Karthik will be meeting with professors this week (including Professor Van Loan) to discuss how sparse the web-link matrix will likely be.

Professor Arms suggested that Karthik and his team investigate packages of efficient algorithms and mentioned that “Netlib” may be worth looking into.

Karthik’s team will also investigate how much real memory will be used.

-Nurwati and Jerrin presented their progress in learning about ARC and DAT files.  Having received the sample files from IA, they gave an overview of the anatomy of an ARC file, and also of the corresponding DAT file.  

-Professor Arms and Pat are waiting for the scheduled meeting with Dave Vernon which will take place next Monday.  This meeting will be focused on our network resources and getting figures for estimation of money and time costs.

-For next week, Nurwati and Jerrin are working with Karthik to continue researching and find information about processing the web data we receive (more on matrices, and looking for appropriate algorithms).

-Jon Aizen (from the Internet Archive) will be in town next week (4 October) and the team will try to find a time to meet with him.  

-Professor Arms is still working on the issues of terms and conditions with Brewster Kahle.

Meeting adjourned at 2:05 pm

-Patrick
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