Web Research Infrastructure Pilot

Background

Numerous researchers at Cornell have interests in the information on the web.  These interests include: graphical analysis of the structure of the web, linguistic analysis, data mining, digital library collection building, etc.  One theme of much of this work is how the web changes with time.  Such work is cumbersome if each experiment requires web crawling.  The aim of the Web Research Infrastructure project is to establish a large set of web data at Cornell, which is organized so that researchers have a simple API that enables large-scale  analyses.

The NSF has recently awarded Cornell a Research Infrastructure grant.  This will enable the university to acquire a pedabyte data store with several large-memory (64 GB) computers, to be located in the Cornell Theory Center (CTC).  Delivery of this equipment is expected in a few months time.  The data for the research will come from the Internet Archive in San Francisco.  The Internet Archive has web snapshots that are mounted on small computers.

The pilot

The purpose of the pilot project is to design and prototype the system to extract data from the Internet Archive computers on a routine basis, ship it to Cornell, organize it, load it on the CTC archive servers, extract features and subsets, load into the pedabyte store and provide an API on the research computers for researchers.  The pilot will be carried out during fall 2004, leading to implementation of the research infrastructure in spring 2005.

Because of the size of the data sets, all parts of this system need to be designed and implemented with care.  Some parts, e.g., feature extraction, are potential research projects, in their own right.  The plan is to establish a team of about five students to carry out the pilot.

How to join the team

If you are interested in joining the team for the pilot as a CS 490 or CS790 independent research project, contact Bill Arms (wya@cs.cornell.edu).
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