October 14, 2004

Jon,

Here are my thoughts about the topics that we should cover during your visit.  We have a group on M.Eng. and undergraduate students who have been exploring several of these topics. 

We are putting our meeting notes (which are very rough) on an informal web site: http://www.cs.cornell.edu/wya/WebResearch/.  You can use the ID: friend and the password: web.  

1.  Research plans and opportunities

In many ways, this is the most important topic and one in which you have personal experience.  What research does it make sense to attempt?  What characteristics of the Internet Archive and Cornell provide the opportunity to carry out especially exciting research?

Mayank Gandhi and Ari Rabkin have written a short report based on interviews with a number of faculty and researchers.  The opportunities appear to fall into two categories: (a) research on the web graph and how it changes over time; (b) research that analyzes the text and the mark-up of web pages.  There appears to be little interest, at present, in non-textual content.

Dan Huttenlocher is the key person to talk to about the web graph, since Jon Kleinberg is on sabbatical.  For the analysis of the content of web pages, the people are Carl Lagoze, Pavel Dmitriev, Donna Bergmark and myself.  (Donna has recently retired but is keen to keep involved in this work.)  I will attempt to schedule meetings with these people.

2.  Use of Internet Archive data

The note that I wrote to Brewster outlined my thoughts about what might make sense for us to do together.  I like the idea of a conference call to talk through the issues, probably after you have been here.  I will ask my office to contact yours to find a time when Brewster, you, Dan and I are available.

The topics are: What data it makes sense for you to share with us? What restrictions should be placed on the data? How we should acknowledge the data? How can our efforts help you? How should we reimburse you for any costs you incur?  Above all, how do we make this a joint effort in which everybody gains?

3.  Selection and extraction of data

The goal here is to work out the most efficient way to extract the data.  Hopefully, this will be entirely automated and require no effort by the Internet Archive.  At present I do not have a good understanding of how the data is organized, beyond the format of the ARC files.  Is it straightforward to identify all the files that are associated with a given snapshot, what indexes do you maintain, etc., etc.?  

To limit the amount of data that has to be shipped, it needs to be preprocessed, e.g., to remove unwanted files.  How is this best done?  Can we, or should we, install a machine to do this at your site? Do you have good processes for extracting and shipping data to your mirror sites?  Conversely, can we help by developing tools that are of general use? 

4.  Networks and data transport

We are looking for cost effective ways to move data across the country.  We have identified about four different networking options, including commodity Internet, Internet 2, and the National LambdaRail.  There are complex questions at both ends about price and service.  What service providers do you work with?   What, if anything, is your relationship to CENIC?  Where are the servers located relative to the network access points?

Patrick Reilly and I met with the head of Cornell networking last week.  Pat is writing a report on the options, but it has many open questions.

As part of this study, we need to get better estimates of the volume of data, the frequency of updating, and the end-to-end data rates that we can actually achieve.  

5.  Organizing the data at Cornell

Once the data arrives at Cornell, we have considerable work to do organizing it, extracting features, and creating the appropriate data structures.  I expect that next semester we will have several groups working on tools to do this efficiently.  We would like to learn from the Internet Archives experience.  As with the data extraction, you may have some tools that we can use and we definitely hope that our work will be of value to you.

At present, Mayank Gandhi and Jerrin Kallukalam are doing pilot work on mapping URLs to identifiers and vice versa, creating adjacency matrices using the ARC files, and extracting the web graph from the data. For now, they are using the ARC files that you provided a few weeks ago.  In particular they are looking at algorithms for managing very large, sparse matrices in memory.  Karthik Jeyabalan, Jerrin Kallukalam and Nurwati Widodo have a short term project to collect a larger set of test data from Cornell web pages.

We are quite inexperienced in these areas and would welcome guidance.

Bill

