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Abstract— Real-time network measurements can be used We observe that peer-to-peer networks, made up of “vol-
to improve performance of existing Internet services and unteer” hosts around the Internet world, have the poten-
support the deployment of new services dependent ontjg| to provide a level of coverage that greatly exceeds that
performance information (€.g., topologically-aware over- o 4a nossible with the tedious human process of negotiat-

lay networks). Internet-wide measurement faces numerous . ) . o
scaling-related challenges, including the problem of deploy- ing endpoint locationsWe therefore propose a distributed

ing enough measurement endpoints for wide-spread cover- PE€r-t0-peer system that can be queried for network per-
age. We observe that peer-to-peer networks, made up offormance informationThe M-coop (or Measurement co-

“volunteer” hosts around the Internet world, have the po- operative) is a system that answers queries about the path
tential to provide a level of coverage that greatly exceeds that between two arbitrary IP addresses. In addition to perfor-

made possible with the tedious human process of negotiatingmance metric information, the system returns assessments
endpoint locations. We therefore propose a distributed peer- ¢ the metric accuracy and trustworthiness.

to-peer system that can be queried for network performance .
information. We sketch the architecture and operation of ~ SUCh a system does not, on its own, solve the problem

such a system and briefly relate it to alternative proposals Of obtaining accurate measurements. Nor does it solve the
for measurement infrastructures. Finally, we list open prob- problem of measurement overhead. Indeed, because such
lems related to the design and realization of such a system.a system may involve a very large number of end systems,
the scaling problem is significant. We will rely on known
techniques for dealing with accuracy (e.g., using moving
INTRODUCTION weighted averages); we will introduce mechanisms for re-

Measurements of network performance are valuable fé)ﬁ’?mg the number of end systems that form measurement

improving performance, assessing utilization, engineeril%‘IrS to help with the scale problem.
traffic and validating design choices. We are particularly Such a system brings with it a number of additional
interested in real-time measurements that can be use@hgllenges. Well-known are the problems that result from
improve the performance of existing Internet services afdPeer-to-peer system of hosts that may join and leave on
support the deployment of new services dependent on geifrequent basis [4, 5, 8]. Merely keeping the M-coop
formance information (e.g., topologically-aware overla§ystem connected can be challenging in this environment.
networks). Because the measurement entities are volunteers, and not
The challenges involved in constructing an Internednder any accountable control, we must deal with issues
scale measurement infrastructure are considerable. F@&inaccurate information due to misconfiguration or mali-
there is the difficulty of coverage, that is, obtaining a&ious use. The inclusion of a trustworthiness value recog-
cess to a large number of distributed measurement efizes the fact that information quality may vary. We must
points. Current measurement systems generally invoiso consider the question of incentive. What would moti-
human-negotiated access to endpoints either with ISfg§e someone to include their host in an M-coop measure-
and/or friends at diverse locations [3, 6]. Second, thefent infrastructure? The limited examples of deployed
is the difficulty of obtaining accurate measurements, giv@ger-to-peer systems indicate that people are motivated by
the time-varying nature of network properties of intere§€lf-interest (e.g., Napster, Gnutella) and by a sense of
(e.g., loss rate, available bandwidth, latency). Third, thef@ntributing to a larger “good” (e.g., SETI@home). An
is the issue of overhead. Care must be taken to avoidniernet-scale measurement infrastructure has the potential
measurement process that imposes excessive overheatP ap both sources of motivation.
the overall system. These challenges have obvious interin the next section, we sketch the design of an M-coop
actions; for example, one can reduce overhead with legstem. In Section-D, we briefly describe related work and
accurate measurements or more coarse-grained coverafpen conclude with a section discussing the open problems



in the design and realization of an Internet-wide peer-teigned when the node joins the network. It changes as

peer measurement system. other nodes join and leave the network.
A gquery to the system(IP1, IP2, measurement type)
AN M-COOPDESIGN is first routed to the the node which hil in its AOR.

We sketch one possible design of a cooperative méale denote this nod&(IP1) to indicate it is responsible
surement system. The system has some features in céoniP1. If the measurement information is available, node
mon with other measurement infrastructures (most notati¢IP1) will reply, along with the available accuracy and
IDMaps [1] and NIMI [3]). Some similarities and differ- trust information. If the data is not available, it may trigger
ences are discussed briefly in the Related Work sectiona measurement or a new query. This new query, called a

_ composition query, will traverse a path on the overlay from
A. The Service R(IP1)to R(IP2)collecting metric data about the links tra-

The M-coop system answers queries of the f@tRil, versed. This data is then returned as the reply to the com-
IP2, measurement typeyhere IP1 and IP2 are IP ad- position query and finally as a reply to the original query.
dresses. The measurement type may be any network quar node on the system thus consists of three modules:
tity measurable by hosts on a network, e.g., delay, barid-Routing. This module is responsible for maintaining
width, jitter. The system returns the answer to the quetlye overlay, communicating with the peer nodes and rout-
along with trust and accuracy parameters if available. Agy queries and responses through the overlay.

a voluntary peer-to-peer system, the possibility of misi2z Measurement. This module performs measurements
formation is high, so a trust value is reported with the irbetween itself and its measurement peers, verifies the mea-
formation returned. The trust value is an indication of thr®irements obtained by other nodes and responds to queries
past reliability (with respect to quality of information) ofabout the node’s AOR.

the node that responded to the query. 3. Trust. This module maintains the trust database,

The size of the Internet dictates that any measuremgatforms trust metric calculations and responds to trust
will only be an estimate. To keep the system managabtgjeries.
instead of the measurement being from the requested host,
it might be from a “nearby” node on the overlay networkC. Architecture Details and Operation
Alse, the measurement process may contain. some in_acel_JI Routing
racies due to changing paths in the Internet, inherent inac-
curacies in the measurement process, congestion, etc. ThE€re are many ongoing research efforts trying to de-
accuracy value tries to quantify the “nearness” of the hoglop better methods of locating data in a distributed sys-
to the measurement node as well as the inaccuracies int@®- These efforts are directed towards scalability, relia-
measurement process. bility, graceful degradation under dynamic conditions, and

We do not address the question of who is allowed gfficient search [4, 5, 8]. Based on this, we assume that
make queries. In the spirit of cooperatives, one migﬁtmethod of locating data on the overlay network is avail-
imagine that only participants are allowed access to tABle to us and we will use the generic tewmting to imply
community information. This sort of access control (Othat a packet is using one of the above methods to reach its

any other) is orthogonal to the base system design.  destination node.
The routing module is responsible for routing data

B. The Architecture queries and their responses through the overlay based on
Architecturally, the system is an overlay network of inthe AOR of the nodes. It also responsible for maintaining

ternet hosts running M-coop software. Nodes connectd§ measurement overlay.
by edges in the overlay form measurement peers, hence ag
important issue is the construction of the overlay graph % Measurement

support accurate measurements without undue overheadlleasurements are taken from the node to its measure-
Measurements are taken by the endpoints of the edgariant peers. The set of measurement peers is identified
two ways, actively, by sending probe packets to each oth&hen the node joins the system and is updated as needed
and passively, by monitoring the system traffic that travhen peer nodes join or depart. The set of measurement
verses this edge of the graph. peers is selected to map onto the underlying network topol-

For scalability, each node on the network is assignedy in the following fashion. If a node in the overlay net-

an “area of responsibility” or AOR, defining a set of adwork is the only one in an autonomous system (AS), then
dresses for which it can answer queries. The AOR is ashas one edge for each AS level neighbor in the underly-



ing network. If there are multiple nodes in the same AS, a
clustering protocol is run when new nodes join or depart to
ensure that there is only one node which has edges to the=
AS level neighbors. The remaining nodes are organized t0 » _
provide redundancy and intra-AS measurement. The AS
level edges join this node to the overlay network nodes re- S -
sponsible for the IP addresses in the AS level neighbors. . |
The intent is that the measurements obtained by the M- °
coop system will then better approximate the values seens -
by a packet on the underlying network. The measurement _ |
data obtained is stored with meta-information such as time © — ‘ ‘ ‘ ‘ ‘ ‘
of measurement, whether it is composed from other mea- °° " " = = >
surement data, whether it is cached, the accuracy, trust
value, etc. Measurements may be taken periodically, trig-
gered by options in a data query, and/or determined pas-
sively by examining packets in the system.

We performed some simple experiments to verify that ¢ h ied Sj trust | d
such an AS-level composition of paths gives reasoff*!'a'€ fespoNse WhEn queriec Now. Since trust Is use

able estimates of the original query between two IP al-2 specific context, we will use the term “trust of a node”

dresses. We used data from the UW-3 and UW-48 im_p_lici_tly mean the trust of a node with respect to a
datasets used for the Detour study[6]. These are eﬁ&-ec'f'c link.
to-endtraceroute  measurements collected from pub- The node checks the operation of its peers usingra
lic traceroute servers. Details of the data collecfication processwhich is run regularly. The results of this
tion method can be found in the referenced study. FBfOCESS are used to calculate the trust value of a node. This
each dataset, we calculate the average latency between st factors in the time since the last verification process
nodesaandb and also compute the AS-level path betwedfaS run as well as reports from other nodes on the trust
them. The composition path is computed by finding a no@& the node in concern. In the system, a node reports on
c which lies on the AS-level path from a to b, and calculathe trust of its immediate neighbours. It also gathers in-
ing (a,c)+(c,b)for all possible sucles. This simulates our formation about nodes two and three hops away which is
scheme in which the composition packets are forwarddtfn reported only if a query about that node’s trust passes
at the AS-level from the source AOR to the destinatichrough.
AOR. The results are shown in Fig. 1 as a cdf of the ratio We now explain the verification process in more detail.
of ((a,c)+(c,b))/(a,b) It can be observed that most of thén Fig. 2, nodea responds to trust queries about the nodes
composition values are within a factor of two of the ad, ¢ andd. Periodically,a runs the verification process on
tual path value. These results are similar to those obtairlbé nodes, c andd. The verification process is in two
by IDMaps [1] and show that forwarding at the relativelyparts: a queriesb about the path fronb to e, which isb’s
coarse level of ASes can give reasonable estimates.  neighbour;a also performs a measurement from itself to
Measurements are of two types, data and verificatiohdirectly. Sincea knows the value of the measurement
Data measurements are performed between a node an@fit§ea-b link, it can estimate thé-e link and compare it
measurement peers and these are reported in respond#ittothe value reported bly. The two values thus obtained
queries. Verification measurements are performed to vare then used to update the trust of nbde
ify the responses of the peer nodes. These measurementsis important to note that this measurement has higher
are part of the process by which the trust module calculatdsances of being inaccurate and so a single value which
the trust value to be assigned to the peer nodes. doesn't tally with the reported value may not be enough to
affect the trust value of the node

C.3 Trust This verification mechanism requires that the point-to-
The trust value of a node in the context of a particulgnoint measurements made by the node be independent of
link is a measure of its reliability in the past. We assumbe trustworthiness of the other end point, and hence re-
that past behaviour is an indication of future actions, i.e. lidble. This can be partly achieved if at least some of
a node has been providing reasonable accurate respotisesneasurements can be performed without the cooper-
about a link in the past, it is likely to provide a reasonablgtion of the other node (perhaps at the operating system

((a,c)+(c,b))/(a,b)

Fig. 1. CDF of composition of AS-level paths



a clustering protocol is run to enalbteto locate and peer
RS with intra-AS nodes.
O Whenn is the first node in the overlay, it assigns all AS
- f numbers to its AOR and waits for further nodes to join the
network.
: : To establish the measurement peergueriess for the
O N Q nodes responsible for the neighbouring ASethen con-
/ tacts these nodes with a peer request to make them peers
c \ b e . on the overlay. This process is simple if a list of connected
ASes is availabfe To maintain the integrity of the overlay,
-. / a n may also peer with other nodes according to the indexing
Q protocol used for the overlay.

RELATED WORK

There have been several prior projects that concern
measurement infrastructures (e.g., IDMaps [1], NIMI [3],
SPAND [7] and Remos [2]). Our work is most closely to
the IDMaps project, so we limit our related work discus-
sion to that project.
level). For example, a ping query to measure latency doedDMaps [1] is a proposal for a global infrastructure for
not reach the application layer of the other end-point agathering and distributing Internet host distance informa-
hence is harder to affect. Given this assumptecan ver- tion. The goal of the IDMaps project is to provide distance
ify the functioning ofb by making a direct measuremenmmetrics between two hosts on the Internet in an accurate
to e to estimate thé-e link. Sinceb is in a's neighbour- and timely manner. The IDMaps architecture consists of
ing AS and similarly,e in b’s, it is reasonable to supposea network of Tracers, which gather Internet distance infor-
that the direct measurement bywill produce a good es- mation, and Clients, which use this information to estimate
timate. Another solution could be to hamemeasure di- distances between hosts. The distance estimate between
rectly to other nodes ib's AS, if they exist. These solu- any two IP addresses is calculated from the Address Pre-
tions partly address the problem of verification, but do néikes (APs) that contain the IP addresses, serving a similar
provide a completeley reliable method of veryfing a neiglfinction to our Areas of Responsibility. The calculation

Fig. 2. Verification

boring node’s measurements. is performed by finding the APs to which the IP addresses
_ belong, locating the systems or “boxes” to which the APs
D. AOR Assignment are closest and then running a spanning-tree algorithm to

The AOR assignment for a node takes place when tiefind the shortest distance between the two boxes. This
node joins the overlay network. The startup procedure feplculation requires that a substantial portion of the box
nodes joining the network assumes two things: a nodec@nnection topology must be maintained.
capable of finding its AS numberand knows the IP ad- The actual box-box topology can be achieved in two
dress of an existing node on the overlay. (The case of #4ays, the Hop-by-Hop (HbH) and the End-to-End (E2E)
first node in the overlay is discussed seperately.) A furth@odels. In the HbH model, every transit backbone router
assumption that is useful, but not required is that a no.@énOdeled as a box and the calculation is the sum of inter-
has access to the list of ASes connected to its AS. AS and intra-AS paths from one AP to the other. The dis-

On startup, the node contacts the node which is al- tances on these paths are calculated by the Tracers prob-
ready a member of the overlay. In its initial messalge,ing the routers at random intervals. In the E2E model, the
advertises the entire AS as its AOR. Since the overlay ditacers are the boxes and the distances are calculated as
ready exists, some nodealready has the AS in its AORthe sum of the AP to box distances and the distance be-
and soe returns the address f to n. The noden then tween the two boxes.
contactss with the same advertisement. dfis not in the ~ Our goals for the M-coop system are to provide a gener-
AS, ssplits its AOR, and relinquishes claim to the AS andlized metric collection and distribution infrastructure that
n now has the AS in its AOR. I§is in the same AS as, is simple and rapid to deploy on a large scale. The informa-

LA repository of AS information is available at www.arin.net/whois. 2NLANR maintains such a list at http://moat.nlanr.net/AS/



tion returned by the system also contains some indication information for network-aware applications. Rro-

of how reliable (in terms of accuracy and trustworthiness) ceedings of Infocom’QQrel Aviv, March 2000.

the information is. Our approach to the problem is simf3] V. Paxson, J. Mahdavi, A. Adams, and M. Mathis. An
lar to the HbH model proposed in the IDMaps architecture architecture for large-scale internet measurement. In
but our method of distance estimation and information dis- IEEE Communicationss/olume 36, pages 48-54, Au-
semination is fundamentally different. We intend to have a gust 1998.

little more complexity at the nodes gathering the distan¢4] S. Ratnasamy, P. Francis, M. Handley, R. Karp, and
information to avoid the problem of maintaining a global S. Shenker. A scalable content-addressable network.
view of the box topology. We also try to address the de- In Proceedings of the ACM SIGCOMM ’'Q1San
ployment of the system in the Internet by means of our Diego, CA, September 2001.

peer-to-peer design. [5] A. Rowstron and P. Druschel. Pastry: Scalable, dis-
tributed object location and routing for large-scale
OPEN QUESTIONS peer-to-peer systems. Middleware 2001.

« Participation. Will such a scheme generate enough pa[t@] 3 Savage_l,_ﬁ\. COI(IjinS’ E.:offffman, ‘]]; Snell, and T.hAn-
ticipation to achieve critical mass, i.e., a level where the | ergon. € en ;;o-en fe hects ot internet pat’ Se-
guery results are a good approximation of the actual val- ection. In Proceedings of the ACM SIGCOMM'39

ues? Related to this issue is the broader question of what gosstonr,] MA,l\?egtember 1929{? H K A "
will motivate people to participate in peer-to-peer systerrg.] - >eshan, M. te_mm, and R. A. 1 atz. . ne_twor
measurement architecture for adaptive applications. In

Will people eventually subscribe to peer-to-peer systems, gi Inf ) | Avi h
like they subscribe to magazines? Or will they contribute Proce.e ings of In ocom 0drel Aviv, March 2000.
Stoica, R. Morris, D. Karger, F. Kaashoek, and

their host to peer-to-peer systems, a la charitable dor@- . _
tions? What are the best analogies to the peer-to-peer ex-'_!' Balak_rlshnan. Ch_ordf A peer—to-peer lookup ser-
perience? vice for internet appllcatlons.. IFProceedings of the

« Generality. Can a single system be used to satisfy the ACM SIGCOMM °01 San Diego, CA, September
different measurement requirements of the diverse applica- 2001.

tions which might want to take advantage of this service?

Can such a system be used as a common measurement ser-

vice for peer-to-peer systems to use for optimizing their

operation?

« Usefulness of Parameters.Can trust and accuracy be

made useful to applications?

« Composition. Can composition of measurements from

intermediate hops give meaningful values for the actual

measurement between two IP addresses?

« Collusion. Collusion is a problem in trust systems. Can

the amount of collusion required to subvert the system be

made large enough to deter attacks?
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