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1 Introduction
The combination of probability and nondeterminism in state-based systems is notoriously challeng-

ing, chiefly due to the nonexistence of a suitable distributive law between the powerset and probabil-

ity monads [45, 50], leading to a variety of workarounds [2, 6, 7, 11, 17, 23, 32, 33, 44, 45, 47, 49, 50].

Most of these approaches treat nondeterminism demonically, meaning that the nondeterminism is

resolved by an adversarial agent external to the program.

In this paper, we present a version of probabilistic Kleene algebra with angelic nondeterminism

and a corresponding automaton model. This is a step in the development of a version of Kleene

algebra with tests (KAT) [24] with constructs to allow equational reasoning about programs in the

presence of probability and nondeterminism. KAT has been quite successful with many variants and

spinoffs, with applications in program analysis, networking, verification of compiler optimizations,

and many other areas. KAT interprets nondeterminism angelically, which allows KAT-like systems

to encode imperative programming constructs such as conditional tests and while loops, thereby

reducing the reasoning process to a few basic constructs and equational rules. KAT and its variants

are based on Kleene algebra, which forms the core, and that is what we focus on here.

A common but erroneous view of angelic nondeterminism involves a single agent with a stash

of random bits making nondeterministic choices at nondeterministic choice states and consulting

its stash of random bits at probabilistic choice states. In this approach, the same random bit may be

used at different points in the computation, depending on some previous nondeterministic choice

of the agent. Naively, it seems that this should cause no problem, since the bit is used only once,

depending on which nondeterministic path was taken. However, to work mathematically, all such
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probabilistic choices should be independent. Rather than a single agent, we should instead think of

a collection of agents visiting various states at various points in time, all acting independently. An

agent visiting a probabilistic choice state chooses randomly which state to visit next and moves

to that state. However, an agent visiting a nondeterministic choice state spawns multiple agents

that go separate ways and thereafter act independently. At any point in the computation, there

may be several distinct agents visiting the same probabilistic choice state, but all their choices at

that state will be independent. Whereas the use of powersets would lose information by conflating

these independent agents, the use of multisets retains it.

We take inspiration from the recently established Beck distributive law of probability over finite

multisets [8–10, 22] to give a full treatment of probabilistic automata and expressions with angelic

nondeterminism formalized by multisets instead of powersets. Our main results are operational

and fully compositional denotational semantics, a full Kleene theorem, and a detailed development

of the coalgebraic theory, including a “fundamental theorem” à la [41]. We develop reasoning

principles in both denotational and operational styles.

A novel aspect of our approach is that automata and expressions are interpreted over 𝐷 (NΣ∗ ),
the space of distributions over multisets of strings with finite multiplicities. Thus a string is not just

accepted with some probability, but accepted with some finite multiplicity with some probability.

We view a language not as a set of strings, but as a multiset of strings.

1.1 Related Work
There have been numerous previous attempts at building computational models combining proba-

bility and nondeterminism. A compendium (Table 1), reproduced from [43], summarizes various

models of computation and their corresponding functors when viewed coalgebraically, including

many of these approaches. However, to circumvent theoretical difficulties based on the lack of a

suitable distributive law involving the probabilistic and powerset monads [45, 49, 50], many of

these models must implement some workaround. Some general theoretical approaches include

the geometrically convex monad [2], monad lifting [7], weak distributive laws [17, 44, 45], and

Kegelspitzen [23, 37]. In the cases where weakenings of distributive laws are used, the resulting

implementations would also have weakened versions of the distributive axioms. This also ap-

pears in the geometrically convex monad, probabilistic expressions and powerdomains [33], and

Kegelspitzen, all of which restrict distributivity in some way.

Previous approaches modeling nondeterminism demonically, such as [29, 31, 38, 48], often

require giving an adversary extra nonconstructive power such as the ability to choose any convex

combination of allowed possibilities. Angelic nondeterminism, on the other hand, is under the

control of the programmer in the form of a nondeterministic choice operator (&) with a well-defined

compositional semantics, enabling KAT-style equational reasoning.

Several known operational models have associated algebraic systems that are powerful enough

to reason about arbitrary instances of the operational model. However, in these cases, the algebraic

model may be more expressive than the operational model, or there is at least no proof that this is

not so. This includes interactive Markov chains [21], Segala systems [39, 40], and Markov automata

[20].

In other cases, a formal grammar is produced with an operational model with instances equivalent

to any admitted by the grammar. Then the opposite problem may occur—the grammar may not be

expressive enough to capture all instances of the operational model. This is the case with PKAT

expressions and probabilistic configuration transition systems in [36] and PKAT expressions and

the corresponding automaton model in [30].

Some implementations also restrict various aspects of functionality, such as composition, dis-

tributivity, or iteration. These include instances such as weak Kleene algebra [29], in which certain
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Table 1. Discrete probabilistic system types (from [43])

Coalg𝐹 Functor 𝐹 Reference

MC 𝐷 Markov chains

DLTS ((−) + 1)Σ deterministic automata

LTS 𝑃 (Σ × (−)) � 𝑃Σ
nondeterministic automata, LTSs

React (𝐷 + 1)Σ reactive systems [16, 28]

Gen 𝐷 (Σ × (−)) + 1 generative systems [16]

Str 𝐷 + (Σ × (−)) stratified systems [16]

Alt 𝐷 + 𝑃 (Σ × (−)) alternating systems [19]

Var 𝐷 (Σ × (−)) + 𝑃 (Σ × (−)) Vardi systems [46]

SSeg 𝑃 (Σ × 𝐷) simple Segala systems [39, 40]

Seg 𝑃𝐷 (Σ × (−)) Segala systems [39, 40]

MA 𝑃 (Σ × 𝐷) + 𝑃 (Q × (−)) Markov automata [20]

Bun 𝐷𝑃 (Σ × (−)) bundle systems [12]

PZ 𝑃𝐷𝑃 (Σ × (−)) Pnueli-Zuck systems [35]

MG 𝑃𝐷𝑃 (Σ × (−) + (−)) most general systems

distributive axioms are weakened in order to accommodate the lack of a distributive law, PCCS [11]

in which the arguments of parallel composition are restricted to avoid distributivity (additionally,

external stacks are used to facilitate backtracking for defining semantics), and PCSP [32] in which

probability does not distribute over nondeterminism.

These attempts include various probabilistic versions of Kleene algebra [13, 14, 29–31, 36].

However, to our knowledge, none have yielded a Kleene theorem in both directions with full

distributivity and iteration. Our approach is fully compositional and the semantics is defined

coinductively without reference to backtracking or additional constructs. Furthermore, it avoids

the convoluted constructions that can arise in an effort to deal with the lack of a distributive law.

Such constructs appear in the relational model of [6] which adds additional arguments to keep

track of the most recent nondeterministic choice, bundle systems [12] which require a product

construction to implement parallel composition, and control-flow hypergraphs [47] which add call

stacks, again to handle backtracking.

1.2 Roadmap and Contributions
• In §2, we discuss the basic mathematical constructs used in this paper, including a review

of the recently established Beck distributive law ⊗ : 𝑀𝐷 → 𝐷𝑀 of distributions over finite

multisets [8–10, 22].

• In §3 we introduce automata with probability and angelic nondeterminism and a corre-

sponding language of expressions analogous to regular expressions. We give the denotational

semantics of automata and expressions and operational intuition, along with several examples.

The semantics of expressions is fully compositional.

• In §4 we list several sound equational axioms, along with some examples of their use.

• In §5 we introduce a complete ultrametric on the space of behaviors 𝐷 (NΣ∗ ) and show that

the semantic definitions of automata and expressions give rise to contractive maps, ensuring

that the semantic maps of both models are well defined.
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• In §6 we give a full Kleene theorem, showing that automata and expressions are equivalent

in expressive power. To our knowledge this is the first result of its type for models combining

probability and nondeterminism.

• In §7 we develop the foundations of the coalgebraic theory, including a notion of Brzozowski

derivative and a fundamental theorem à la [41]. The usual diagram denoting a unique

coalgebra morphism to a final coalgebra turns out not to be appropriate; it is replaced by a

more general coalgebra/algebra diagram allowing a recursive definition of a unique map to

the space of behaviors 𝐷 (NΣ∗ ).
• In §8 we discuss future work.

Missing proofs and further explanatory material can be found in the extended version of this

paper [34].

2 Basics
For 𝑋 a set, let𝑀𝑋 = (N∪ {∞})𝑋 , the set of multisets of 𝑋 with finite or infinite multiplicities. We

use stylized braces {| − |} for multiset comprehension. If 𝑓 : 𝑋 → 𝑌 , then𝑀𝑓 : 𝑀𝑋 → 𝑀𝑌 is the

function𝑀𝑓 (𝑚) (𝑦) =∑
𝑓 (𝑥 )=𝑦𝑚(𝑥). The functor𝑀 carries a monad structure with multiset union

(pointwise sum) as multiplication, denoted

∑
, and 𝑥 ↦→ {|𝑥 |} (creation of a singleton multiset) as

unit. The size of a multiset is the sum of the multiplicities of all its elements. The set of multisets

over 𝑋 of size 𝑘 is denoted 𝑋 (𝑘 )
. If 𝑋 is a measurable space, the measurable sets of𝑀𝑋 are those

generated by the observations |𝑚 ↾ 𝐵 | ≥ 𝑛, where𝑚 ∈ 𝑀𝑋 , 𝐵 is a measurable set of 𝑋 , and𝑚 ↾ 𝐵

denotes the restriction of𝑚 to 𝐵: (𝑚 ↾ 𝐵) (𝑥) =𝑚(𝑥) if 𝑥 ∈ 𝐵, 0 otherwise.

We have included∞ in the general definition of𝑀 , but it does not play any further role in our

development. Thus we will restrict attention to N𝑋
, those multisets of 𝑋 with finite multiplicities.

However, we should point out that N𝑋
does not form a monad, except when 𝑋 is finite.

Let 𝐷𝑋 be the space of probability measures on a measurable space 𝑋 . For 𝑓 : 𝑋 → 𝑌 , 𝐷𝑓 :

𝐷𝑋 → 𝐷𝑌 with 𝐷𝑓 (𝜇) = 𝜇 ◦ 𝑓 −1, the pushforward measure of 𝜇 under 𝑓 . This is a monad on

measurable spaces, often called the Giry monad [15].

We will be particularly interested in 𝐷 (NΣ∗ ), where Σ∗
is the set of finite-length strings over a

finite alphabet Σ,NΣ∗
is the measurable space of multisets of elements of Σ∗

with finite multiplicities,

and 𝐷 (NΣ∗ ) is the space of probability measures over NΣ∗
. This is the space of behaviors over

which our automata and expressions are interpreted. Elements of NΣ∗
will be denoted 𝛼, 𝛽, . . . and

elements of 𝐷 (NΣ∗ ) will be denoted 𝜇, 𝜈, . . . .

As a topological space, NΣ∗
is homeomorphic to the Baire space 𝜔𝜔

, the Cartesian product of

𝜔 copies of 𝜔 with the product topology, where each copy of 𝜔 has the discrete topology. The

measurable sets are the Borel sets of this topology. This is a standard Borel space. The Borel sets

are generated by the equivalence classes [𝛼]𝑛 of ≡𝑛 , where

𝛼 ≡𝑛 𝛽 ⇔ (∀𝑥 ∈ Σ∗ |𝑥 | ≤ 𝑛 ⇒ 𝛼 (𝑥) = 𝛽 (𝑥)) [𝛼]𝑛 = {𝛽 | 𝛽 ≡𝑛 𝛼}. (1)

Every [𝛼]𝑛 has a unique canonical element 𝛼 ↾ 𝑛 whose support is contained in Σ≤𝑛
, that is, such

that (𝛼 ↾ 𝑛) (𝑥) = 0 for |𝑥 | > 𝑛, and 𝛼 ≡𝑛 𝛽 iff 𝛼 ↾ 𝑛 = 𝛽 ↾ 𝑛. The ≡𝑛-classes [𝛼]𝑛 form a basis

for the measurable sets of NΣ∗
. Every 𝛼 ∈ NΣ∗

is uniquely determined by its restrictions 𝛼 ↾ 𝑛;

equivalently,

⋂
𝑛≥0 [𝛼]𝑛 = {𝛼}.

2.1 The Distributive Law
The recently established Beck distributive law ⊗ : 𝑀𝐷 → 𝐷𝑀 is a natural transformation whose

component ⊗𝑋 : 𝑀𝐷𝑋 → 𝐷𝑀𝑋 for a measurable space𝑋 converts a finite multiset of distributions

on 𝑋 to a distribution on finite multisets of 𝑋 . Operationally, one independently samples all the
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elements in the multiset of distributions to obtain a multiset of elements of 𝑋 ; the probability of

the sample is the product of the probabilities of its elements.

It must be shown that the distributive law interacts well with the monad structure of𝑀 and 𝐷 .

These are the Beck conditions. These were verified for finite multisets and finite distributions in

[22] and for finite multisets and arbitrary distributions over arbitrary measurable spaces in [8–10].

In our development, countable multisets with finite multiplicities and continuous distributions do

make an appearance in the semantics of automata and expressions. We do not know whether the

distributive law holds for countable multisets, but fortunately we need it only for finite multisets,

so the results of [8–10, 22] suffice for our purposes.

In this paper, the distributive law is only used in the context𝑀fin𝐷 (NΣ∗ ) → 𝐷𝑀fin (NΣ∗ ) followed
by 𝐷Σ : 𝐷𝑀fin (NΣ∗ ) → 𝐷 (NΣ∗ ), where Σ : 𝑀fin (NΣ∗ ) → NΣ∗

is multiset union, so the results of

[8–10, 22] apply. Additionally, restricting multiset union to domain 𝑀fin (NΣ∗ ) ensures that we
remain in NΣ∗

, never generating any infinite multiplicities.

2.2 Operations on Measures
The interpretation of the syntactic constructs of our language depends on three semantic operations

on measures: product (⊗), probabilistic choice (⊕), and (angelic) nondeterministic choice (&).

Sequential composition (;) is somewhat more involved and is handled separately in §2.5.

• If 𝜇 is a measure on𝑋 and 𝜈 is a measure on 𝑌 , then 𝜇 ⊗𝜈 is the product measure on𝑋 ×𝑌 that

on a measurable rectangle 𝐴 × 𝐵 gives the value (𝜇 ⊗ 𝜈) (𝐴 × 𝐵) = 𝜇 (𝐴)𝜈 (𝐵). Operationally,
sampling 𝜇 ⊗ 𝜈 samples 𝜇 and 𝜈 independently and emits the resulting pair of outcomes.

The distributive law ⊗ : 𝑀𝐷 → 𝐷𝑀 for finite multisets is a generalized version of this.

Operationally, it takes a finite multiset of distributions and samples them all independently,

producing a multiset of outcomes.

• Let 𝑟 ∈ [0, 1]. If 𝜇 and 𝜈 are measures on the same space 𝑋 , then 𝜇 ⊕𝑟 𝜈 = 𝑟 𝜇 + (1 − 𝑟 )𝜈 is a

measure on 𝑋 . Operationally, sampling 𝜇 ⊕𝑟 𝜈 = 𝑟 𝜇 + (1 − 𝑟 )𝜈 is equivalent to independently

flipping an 𝑟 -biased coin, then sampling 𝜇 on heads or 𝜈 on tails. More generally, let {𝜇𝑛 |
𝑛 ∈ 𝐼 } be a finite set of distributions on 𝑋 and let 𝜇 be a distribution on 𝐼 such that 𝑛 occurs

with probability 𝑟𝑛 , 𝑛 ∈ 𝐼 . Then ⊕𝜇 is the flattened measure

∑
𝑛 𝑟𝑛𝜇𝑛 on 𝑋 . Operationally,

sampling ⊕𝜇 is equivalent to sampling the distribution

∑
𝑛 𝑟𝑛𝛿𝑛 to obtain an index 𝑛, then

sampling 𝜇𝑛 to obtain an element of 𝑋 . The flattening operator ⊕ is the multiplication of the

Giry monad.

• If 𝜇 and 𝜈 are measures on N𝑋
, then 𝜇 & 𝜈 = (𝜇 ⊗ 𝜈) ◦ (+)−1. Operationally, sampling 𝜇 & 𝜈

is equivalent to sampling 𝜇 and 𝜈 independently to obtain two multisets𝑚,𝑛 over 𝑋 , then

taking their multiset union (pointwise sum)𝑚 +𝑛. Similarly, there is a generalized version of

& that applies to larger finite multisets. Like ⊗, this takes the form of a natural transformation

& : 𝑀𝐷𝑀 → 𝐷𝑀 & = 𝐷Σ ◦ ⊗𝑀. (2)

Operationally, we independently sample all elements of a finite multiset of distributions over

multisets to obtain a finite multiset of multisets, then combine them with multiset union Σ
(pointwise addition).

2.3 A Meta-calculus
We will sometimes make use of a small meta-calculus for reasoning equationally in an informal

operational style. The calculus consists of typing rules and equations involving operators sample
that allows sampling of a distribution and its inverse dist that constructs a sampleable distribution

from a computation. Although not essential for our results, we have nevertheless found it invaluable
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as a pedagogical aid, as it gives an intuitive operational view of often more obscure denotational

arguments.

In addition to the usual rules of the simply typed 𝜆-calculus, we have constructs sample for
sampling a distribution and dist for creating a sampleable distribution from a given computation.

Γ ⊢ 𝑑 : 𝐷𝜏

Γ ⊢ sample𝑑 : 𝜏

Γ ⊢ 𝑒 : 𝜏
Γ ⊢ dist 𝑒 : 𝐷𝜏

These operators are inverses:

sample(dist 𝑒) = 𝑒 dist(sample𝑑) = 𝑑.

The meta-calculus is described in more detail in the extended version of this paper [34].

2.4 Injective Monoid Actions
Another important concept in our semantics is injective monoid actions. This concept will be crucial
in the semantics of sequential composition, which is unlike other operations in that its effects are

nonlocal. The significance of the basic constructs here will only become clear later in §3.4, so we

suggest skipping this section and the following one on first reading.

Suppose 𝑆 is a monoid acting on a set 𝑋 . Thus for 𝑠, 𝑡 ∈ 𝑆 , we have 1 · 𝑥 = 𝑥 and 𝑠𝑡 · 𝑥 = 𝑠 · (𝑡 · 𝑥).
Suppose further that the monoid action is injective; that is, if 𝑠 · 𝑥 = 𝑠 · 𝑦, then 𝑥 = 𝑦.

There is a canonical way to lift the monoid action to multisets in N𝑋
, namely

(𝑠 ·𝑚) (𝑦) =
{
𝑚(𝑥) if 𝑦 = 𝑠 · 𝑥
0 if 𝑦 ≠ 𝑠 · 𝑥 for any 𝑥 .

This is well defined, as the action on 𝑋 is injective. Moreover, the lifted action on N𝑋
is injective: if

𝑠 ·𝑚 = 𝑠 · 𝑛, then for all 𝑥 ,𝑚(𝑥) = (𝑠 ·𝑚) (𝑠 · 𝑥) = (𝑠 · 𝑛) (𝑠 · 𝑥) = 𝑛(𝑥), so𝑚 = 𝑛.

There is a canonical way to lift the monoid action to 2
𝑋
, namely 𝑠 · 𝐴 = {𝑠 · 𝑥 | 𝑥 ∈ 𝐴}. This is

actually a special case of the lifted action on N𝑋
described above.

Finally, there is a canonical way to lift the monoid action to 𝐷𝑋 , provided 𝑠 · − : 𝑋 → 𝑋 is a

measurable function. We take 𝑠 · 𝜇 = 𝜇 ◦ (𝑠 ·−)−1, the pushforward measure of 𝜇 under 𝑠 ·− : 𝑋 → 𝑋 .

Moreover, the lifted action on 𝐷𝑋 is injective: for all measurable 𝐴, we have (𝑠 · −)−1 (𝑠 · 𝐴) = 𝐴

since 𝑠 · − is injective on 𝑋 , so if 𝑠 · 𝜇 = 𝑠 · 𝜈 , then
𝜇 (𝐴) = 𝜇 ((𝑠 · −)−1 (𝑠 · 𝐴)) = (𝑠 · 𝜇) (𝑠 · 𝐴) = (𝑠 · 𝜈) (𝑠 · 𝐴) = 𝜈 ((𝑠 · −)−1 (𝑠 · 𝐴)) = 𝜈 (𝐴),

therefore 𝜇 = 𝜈 .

In our application, the monoid 𝑆 will be the free monoid Σ∗
. By the above arguments, Σ∗

acts

injectively on Σ∗
, NΣ∗

, 2
NΣ∗

, and 𝐷 (NΣ∗ ): for 𝑥,𝑦 ∈ Σ∗
,𝑚 ∈ NΣ∗

, 𝐴 ⊆ NΣ∗
, and 𝜇 ∈ 𝐷 (NΣ∗ ),

𝑥 · 𝑦 = 𝑥𝑦 (𝑥 ·𝑚) (𝑧) =
{
𝑚(𝑦), if 𝑧 = 𝑥𝑦,

0, if 𝑥 is not a prefix of 𝑧

𝑥 · 𝐴 = {𝑥 ·𝑚 | 𝑚 ∈ 𝐴} 𝑥 · 𝜇 = 𝜇 ◦ (𝑥 · −)−1 .

2.5 Composition
For 𝜈 ∈ 𝐷 (NΣ∗ ), the operation − ·𝜈 : Σ∗ → 𝐷 (NΣ∗ ) introduced in §2.4 gives rise to a bind operation

>>= : 𝐷 (NΣ∗ ) × (Σ∗ → 𝐷 (NΣ∗ )) → 𝐷 (NΣ∗ ) 𝜇 >>= − · 𝜈 : 𝐷 (NΣ∗ )
that will be used in the definition of sequential composition. We only ever apply >>= in the form

𝜇 >>= − · 𝜈 , which ensures that we never generate any infinite multiplicities, as explained below.
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The bind operation 𝜇 >>= − · 𝜈 is defined by first extending − · 𝜈 : Σ∗ → 𝐷 (NΣ∗ ) to domain NΣ∗
,

then integrating with respect to 𝜇. The extension is also denoted − · 𝜈 : NΣ∗ → 𝐷 (NΣ∗ ) and defined
by

𝛽 · 𝜈 = &𝑀 (− · 𝜈) (𝛽) = ⊗(𝑀 (− · 𝜈) (𝛽)) ◦ Σ−1 .

Operationally, to sample 𝛽 · 𝜈 , we independently sample 𝑥 · 𝜈 for each 𝑥 ∈ 𝛽 , then take the multiset

union (pointwise sum) of the outcomes. In the notation of the meta-calculus of §2.3,

sample(𝛽 · 𝜈) =
∑︁
𝑥∈𝛽

sample(𝑥 · 𝜈).

Although this is formally an infinite sum, note that only 𝑥 ∈ 𝛽 with 𝑥 a prefix of 𝑦 can contribute

nonzero multiplicity to 𝑦 in the final result, as all multisets produced by 𝑥 · 𝜈 contain only strings

that have 𝑥 as a prefix, and there are only finitely many occurrences of such 𝑥 in 𝛽 . Thus the final

outcome is a multiset with finite multiplicities.

Finally, we integrate with respect to 𝜇 by Lebesgue integration to get the measure

(𝜇 >>= − · 𝜈) (𝐴) =
∫
𝛽∈NΣ∗

(𝛽 · 𝜈) (𝐴) 𝑑𝜇. (3)

Operationally, to sample 𝜇 >>= − · 𝜈 , we sample 𝜇 to obtain a multiset 𝛽 , then sample 𝑥 · 𝜈 for each

𝑥 ∈ 𝛽 and take their multiset union. In the notation of the meta-calculus of §2.3,

sample(𝜇 >>= − · 𝜈) = let 𝛽 = sample 𝜇 in
∑︁
𝑥∈𝛽

sample(𝑥 · 𝜈).

In order to integrate, we need − · 𝜈 : NΣ∗ → 𝐷 (NΣ∗ ) to be a measurable function on NΣ∗
. This is

established in the following lemmas, along with some other useful properties.

Lemma 2.1. (i) If 𝜇𝑖 ≡𝑛 𝜈𝑖 for all 𝑖 ∈ 𝐼 , then
∑

𝑖∈𝐼 𝜇𝑖 ≡𝑛

∑
𝑖∈𝐼 𝜈𝑖 .

(ii) If 𝜈1 ≡𝑛 𝜈2, then 𝑥 · 𝜈1 ≡𝑛+|𝑥 | 𝑥 · 𝜈2.
(iii) If 𝛽1 ≡𝑛 𝛽2, then 𝛽1 · 𝜈 ≡𝑛 𝛽2 · 𝜈 .

Lemma 2.2.

(i) If 𝛽 ≡𝑚 0 and 𝜈1 ≡𝑛 𝜈2, then 𝛽 · 𝜈1 ≡𝑚+𝑛+1 𝛽 · 𝜈2.
(ii) If 𝜇 ( [0]𝑚) = 1 and 𝜈1 ≡𝑛 𝜈2, then 𝜇 >>= − · 𝜈1 ≡𝑚+𝑛+1 𝜇 >>= − · 𝜈2.

Lemma 2.3.

(𝑎 · −)−1 ( [𝛼]𝑛) =

NΣ∗ , if 𝑛 = 0 and 𝛼 (𝜀) = 0,

[𝛽]𝑛−1, if 𝑛 ≥ 1 and 𝛼 ≡𝑛 𝑎 · 𝛽,
∅, otherwise.

Lemma 2.4. For 𝜈 ∈ 𝐷 (NΣ∗ ), the map − · 𝜈 : NΣ∗ → 𝐷 (NΣ∗ ) is a measurable function.

3 Automata and Expressions
In this section we introduce a new class of automata and expressions with probabilistic choice and

angelic nondeterminism. We will give the formal definition of the automata and expressions and

their semantics, along with some examples.
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3.1 Automata
An automaton consists of a finite set of states and transitions of four types, along with a designated

start state. The four types are

• nondeterministic choice states labeled & with a finite multiset of successor states;

• probabilistic states labeled ⊕ with a finite distribution on successor states;

• terminal states labeled skip (accept) or fail (reject) with no successor states; and

• action states labeled 𝑎 ∈ Σ with one successor state.

Informally, an automaton can be viewed either as an acceptor that takes a string in Σ∗
as input

or as an enumerator that generates strings in Σ∗
. In either view, the operation of the automaton can

be described in terms of agents. At any time in the computation, there can be multiple agents, each

occupying a state and acting independently of the other agents.

In the enumeration view, a single agent originates at the start state. Thereafter, the computation

proceeds as follows:

• Each agent visiting a nondeterministic state 𝑠 labeled & replicates itself 𝑛−1 times, where 𝑛 is

the size of the multiset of successors of 𝑠 . The original agent and its copies are distributed to

the successor multiset, respecting multiplicities. That is, if 𝑡 occurs in the successor multiset

with multiplicity 𝑘 , then 𝑘 new agents are created at 𝑡 .

• Each agent visiting a probabilistic state 𝑠 labeled ⊕ independently samples the distribution

associated with 𝑠 , yielding a successor state to which the agent moves.

• An agent visiting a terminal state labeled skip outputs (enumerates) the string of letters of Σ
it has seen so far since the start, where seen means having visited an action state with that

label. An agent visiting a terminal state labeled fail rejects.
• An agent visiting an action state labeled 𝑎 with successor 𝑡 appends 𝑎 to the string of letters

it has seen and moves to 𝑡 .

The behavior for acceptors is largely the same, except that at skip states, the agent accepts if the

entire input string has been scanned and rejects otherwise, and at action state 𝑎 with successor 𝑡 ,

the agent advances past the symbol 𝑎 in the input string and moves to 𝑡 if the next input letter is 𝑎,

otherwise rejects.

The string 𝑥 is generated (or accepted) with multiplicity 𝑘 if 𝑘 is the number of agents generating

(or accepting) that string. Of course, this occurs with some probability, depending on the probabilistic

choices of the agents. Moreover, the probabilities for different strings and different multiplicities

may be correlated. Thus the behavior of the automaton is best described by a joint distribution on

the space of multisets of strings 𝐷 (NΣ∗ ).
To avoid infinite multiplicities, we impose the restriction that every cycle in the automaton

must contain an action state. This is known as the productivity assumption1. It is crucial for the
coalgebraic treatment of automata and expressions.

Formally, an automaton is a tuple (𝑆, Σ, ℓ, 𝜕), where 𝑆 is a finite set of states, Σ is a finite alphabet

of input letters, ℓ : 𝑆 → {&, ⊕, skip, fail} ∪ Σ is a labeling function, and 𝜕 : 𝑆 → 𝐷𝑆 + N𝑆 + 𝑆 + 1

are the transitions, such that:

• if ℓ (𝑠) = ⊕, then 𝜕(𝑠) ∈ 𝐷𝑆 , that is, 𝜕(𝑠) is a probability measure on 𝑆 ;

• if ℓ (𝑠) = &, then 𝜕(𝑠) ∈ N𝑆
, that is, 𝜕(𝑠) is a multiset of elements of 𝑆 ;

• if ℓ (𝑠) ∈ Σ, then 𝜕(𝑠) ∈ 𝑆 , that is, 𝑠 has one successor; and

• if ℓ (𝑠) ∈ {skip, fail}, then 𝑠 has no successors.

1
The productivity assumption can be weakened to allow cycles containing probabilistic states only. However, this comes at

some cost in the complexity of the presentation, so we do not pursue this option here.
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𝑠
⊕

&

𝑝

&

𝑞

&

𝑟

&

1 − (𝑝 + 𝑞 + 𝑟 )

skip skip 𝑎 𝑏

𝑠 𝑡

skip 𝑎 𝑎

𝑢 𝑣

skip skip 𝑎 𝑏 𝑏

𝑠 𝑡 𝑡

𝑎 𝑎 𝑎 𝑏

𝑠 𝑠 𝑡 𝑡

Fig. 1. Fragment of an automaton

We might also wish to designate a particular start state 𝑠0 ∈ 𝑆 . States 𝑠 with ℓ (𝑠) = ⊕ are called

probabilistic states, those with ℓ (𝑠) = & are called choice states, those with ℓ (𝑠) ∈ Σ are called action
states, and those with ℓ (𝑠) ∈ {skip, fail} are called terminal states.

The productivity assumption has the following consequence: For every state 𝑠 and 𝑘 ≥ 0, every

path starting from 𝑠 of length at least 𝑘 |𝑆 | visits at least 𝑘 action states.

Fig. 1 is an illustrative example for a two-letter alphabet Σ = {𝑎,𝑏} with 𝑆 = {𝑠, 𝑡, 𝑢, 𝑣, . . . }. In
this example, starting from state 𝑠 ,

• with probability 𝑝 , 𝜀 is accepted with multiplicity 2, and the automaton transitions to {|𝑠 |} on
input 𝑎 and to {|𝑡 |} on input 𝑏;

• with probability 𝑞, 𝜀 is accepted with multiplicity 1, and the automaton transitions to {|𝑢, 𝑣 |}
on input 𝑎 and to ∅ on input 𝑏;

• with probability 𝑟 , 𝜀 is accepted with multiplicity 2, and the automaton transitions to {|𝑠 |} on
input 𝑎 and to {|𝑡, 𝑡 |} on input 𝑏; and

• with probability 1 − (𝑝 + 𝑞 + 𝑟 ), 𝜀 is accepted with multiplicity 0 (i.e., not accepted), and the

automaton transitions to {|𝑠, 𝑠, 𝑡 |} on input 𝑎 and to {|𝑡 |} on input 𝑏.

From state 𝑠 , the probability that 𝜀 is accepted with multiplicity 0, 1, or 2 is 1 − (𝑝 + 𝑞 + 𝑟 ), 𝑞, and
𝑝+𝑟 , respectively. On input 𝑎, the automaton transitions to {|𝑠 |}, {|𝑢, 𝑣 |}, or {|𝑠, 𝑠, 𝑡 |} with probabilities
𝑝 + 𝑟 , 𝑞, and 1 − (𝑝 + 𝑞 + 𝑟 ), respectively.

Further examples will be given below in §3.5.

3.2 Semantics of Automata
Every state in 𝑆 represents a distribution over multisets of strings in 𝐷 (NΣ∗ ). Let 𝛿𝑚 denote the

Dirac (point mass) measure on the multiset𝑚. The semantic map J−K : 𝑆 → 𝐷 (NΣ∗ ) is defined
coinductively:

J𝑠K =



𝛿{|𝜀 |}, if ℓ (𝑠) = skip
𝛿{| |}, if ℓ (𝑠) = fail
𝑎 · J𝑡K, if ℓ (𝑠) = 𝑎 ∈ Σ and 𝜕(𝑠) = 𝑡∑

𝑖 𝑟𝑖J𝑡𝑖K, if ℓ (𝑠) = ⊕ and 𝜕(𝑠) =∑
𝑖 𝑟𝑖𝑡𝑖

&(𝑀J−K(𝑚)), if ℓ (𝑠) = & and 𝜕(𝑠) =𝑚.

In the last case,𝑀J−K is the map that, given a multiset𝑚, applies J−K to every element of𝑚 and

takes the multiset of results, and & is the semantic operation described in §2.2. Operationally,
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interpret all elements of𝑚 by J−K to obtain a multiset of distributions in 𝐷 (NΣ∗ ), then sample all

of them independently and take the multiset union of the outcomes.

For the special case of binary & and ⊕𝑟 , these definitions reduce to

J𝑠 & 𝑡K = (J𝑠K ⊗ J𝑡K) ◦ (+)−1 J𝑠 ⊕𝑟 𝑡K = 𝑟J𝑠K + (1 − 𝑟 )J𝑡K.
We will argue in Lemma 5.6 that the map J−K is well defined. Briefly, the productivity assumption

ensures that a map modeling the coinductive definition is contractive in a certain complete metric

space, thus by the Banach fixpoint theorem has a unique fixpoint J−K.

3.3 Expressions
Let Var = {𝑥,𝑦, . . .} be a set of variables and Σ = {𝑎, 𝑏, . . .} a finite set of letters disjoint from Var.
The language of expressions is given by the BNF grammar

𝑒 ::= 𝑥 | 𝑎 | 𝑒1 & 𝑒2 | 𝑒1 ⊕𝑟 𝑒2 | 𝑒1 ; 𝑒2 | fix𝑥 .𝑒 | skip | fail
The operator ; is for sequential composition. In any expression of the form 𝑒1 ; 𝑒2, we require

that the left operand 𝑒1 be closed (contain no free variables), a restriction which characterizes

linear recursion. Without it, we could have for example fix𝑥 .skip & 𝑎;𝑥 ;𝑏, corresponding to the

non-regular context-free language {𝑎𝑛𝑏𝑛 | 𝑛 ≥ 0}. Thus expressions are the appropriate analog of
regular (rational) expressions in this context, though the fixpoint operator fix𝑥 .𝑒 is somewhat more

expressive than the usual Kleene star. Expressions with star correspond to fixpoint expressions

with one occurrence of the variable in the body, which is apparently too weak to encode automata;

at least we do not see how. We need the more general fixpoint form allowing multiple occurrences

of the variable in order to obtain a Kleene theorem. The general form we use is motivated by the

fixpoint expressions of the modal 𝜇-calculus.

We also require that in fixpoint expressions fix𝑥 .𝑒 , all paths from the root of 𝑒 to a free occurrence

of 𝑥 must pass through some 𝑎 ∈ Σ. This is another manifestation of the productivity assumption.

3.4 Semantics of Expressions
Like automata, expressions 𝑒 are interpreted as measures on multisets of strings J𝑒K𝜌 : 𝐷 (NΣ∗ )
relative to an environment 𝜌 : Var → 𝐷 (NΣ∗ ). The environment 𝜌 is used to interpret free variables.

A closed expression (one in which all variables are bound by fix) does not need 𝜌 . The notation 𝛿𝑚
denotes the Dirac (point mass) measure on the multiset𝑚. The definitions for 𝑒1 ; 𝑒2 and fix𝑥 .𝑒
contain some undefined notation, which we will explain below.

JskipK𝜌 = 𝛿{|𝜀 |} JfailK𝜌 = 𝛿{| |} J𝑎K𝜌 = 𝛿{|𝑎 |} J𝑥K𝜌 = 𝜌 (𝑥)
J𝑒1 ⊕𝑟 𝑒2K𝜌 = 𝑟J𝑒1K𝜌 + (1 − 𝑟 )J𝑒2K𝜌 J𝑒1 & 𝑒2K𝜌 = J𝑒1K𝜌 & J𝑒2K𝜌 = (J𝑒1K𝜌 ⊗ J𝑒2K𝜌) ◦ (+)−1

J𝑒1 ; 𝑒2K𝜌 = J𝑒1K >>= − · J𝑒2K𝜌 Jfix𝑥 .𝑒K𝜌 = J𝑒K𝜌 [Jfix𝑥 .𝑒K𝜌/𝑥]
The semantics of sequential composition ; is based on Kleisli composition involving the bind

operation (>>=) introduced in §2.5. Note also that 𝜌 is not needed for J𝑒1K because of the restriction
that 𝑒1 must be closed. Operationally, to sample J𝑒1 ; 𝑒2K𝜌 , we sample J𝑒1K to obtain a multiset 𝛽 ,

then sample 𝑥 · J𝑒2K𝜌 = J𝑥 ; 𝑒2K𝜌 for each 𝑥 ∈ 𝛽 and take their multiset union (pointwise sum). In

the notation of the meta-calculus of §2.3,

sampleJ𝑒1 ; 𝑒2K𝜌 = let 𝛽 = sampleJ𝑒1K in
∑︁
𝑥∈𝛽

sampleJ𝑥 ; 𝑒2K𝜌.

We have required that the left operand 𝑒1 be closed in compositions 𝑒1 ; 𝑒2. Absent this restriction,

besides enabling nonlinear behavior, in the expression in J𝑒1K𝜌 >>= − · J𝑒2K𝜌 , the parts of J𝑒1K𝜌
supplied by 𝜌 to the free variables of 𝑒1 would feed into J𝑒2K𝜌 , which would break compositionality.
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&
𝑠

skip 𝑎

(a) 𝑎∗

&
𝑠

skip 𝑎

&
𝑡

𝑎

(b) (𝑎𝑎∗)∗

&
𝑠

skip ⊕𝑡

𝑎 𝑏

(c) (𝑎 ⊕1/2 𝑏)∗

Fig. 2. Examples of automata

In the definition of Jfix𝑥 .𝑒K𝜌 , the notation 𝜌 [𝜇/𝑥] refers to the environment 𝜌 with 𝑥 rebound to

𝜇. It appears that the definition is circular. However, we will show in Theorem 5.9 that the semantics

is well defined due to the productivity assumption.

The expression fix𝑥 .𝑒 represents the unique solution of the equation 𝑥 = 𝑒 in 𝐷 (NΣ∗ ), where 𝑒
may contain free occurrences of 𝑥 . A special case is the traditional

∗
operator of Kleene algebra

𝑒∗ = fix𝑥 .skip & (𝑒 ; 𝑥),

which is the unique solution of the equation 𝑥 = skip & (𝑒 ; 𝑥) in 𝐷 (NΣ∗ ). Thus we will have
fix𝑥 .𝑒 = 𝑒 [(fix𝑥 .𝑒)/𝑥] 𝑒∗ = skip & (𝑒 ; 𝑒∗)

as shown formally in Lemma 5.10 below.

3.5 Examples
Fig. 2 shows some small examples of expressions and their equivalent automata.

The automaton of Fig. 2(a) with start state 𝑠 corresponds to the expression 𝑎∗. The behavior
J𝑠K = J𝑎∗K is a point mass on the multiset 𝑎𝑛 ↦→ 1. This can be seen by solving a recurrence. Let 𝑔(𝑛)
be the number of paths on which 𝑎𝑛 is accepted, starting at 𝑠 . Then 𝑔(0) = 1 and 𝑔(𝑛 + 1) = 𝑔(𝑛), so
𝑔(𝑛) = 1 for all 𝑛 ≥ 0. There is no probabilistic choice in this example, which is why the outcome is

a point mass.

We cannot have 𝑎∗∗ by the productivity assumption, but (𝑎𝑎∗)∗ is allowed. This corresponds to
the automaton of Fig. 2(b) with start state 𝑠 . The behavior J𝑠K = J(𝑎𝑎∗)∗K is a point mass on the

multiset 𝑎0 ↦→ 1, 𝑎𝑛+1 ↦→ 2
𝑛
. This can be seen by solving recurrences for 𝑓 (𝑛) and 𝑔(𝑛), the number

of paths accepting 𝑎𝑛 starting from states 𝑠 and 𝑡 , respectively:

𝑓 (0) = 1 𝑔(0) = 1 𝑓 (𝑛 + 1) = 𝑔(𝑛) 𝑔(𝑛 + 1) = 𝑓 (𝑛 + 1) + 𝑔(𝑛)

so 𝑔(𝑛 + 1) = 2𝑔(𝑛), giving 𝑔(𝑛) = 2
𝑛
and 𝑓 (𝑛 + 1) = 2

𝑛
. This example shows that multiplicities,

though always finite, can grow exponentially.

The automaton of Fig. 2(c) with start state 𝑠 corresponds to the expression (𝑎 ⊕1/2 𝑏)∗. The
behavior J𝑠K = J(𝑎 ⊕1/2 𝑏)∗K is the uniform distribution over all maximal multisets of {𝑎, 𝑏}∗ with
multiplicities at most 1 (that is, they are sets) and linearly ordered by the prefix relation. For example,

{|𝜀, 𝑎, 𝑎𝑎, 𝑎𝑎𝑏, 𝑎𝑎𝑏𝑎, 𝑎𝑎𝑏𝑎𝑏, . . . |} is one such multiset. This example illustrates that it is possible to

construct continuous measures on NΣ∗
.

4 Axioms
Table 2 contains several properties that allow for equational reasoning. An equation 𝑒1 = 𝑒2 is sound
if J𝑒1K𝜌 = J𝑒2K𝜌 . Probably the most counterintuitive is that sequential composition distributes over
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Table 2. Equations

𝑒1 & 𝑒2 = 𝑒2 & 𝑒1 commutativity of &

𝑒1 & (𝑒2 & 𝑒3) = (𝑒1 & 𝑒2) & 𝑒3 associativity of &

𝑒 & fail = 𝑒 identity of &

𝑒1 ⊕𝑟 𝑒2 = 𝑒2 ⊕1−𝑟 𝑒1 skew commutativity of ⊕
(𝑒1 ⊕𝑟 𝑒2) ⊕𝑠 𝑒3 = 𝑒1 ⊕𝑟𝑠 (𝑒2 ⊕(𝑠−𝑟𝑠 )/(1−𝑟𝑠 ) 𝑒3) skew associativity of ⊕
𝑒1 ⊕1 𝑒2 = 𝑒1 ⊕-elimination

𝑒 ⊕𝑟 𝑒 = 𝑒 idempotence of ⊕
𝑒1 ; (𝑒2 ; 𝑒3) = (𝑒1 ; 𝑒2) ; 𝑒3 associativity of ;

skip ; 𝑒 = 𝑒 left identity of ;

𝑒 ; skip = 𝑒 right identity of ;

fail ; 𝑒 = fail left absorption of ;

𝑒 ; fail = fail right absorption of ;

(𝑒1 & 𝑒2) ; 𝑒3 = (𝑒1 ; 𝑒3) & (𝑒2 ; 𝑒3) right distributivity of ; over &

(𝑒1 ⊕𝑟 𝑒2) ; 𝑒3 = (𝑒1 ; 𝑒3) ⊕𝑟 (𝑒2 ; 𝑒3) right distributivity of ; over ⊕𝑟

(𝑒1 ⊕𝑟 𝑒2) & 𝑒3 = (𝑒1 & 𝑒3) ⊕𝑟 (𝑒2 & 𝑒3) right distributivity of & over ⊕𝑟

𝑎 ; (𝑒1 & 𝑒2) = (𝑎 ; 𝑒1) & (𝑎 ; 𝑒2) atomic left distributivity of ; over &

𝑎 ; (𝑒1 ⊕𝑟 𝑒2) = (𝑎 ; 𝑒1) ⊕𝑟 (𝑎 ; 𝑒2) atomic left distributivity of ; over ⊕𝑟

𝑑 = 𝑒 [𝑑/𝑥] ⇔ 𝑑 = fix𝑥 .𝑒 fixpoint

& on the right. This is a consequence of the idea that probabilistic choices made by separate agents

are independent.

Soundness proofs for the equations listed in Table 2 are given in the extended version of this

paper [34].

The axioms allow automata and expressions to be transformed to coalgebraic form

𝜕 : 𝑆 → 𝐷 (N × (N𝑆 )Σ), (4)

as will be needed in §7.

For automata in the form (4), 𝑆 is the set of states. Intuitively, for each 𝑠 ∈ 𝑆 , sampling 𝜕(𝑠) results
in an element of N × (N𝑆 )Σ whose projections

𝜋𝜀 : N × (N𝑆 )Σ → N 𝜋𝑎 : N × (N𝑆 )Σ → N𝑆 , 𝑎 ∈ Σ

give the multiplicity of accepting 𝜀 and strings beginning with 𝑎, respectively. Thus if sampling 𝜕(𝑠)
returns 𝑣 ∈ N × (N𝑆 )Σ with some positive probability 𝑝 , then starting from state 𝑠 , with probability

at least 𝑝 , the automaton accepts the empty string 𝜀 starting from 𝑠 with multiplicity exactly 𝜋𝜀 (𝑣),
and 𝜋𝑎 (𝑣) ∈ N𝑆

is the multiset of states occupied by an agent after scanning input symbol 𝑎. We

say “with probability at least 𝑝” because other samples of 𝜕(𝑠) may also contribute probability to

these events.

Example 4.1. As an example of equational reasoning using the axioms of Table 2, we provide an

equational proof of the correctness of the von Neumann trick for simulating a fair coin with a coin

of arbitrary bias 𝑟 :

fix𝑥 . ((𝑐 ; 𝑥) ⊕𝑟 𝑎) ⊕𝑟 (𝑏 ⊕𝑟 (𝑐 ; 𝑥)) = (fix𝑥 .skip ⊕2𝑟 (1−𝑟 ) (𝑐 ; 𝑥)) ; (𝑎 ⊕1/2 𝑏). (5)

The left-hand side says to flip the biased coin twice. If the result is heads-tails or tails-heads, output

𝑎 or 𝑏, respectively, otherwise repeat. The right-hand side says that 𝑎 and 𝑏 are produced with

equal probability. The action 𝑐 counts the number of trials before success.

Proc. ACM Program. Lang., Vol. 9, No. PLDI, Article 183. Publication date: June 2025.



Probabilistic Kleene Algebra with Angelic Nondeterminism 183:13

The proof can be found in the extended version of this paper [34].

We do not know whether the axioms of Table 2 are complete. However, they are sufficient to

describe many behaviors we would like in a KAT-like system. Informally, one could augment

expressions with tests by adding boolean expressions, which act as follows: J𝑏K𝜌 = JskipK if 𝑏
evaluates to true under 𝜌 , and JfailK otherwise. Basic control flow constructs for a simple imperative

programming language can be implemented in the following way:

if 𝑏 then 𝑒 else 𝑓 := (𝑏 ; 𝑒) & (𝑏 ; 𝑓 ) while 𝑏 do 𝑒 := fix 𝑓 . (𝑏 ; 𝑒 ; 𝑓 ) & 𝑏

The axioms of Table 2 are sufficient to prove properties of this system, such as the following:

Example 4.2. while 𝑏 do 𝑒 = if 𝑏 then (𝑒 ; while 𝑏 do 𝑒) else skip.

A final example involving a network security scenario is given in the extended version of

this paper [34]. The example illustrates the use of the distributive law in reasoning about the

combination of probability and nondeterminism.

5 Metric Properties
To show that the semantic maps for automata and expressions are well defined, we will introduce a

complete ultrametric on 𝐷 (NΣ∗ ) and show that the semantic equations are contractive, thus have a

unique solution. The metric is also useful for many other purposes, such as definitions and proofs

by coinduction.

Recall from §2 the definition

𝛼 ≡𝑛 𝛽 ⇔ 𝛼 (𝑥) = 𝛽 (𝑥) for all |𝑥 | ≤ 𝑛 [𝛼]𝑛 = {𝛽 | 𝛽 ≡𝑛 𝛼}

for 𝛼, 𝛽 ∈ NΣ∗
. By convention, we take ≡−1 to be the trivial relation with one equivalence class. The

relations ≡𝑛 are ordered by refinement, with

⋂
𝑛 ≡𝑛 the identity relation. Every ≡𝑛-equivalence

class [𝛼]𝑛 has a unique canonical element 𝛼 ↾ 𝑛 whose support is contained in Σ≤𝑛
, and 𝛼 ≡𝑛 𝛽 iff

𝛼 ↾ 𝑛 = 𝛽 ↾ 𝑛.

Lemma 5.1. For 𝑛 ≥ 0, 𝛼 ∈ NΣ∗ , and 𝜇, 𝜈 ∈ 𝐷 (NΣ∗ ),

(𝜇 & 𝜈) ( [𝛼]𝑛) =
∑︁

𝛽+𝛾=𝛼↾𝑛
𝜇 ( [𝛽]𝑛) · 𝜈 ( [𝛾]𝑛).

More generally, let𝑚 be a finite multiset of distributions in 𝐷 (NΣ∗ ). For 𝑛 ≥ 0 and 𝛼 ∈ NΣ∗ ,

(&𝑚) ( [𝛼]𝑛) =
∑︁

𝛼↾𝑛=
∑

𝜇∈𝑚 𝛽𝜇

∏
𝜇∈𝑚

𝜇 ( [𝛽𝜇]𝑛)

where the sum is over all possible ways of associating a multiset 𝛽𝜇 with each (occurrence of) 𝜇 ∈ 𝑚

such that 𝛼 ↾ 𝑛 =
∑

𝜇∈𝑚 𝛽𝜇 .

5.1 A Complete Ultrametric
We define an equivalence relation on 𝐷 (NΣ∗ ), also denoted ≡𝑛 .

𝜇 ≡𝑛 𝜈 ⇔ ∀𝛼 ∈ NΣ∗ 𝜇 ( [𝛼]𝑛) = 𝜈 ( [𝛼]𝑛).

This gives rise to a complete ultrametric on 𝐷 (NΣ∗ ).

𝑑 (𝜇, 𝜈) =
{
2
−𝑛, if 𝑛 is minimum such that 𝜇 .𝑛 𝜈 ,

0, if no such 𝑛 exists.
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It follows from the definition that

𝑑 (𝜇, 𝜈) ≤ 2
−(𝑛+1) ⇔ 𝜇 ≡𝑛 𝜈 ⇔ ∀𝛼 ∈ NΣ∗ 𝜇 ( [𝛼]𝑛) = 𝜈 ( [𝛼]𝑛). (6)

Lemma 5.2. The map 𝑑 : 𝐷 (NΣ∗ )2 → R is a complete ultrametric.

Lemma 5.3.

(i) 𝑑 (𝑥 · 𝜇, 𝑥 · 𝜈) ≤ 2
−|𝑥 |𝑑 (𝜇, 𝜈)

(ii) 𝑑 (∑𝑖 𝑟𝑖𝜇𝑖 ,
∑

𝑖 𝑟𝑖𝜈𝑖 ) ≤ max𝑖 𝑑 (𝜇𝑖 , 𝜈𝑖 )
(iii) 𝑑 (&({|𝜇𝑖 | 𝑖 ∈ 𝑚 |}),&({|𝜈𝑖 | 𝑖 ∈ 𝑚 |})) ≤ max𝑖∈𝑚 𝑑 (𝜇𝑖 , 𝜈𝑖 ).
(iv) 𝑑 (𝜇1 >>= − · 𝜈1, 𝜇2 >>= − · 𝜈2) ≤ max𝑑 (𝜇1, 𝜇2), 𝑑 (𝜈2, 𝜈2).

5.2 A Metric on Labelings
Let 𝑋 be a set. Consider labelings 𝐿 : 𝑋 → 𝐷 (NΣ∗ ) of elements of 𝑋 with distributions over NΣ∗

.

Let us lift the metric 𝑑 on 𝐷 (NΣ∗ ) to labelings as follows:

𝑑 (𝐿1, 𝐿2) = sup

𝑥∈𝑋
𝑑 (𝐿1 (𝑥), 𝐿2 (𝑥)).

We might just as well write max instead of sup because the supremum is always achieved, as values

are of the form 2
−𝑛

or 0. Let us also extend the equivalence relations ≡𝑛 on 𝐷 (NΣ∗ ) to labelings:

𝐿1 ≡𝑛 𝐿2 ⇔ ∀𝑥 ∈ 𝑋 𝐿1 (𝑥) ≡𝑛 𝐿2 (𝑥).
Lemma 5.4.

(i) 𝑑 : (𝑋 → 𝐷 (NΣ∗ ))2 → R is a complete ultrametric.
(ii) 𝑑 (𝐿1, 𝐿2) ≤ 2

−(𝑛+1) ⇔ 𝐿1 ≡𝑛 𝐿2.

(iii) 𝑑 (𝐿1, 𝐿2) =
{
2
−𝑛 if 𝑛 is minimum such that 𝐿1 .𝑛 𝐿2

0 if no such 𝑛 exists.

5.3 Verification of the Semantics
The results of §5.1 and §5.2 allow us to create semantic maps by a fixpoint construction. Consider

an automaton with finite state set 𝑆 . Recalling the coinductive definition of J𝑠K from §3.2, we define

a map 𝜏 : (𝑆 → 𝐷 (NΣ∗ )) → (𝑆 → 𝐷 (NΣ∗ )) and show that it is eventually contractive with constant

of contraction 1/2.
Given 𝐿 : 𝑆 → 𝐷 (NΣ∗ ), let

𝜏 (𝐿) (𝑠) =



𝛿{|𝜀 |} if ℓ (𝑠) = skip
𝛿{| |} if ℓ (𝑠) = fail
𝑎 · 𝐿(𝑡) if ℓ (𝑠) = 𝑎 ∈ Σ and 𝜕(𝑠) = 𝑡∑

𝑖 𝑟𝑖𝐿(𝑡𝑖 ) if ℓ (𝑠) = ⊕ and 𝜕(𝑠) =∑
𝑖 𝑟𝑖𝑡𝑖

&(𝑀𝐿(𝑚)) if ℓ (𝑠) = & and 𝜕(𝑠) =𝑚.

(7)

Lemma 5.5. The map 𝜏 : (𝑆 → 𝐷 (NΣ∗ )) → (𝑆 → 𝐷 (NΣ∗ )) of (7) is eventually contractive with
(eventual) constant of contraction 1/2: for all 𝐿1, 𝐿2, for any 𝑛 ≥ |𝑆 |,

𝑑 (𝜏𝑛 (𝐿1), 𝜏𝑛 (𝐿2)) ≤ 1

2
𝑑 (𝐿1, 𝐿2).

Theorem 5.6. The semantic map J−K on automata is well defined.

The semantics of expressions from §3.4 can be handled similarly. The definition of J−K from §3.4

asks for a fixpoint of

𝜏 : (Exp × (Var → 𝐷 (NΣ∗ )) → 𝐷 (NΣ∗ )) → (Exp × (Var → 𝐷 (NΣ∗ )) → 𝐷 (NΣ∗ )),
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where for 𝐿 : Exp × (Var → 𝐷 (NΣ∗ )) → 𝐷 (NΣ∗ ),

𝜏 (𝐿) (𝑒, 𝜌) =



𝛿{|𝜀 |} if 𝑒 = skip
𝛿{| |} if 𝑒 = fail
𝛿{|𝑎 |} if 𝑒 = 𝑎 ∈ Σ

𝜌 (𝑥) if 𝑒 = 𝑥 ∈ Var
𝑟𝐿(𝑒1, 𝜌) + (1 − 𝑟 )𝐿(𝑒2, 𝜌) if 𝑒 = 𝑒1 ⊕𝑟 𝑒2

𝐿(𝑒1, 𝜌) & 𝐿(𝑒2, 𝜌) = (𝐿(𝑒1, 𝜌) ⊗ 𝐿(𝑒2, 𝜌)) ◦ (+)−1 if 𝑒 = 𝑒1 & 𝑒2

𝐿(𝑒1, 𝜌) >>= − · 𝐿(𝑒2, 𝜌) if 𝑒 = 𝑒1 ; 𝑒2

𝐿(𝑒1, 𝜌 [𝐿(fix𝑥 .𝑒1, 𝜌)/𝑥]) if 𝑒 = fix𝑥 .𝑒1.

(8)

Let 𝑡 ∈ Var ∪ {skip}. We say that an occurrence of 𝑡 in 𝑒 is unguarded in 𝑒 if either

• 𝑒 = 𝑡 ;

• 𝑒 ∈ {𝑒1 ⊕𝑟 𝑒2, 𝑒1 & 𝑒2} and 𝑡 is unguarded in either 𝑒1 or 𝑒2;

• 𝑒 = fix𝑥 .𝑑 , 𝑡 ≠ 𝑥 , and 𝑡 is unguarded in 𝑑 ; or

• 𝑒 = 𝑒1 ; 𝑒2, 𝑡 is unguarded in 𝑒2, and skip is unguarded in 𝑒1,

otherwise 𝑡 is guarded in 𝑒 . Define

𝑈 (𝑒) = {unguarded free variables of 𝑒} 𝐺 (𝑒) = {guarded free variables of 𝑒}.

For 𝜌1, 𝜌2 ∈ Var → 𝐷 (NΣ∗ ) and 𝑉 ⊆ Var, let

𝑑𝑉 (𝜌1, 𝜌2) =max

𝑥∈𝑉
𝑑 (𝜌1 (𝑥), 𝜌2 (𝑥)) 𝑑𝑒 (𝜌1, 𝜌2) =max{𝑑𝑈 (𝑒 ) (𝜌1, 𝜌2), 1

2
𝑑𝐺 (𝑒 ) (𝜌1, 𝜌2)}.

Lemma 5.7. For a fixed finite set 𝐴 ⊆ Exp and 𝐿1, 𝐿2 ∈ Exp → (Var → 𝐷 (NΣ∗ )) → 𝐷 (NΣ∗ ), let

𝑑 (𝐿1, 𝐿2) = sup{𝑑 (𝐿1 (𝑒, 𝜌), 𝐿2 (𝑒, 𝜌)) | 𝑒 ∈ 𝐴, 𝜌 : Var → 𝐷 (NΣ∗ )}.

For sufficiently large 𝑛 depending on the height of 𝑒 , for any 𝜌1, 𝜌2,

𝑑 (𝜏𝑛 (𝐿1) (𝑒, 𝜌1), 𝜏𝑛 (𝐿2) (𝑒, 𝜌2)) ≤ max𝑑𝑒 (𝜌1, 𝜌2), 1

2
𝑑 (𝐿1, 𝐿2).

Lemma 5.8. For any 𝑒 ∈ Exp, the map 𝜏 of (8) restricted to subterms of 𝑒 is eventually contractive
with (eventual) constant of contraction 1/2.

Theorem 5.9. The semantic map J−K on expressions is well defined.

Contractive maps also allow proofs by coinduction in which one can assume a coinduction

hypothesis equivalent to the proposition to be proved, as long as progress is made, as explained in

[25]. These arguments are sometimes called cyclic proof systems. The proof of the following lemma

is an example. The lemma relates substitution to rebinding and is a well-known phenomenon in

logical systems; see for example [3, Lemma 5.15(i), p. 89].

Lemma 5.10. J𝑒 [𝑑/𝑥]K𝜌 = J𝑒K𝜌 [J𝑑K𝜌/𝑥].

6 A Kleene Theorem
In this section, we prove a Kleene theorem showing that expressions and automata are equivalent

in expressive power. We first describe a third formalism that is equivalent to both expressions and

automata involving systems of affine linear equations.
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6.1 Systems of Equations
A system of (affine linear) equations is a finite collection of equations of the form 𝑥 = 𝑒 , where 𝑥 is a

variable and 𝑒 is an expression, with certain restrictions listed below.

An occurrence of a variable 𝑥 in 𝑒 is guarded in 𝑒 if it is in a subexpression of 𝑒 of the form 𝑎 ; 𝑒′,
otherwise it is unguarded. By 𝛼-conversion if necessary, we can assume that all bound variables are

distinct and different from all free variables in the system.

We assume that systems of equations satisfy the following restrictions:

• No variable may appear on the left-hand side of more than one equation.

• Compositions may occur only in the form 𝑎 ; 𝑒 for 𝑎 ∈ Σ.
• There must be no sequence of equations 𝑥𝑖 = 𝑒𝑖 , 1 ≤ 𝑖 ≤ 𝑛, in which 𝑥𝑖+1 occurs unguarded
in 𝑒𝑖 , 1 ≤ 𝑖 ≤ 𝑛 − 1, and 𝑥1 occurs unguarded in 𝑒𝑛 . This is the productivity assumption again.

Similar to automata and expressions, the semantics of systems of equations is defined coinduc-

tively, relative to an environment 𝜌 : Var → 𝐷 (NΣ∗ ) to interpret free variables.

• JskipK𝜌 = 𝛿{|𝜀 |}
• JfailK𝜌 = 𝛿{| |}
• J𝑎 ; 𝑒K𝜌 = 𝑎 · J𝑒K𝜌
• J𝑒1 ⊕𝑟 𝑒2K𝜌 = 𝑟J𝑒1K𝜌 + (1 − 𝑟 )J𝑒2K𝜌
• J𝑒1 & 𝑒2K𝜌 = J𝑒1K𝜌 & J𝑒2K𝜌
• Jfix𝑥 .𝑒K𝜌 = J𝑒K𝜌 [Jfix𝑥 .𝑒K𝜌/𝑥]
• If 𝑥 occurs on the left of an equation 𝑥 = 𝑒 , then J𝑥K𝜌 = J𝑒K𝜌
• If 𝑥 does not occur on the left of an equation, then J𝑥K𝜌 = 𝜌 (𝑥).

Lemma 6.1. Given a fixed system of equations, the semantic map J−K : Exp → (Var → 𝐷 (NΣ∗ )) →
𝐷 (NΣ∗ ) is well defined.

Every expression and every automaton can be converted to an equivalent system of equations.

For automata, we can introduce a variable for each state and an equation describing the transitions

from that state. The systems resulting from this transformation contain no occurrence of the fix
operator. We will show in §6.3 that the system of equations arising from any automaton has a

solution in the space of expressions.

For expressions, the translation is less straightforward, chiefly due to the non-local effect of

sequential composition (;). We will explain how to handle this in §6.2.

6.2 Expressions to Automata
We can now use the results of §6.1 to convert expressions to equivalent automata. This is one

direction of our Kleene theorem.

The main difficulty is the sequential composition operator (;). The issue here is that the parse

tree of the expression is not the same as the computation tree of the corresponding automaton.

The two trees (parse and computation) are the same for the other operators: an agent at a state

corresponding to the expression 𝑒1 ⊕1/2 𝑒2 would flip a coin and move down to one of 𝑒1 or 𝑒2, and

an agent at a state corresponding to the expression 𝑒1 & 𝑒2 would fork and send an agent to each

of 𝑒1 or 𝑒2. However, for the expression 𝑒1 ; 𝑒2, one should think of 𝑒2 as sitting below 𝑒1 in the

corresponding computation tree. That is, when an agent reaches a leaf of 𝑒1, say skip or 𝑎, it would

move down to the root of the computation tree corresponding to 𝑒2 and continue from there. The

substitution operator [𝑒] defined below does exactly this transformation, essentially transforming

the parse tree to a computation tree. Lemma 6.2 below proves its correctness.

We now show how to eliminate sequential composition. By this, we mean that we can reduce

expressions to a form in which the sequential composition operator appears only in the form 𝑎 ; 𝑒 ,
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Table 3. Converting an expression to an automaton

Expression 𝑒 ℓ (ℎ(𝑒)) 𝜕(ℎ(𝑒))
skip skip −
fail fail −
𝑎 ∈ Σ 𝑎 ℎ(skip)
𝑎 ; 𝑑 , 𝑎 ∈ Σ 𝑎 ℎ(𝑑)
𝑒1 & 𝑒2 & {|ℎ(𝑒1), ℎ(𝑒2) |}
𝑒1 ⊕𝑟 𝑒2 ⊕ 𝑟ℎ(𝑒1) + (1 − 𝑟 )ℎ(𝑒2)
fix𝑥 .𝑑 & {|ℎ(𝑑) |}
𝑥 & {|ℎ(fix𝑥 .𝑑) |}

where 𝑎 is a primitive letter, as required by restrictions on systems of equations. Let us define the

following postfix syntactic substitution operator:

[𝑒] = [𝑒/skip, (𝑎 ; 𝑒)/𝑎 | 𝑎 ∈ Σ] .
Applying this operator to an expression 𝑒1 simultaneously substitutes 𝑒 for skip and 𝑎 ; 𝑒 for 𝑎 at

all occurrences of skip and 𝑎 appearing in a terminal position in 𝑒1. Intuitively, this is meant to

capture the idea that any 𝑎 and skip performed last in a computation should be followed by the

continuation 𝑒 . The formal definition is inductive.

skip[𝑒] = 𝑒 fail[𝑒] = fail 𝑎[𝑒] = 𝑎 ; 𝑒 𝑥 [𝑒] = 𝑥

(𝑒1 ⊕𝑟 𝑒2) [𝑒] = (𝑒1 [𝑒]) ⊕𝑟 (𝑒2 [𝑒]) (𝑒1 ; 𝑒2) [𝑒] = 𝑒1 ; (𝑒2 [𝑒])

(𝑒1 & 𝑒2) [𝑒] = (𝑒1 [𝑒]) & (𝑒2 [𝑒]) (fix𝑥 .𝑒1) [𝑒] = fix𝑥 . (𝑒1 [𝑒])
In the clause for the fixpoint expression, we assume without loss of generality that 𝑥 has no free

occurrence in 𝑒 . This can be enforced by 𝛼-conversion if necessary.

Lemma 6.2. J𝑒1 ; 𝑒2K𝜌 = J𝑒1 [𝑒2]K𝜌 .

Now we show how to convert an expression to an equivalent automaton. We first rename all

bound variables as necessary to avoid duplication. Then we apply Lemma 6.2 to transform the

expression to an equivalent one in which all compositions are of the basic form 𝑎 ; 𝑑 with 𝑎 ∈ Σ. Let
𝑒 be this new expression. The states of our automaton will be the subexpressions of 𝑒 . Let us write

ℎ(𝑒) for the state of the automaton corresponding to the expression 𝑒 . Actually, ℎ is the identity

function, but the difference is that J𝑒K𝜌 will refer to the semantics of expressions as given in §3.4,

whereas Jℎ(𝑒)K will refer to the semantics of automata as given in §3.2. The labels and transitions

of the automaton are given Table 3.

Here are some observations about this construction:

• In the clause for 𝑎 ∈ Σ, we treat 𝑎 as we would 𝑎 ; skip. We may have to introduce the term

skip if it does not already occur in 𝑒 .

• In the clauses for fix𝑥 .𝑑 and 𝑥 , we have taken ℓ (ℎ(𝑒)) = & and 𝜕(ℎ(𝑒)) a singleton multiset,

but we could have defined ℓ (𝑒) = ⊕ and 𝜕(ℎ(𝑒)) a Dirac measure on the successor. In both

cases there is a single successor and the effect is the same.

• In the clause for 𝑥 , the transition function 𝜕(ℎ(𝑥)) takes ℎ(𝑥) to the image under ℎ of the

binding occurrence fix𝑥 .𝑑 of 𝑥 , where 𝑥 is a free variable of 𝑑 . Any cycle created by this back

edge must visit an action state because of the productivity assumption for expressions, so

the automaton also satisfies the productivity assumption.
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Lemma 6.3. Let 𝑒 be a subexpression of a closed expression. Let 𝜌 : Var → 𝐷 (NΣ∗ ) be an environment
such that 𝜌 (𝑥) = Jfix𝑥 .𝑑K𝜌 for all free variables 𝑥 of 𝑒 , where fix𝑥 .𝑑 is the binding occurrence of 𝑥 ;
that is, 𝜌 = 𝜌 [Jfix𝑥 .𝑑K𝜌/𝑥]. Then J𝑒K𝜌 = Jℎ(𝑒)K. In particular, J𝑒K = Jℎ(𝑒)K for all closed terms 𝑒 .

Theorem 6.4. For every closed expression 𝑒 ∈ Exp, there exists an automaton with equivalent
semantics.

6.3 Automata to Expressions
As a first step in converting automata to expressions, we observe that automata are essentially

systems of equations. Given an automaton (𝑆, ℓ, 𝜕), we can regard the states 𝑆 as variables and the

transition structure as equations, according to the following table:

ℓ (𝑠) 𝜕(𝑠) corresponding equation

skip − 𝑠 = skip
fail − 𝑠 = fail
𝑎 ∈ Σ 𝑡 𝑠 = 𝑎 ; 𝑡

⊕ ∑𝑘
𝑖=1 𝑟𝑖𝑡𝑖 𝑠 = ⊕𝑘

𝑖=1𝑟𝑖𝑡𝑖

& {|𝑡1, . . . , 𝑡𝑘 |} 𝑠 =&
𝑘
𝑖=1 𝑡𝑖

The semantic map J−K assigns the same value to 𝑠 as a state in the automaton as it does to 𝑠 as a

variable in the corresponding system of equations, because the coinductive definitions of §3.2 for

automata and of §6.1 for systems of equations mirror each other exactly.

It remains to show that a system of equations can be transformed to an equivalent set of

expressions. We use a variant of Bekić’s theorem [4], which provides a general procedure to convert

mutually recursive definitions to nested recursions on single variables. For example, the system of

two equations in two variables 𝑥 = 𝑒 (𝑥,𝑦), 𝑦 = 𝑑 (𝑥,𝑦) can be written

𝑥 = fix𝑥 .𝑒 (𝑥, fix𝑦 .𝑑 (𝑥,𝑦)) 𝑦 = fix𝑦 .𝑑 (fix𝑥 .𝑒 (𝑥,𝑦), 𝑦).

As formulated in [4], Bekić’s theorem applies to least fixpoints of Scott-continuous functions on

directed-complete partial orders, but we need a version that applies to unique fixpoints of contractive

maps on complete metric spaces. Although the two variants rest on different assumptions, the

procedure and result are the same. We give a formal proof of this variant.

Lemma 6.5. Let𝑚 ≥ 1. The two systems of equations

𝑥𝑖 = 𝑒𝑖 , 1 ≤ 𝑖 ≤𝑚 𝑥𝑖 = 𝑒𝑖 [fix𝑥1 .𝑒1/𝑥1], 1 ≤ 𝑖 ≤𝑚

have the same solution.

Theorem 6.6. Given a system of equations 𝑥𝑖 = 𝑒𝑖 , 1 ≤ 𝑖 ≤𝑚, its unique solution can be expressed
as an𝑚-tuple of expressions with no free occurrences of any 𝑥𝑖 .

We have shown

Corollary 6.7. For every automaton (𝑆, ℓ, 𝜕), there is a closed expression 𝑒𝑠 for each state 𝑠 such
that J𝑒𝑠K = J𝑠K.

Taken together, Theorem 6.4 and Corollary 6.7 represent a full Kleene theorem for automata and

expressions with probability and angelic nondeterminism.
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7 Coalgebraic Semantics
Every automaton can be rearranged to look like Fig. 1; that is, probabilistic states, followed by choice

states, followed by action or terminal states, with the action states leading again to probabilistic

states. One can use the finite distributive law𝑀𝐷 → 𝐷𝑀 (corresponding to the axiom (𝑒1 ⊕𝑟 𝑒2) &
𝑒3 = (𝑒1 & 𝑒3) ⊕𝑟 (𝑒2 & 𝑒3) of Table 2) to move probabilistic states before choice states, then

the finite monad laws 𝑀𝑀 → 𝑀 and 𝐷𝐷 → 𝐷 to consolidate choice and probabilistic states,

respectively. Dummy probabilistic and choice states with one successor can be added as necessary

to maintain this structure.

In this form, the automaton becomes a coalgebra (𝑆, 𝜕𝑆 ) for the functor 𝐷 (N × (𝑀fin (−))Σ) with
structure map 𝜕𝑆 : 𝑆 → 𝐷 (N × (𝑀fin𝑆)Σ). Here𝑀fin is the finite multiset functor;𝑀fin𝑋 is the set

of multisets over 𝑋 with finite support and finite multiplicities. For a finite set 𝑆 ,𝑀fin𝑆 = N𝑆
.

An element of 𝐷 (N × (N𝑆 )Σ) represents a joint distribution on N × (N𝑆 )Σ, where the first

component represents the multiplicity with which the empty string is accepted and the remaining

components represent multisets of states to which the automaton transitions after reading an input

symbol. For example, in Fig. 1, if 𝑠 is the root of the diagram, then the marginal distribution of

𝜕𝑆 (𝑠) on the first component would give 2, 1, or 0 with probabilities 𝑝 + 𝑟 , 𝑞, and 1 − (𝑝 + 𝑞 + 𝑟 ),
respectively; the marginal distribution on the component corresponding to input symbol 𝑎 would

give {|𝑠 |}, {|𝑢, 𝑣 |}, or {|𝑠, 𝑠, 𝑡 |} with probabilities 𝑝 + 𝑟 , 𝑞, and 1 − (𝑝 + 𝑞 + 𝑟 ), respectively; and the

marginal distribution on the component corresponding to input symbol 𝑏 would give {|𝑡 |}, {|𝑡, 𝑡 |}, or
{| |} with probabilities 1 − (𝑞 + 𝑟 ), 𝑟 , or 𝑞, respectively.
The space of behaviors of automata with actions Σ is 𝐷 (NΣ∗ ). This space forms an algebra

(𝐷 (NΣ∗ ), eval) for the same functor with structure map

eval : 𝐷 (N × (𝑀fin𝐷 (NΣ∗ ))Σ) → 𝐷 (NΣ∗ ).

The evaluation map eval is a composition of several steps, shown in the following diagram:

𝐷 (N × (𝑀fin𝐷 (NΣ∗ ))Σ) 𝐷 (N × (𝐷𝑀fin (NΣ∗ ))Σ) 𝐷 (N × 𝐷 (NΣ∗ )Σ)

𝐷𝐷 (N × (NΣ∗ )Σ) 𝐷 (N × (NΣ∗ )Σ) 𝐷 (NΣ∗ )

eval1 eval2

eval3 eval4 eval5

The first step eval1 applies the distributive law 𝑀fin𝐷 → 𝐷𝑀fin. The next step eval2 collapses a
finite multiset of multisets inNΣ∗

to a multiset inNΣ∗
using the natural transformation𝑀fin𝑀 → 𝑀 .

Operationally, these two steps together can be viewed as applying the generalized version (2) of &

to a finite multiset of elements of 𝐷 (NΣ∗ ) to yield a single element of 𝐷 (NΣ∗ ). The next step eval3
uses cartesian strength to move the inner 𝐷 to the outside. The next step eval4 uses the monad

multiplication 𝐷𝐷 → 𝐷 . Operationally, these two steps together allow a two-step sampling process

to be collapsed to a single sample. Finally, eval5 is the pushforward 𝐷𝑓 of the bijection

𝑓 : N × (NΣ∗ )Σ → NΣ∗ 𝑓 (𝑛, 𝛽𝑎 | 𝑎 ∈ Σ) (𝑥) =
{
𝑛, if 𝑥 = 𝜀

𝛽𝑎 (𝑦), if 𝑥 = 𝑎𝑦

with inverse

𝑓 −1 : NΣ∗ → N × (NΣ∗ )Σ 𝑓 −1 (𝛼) = (𝛼 (𝜀), 𝜆𝑥 ∈ Σ∗ .𝛼 (𝑎𝑥) | 𝑎 ∈ Σ). (9)
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The coalgebra (𝑆, 𝜕𝑆 ) and the algebra (𝐷 (NΣ∗ ), eval) of its behaviors work in concert according

to the diagram

𝑆 𝐷 (NΣ∗ )

𝐷 (N × (𝑀fin𝑆)Σ) 𝐷 (N × (𝑀fin𝐷 (NΣ∗ ))Σ)

J−K

𝜕𝑆

𝐷 (idN × (𝑀finJ−K)Σ)

eval (10)

where J−K is the semanticmap. This is a coalgebra/algebra diagram for the functor𝐷 (N×(𝑀fin (−))Σ)
and allows J−K to be defined uniquely by corecursion, as we now argue. We will show that the map

𝜏 : (𝑆 → 𝐷 (NΣ∗ )) → (𝑆 → 𝐷 (NΣ∗ )) 𝜏 (𝐿) = eval ◦ 𝐷 (idN × (𝑀fin𝐿)Σ) ◦ 𝜕𝑆
on labelings 𝐿 : 𝑆 → 𝐷 (NΣ∗ ), in diagram form

𝑆 𝐷 (NΣ∗ )

𝐷 (N × (𝑀fin𝑆)Σ) 𝐷 (N × (𝑀fin𝐷 (NΣ∗ ))Σ)

𝜏 (𝐿)

𝜕𝑆

𝐷 (idN × (𝑀fin𝐿)Σ)

eval

is contractive, thus has a unique fixpoint.

Lemma 7.1. 𝜏 is contractive with constant of contraction 1/2.

Theorem 7.2. There is a unique semantic map J−K : 𝑆 → 𝐷 (NΣ∗ ) satisfying the diagram (10).

Proof. This follows from Lemma 7.1 by the Banach fixpoint theorem. □

The coalgebra/algebra diagram (10) plays the same role as a coalgebra diagram defining the

unique coalgebra morphism to the final coalgebra for deterministic automata. Those diagrams can

also be regarded as coalgebra/algebra diagrams, as the structure map of a final coalgebra is always

invertible by Lambek’s lemma [27]. They give a unique semantic map in the same way, and this

formulation explains why.

7.1 Brzozowski Derivatives
We would like a syntactic Brzozowski derivative Brz : Exp → 𝐷 (N × (𝑀finExp)Σ) that admits a

coalgebra structure on expressions. It should satisfy the appropriate version of the diagram (10), to

wit

Exp 𝐷 (NΣ∗ )

𝐷 (N × (𝑀finExp)Σ) 𝐷 (N × (𝑀fin𝐷 (NΣ∗ ))Σ)

J−K

Brz

𝐷 (idN × (𝑀finJ−K)Σ)

eval (11)

Intuitively, this means that sampling from Brz(𝑒), then applying the projection 𝜋𝜀 on the first

component to obtain a number 𝑛 ∈ N should give a random result distributed as if we had sampled

J𝑒K, then asked for the multiplicity of 𝜀 in the resulting multiset; and sampling from Brz(𝑒), then
applying a projection 𝜋𝑎 for 𝑎 ∈ Σ to obtain a finite multiset of expressions𝑚𝑎 , then sampling J𝑒′K
independently for each expression 𝑒′ in𝑚𝑎 and taking the multiset union of the results should give
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a random result distributed as if we had sampled J𝑒K to get a multiset 𝛽 ∈ NΣ∗
, then taken the usual

Brzozowski derivative 𝜆𝑥 . 𝛽 (𝑎𝑥) for weighted automata. Operationally,

sample J𝑒K(𝜀) ∼ 𝜋𝜀 (sample (Brz(𝑒)))
let 𝛽 = sample J𝑒K in 𝜆𝑥 . 𝛽 (𝑎𝑥) ∼ Σ(𝑀fin (sample ◦J−K) (𝜋𝑎 (sample Brz(𝑒)))), 𝑎 ∈ Σ,

where the relation ∼ denotes that the left- and right-hand sides are identically distributed random

variables. The following is the “fundamental theorem” for our system as described in [41].

Theorem 7.3. There exists Brz : Exp → 𝐷 (N × (𝑀finExp)Σ) such that (11) commutes.

8 Conclusion
We have introduced a version of expressions and automata with probability and angelic nondeter-

minismmodeled withmultisets. Ourmain results are a full Kleene theorem asserting the equivalence

of the two formalisms and a development of the corresponding coalgebraic theory, along with

axioms and reasoning principles in both denotational and operational styles. To our knowledge,

the Kleene theorem is the first result of its type for systems that combine probability and nondeter-

minism and speaks to the appropriateness of our approach. These results provide a foundation for

KAT-style equational reasoning in systems that combine probability and nondeterminism.

Several questions remain that we have left for future work. While we have provided some rules

for equational reasoning in §4, we do not know whether the system is complete.

We have recently established that program equivalence is decidable (and that will be the subject

of a forthcoming report), but the complexity is open. The problem is known to be PSPACE-hard,

as the problem for Kleene algebra is PSPACE-complete [26], but the greater expressiveness of

probability and nondeterminism together indicates that the complexity of our system is likely

higher.

An obvious next step is to add tests. In similar KAT-like systems, this typically entails no loss of

efficiency for the decision problem and would allow the system to model the behavior of a simple

probabilistic imperative programming language. Adding mutable variables as in [18] would further

increase expressiveness while likely preserving decidability.

Another question is that of automaton minimization. For deterministic finite automata, the

Myhill-Nerode theorem provides a characterization of the minimal automaton for any regular

language, as well as a procedure to generate one. We do not know of a similar bound for the

automata of this paper. Information-theoretic lower bounds on the size of automata are less obvious

than for deterministic automata, as probabilistic transitions allow complex behavior to be captured

using very few states [5].
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