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Probabilistic phase labeling and lattice
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research
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X-ray diffraction (XRD) is a powerful method for determining a material’s crystal structure in high-
throughput experimentation, and is widely being incorporated in artificially intelligent agents for
autonomous scientific discovery. However, rapid, automated, and reliable analysis of XRD data at
rates that match the pace of experimental measurements at a synchrotron source remains a major
challenge. To address these issues,wedevelopedCrystalShift for rapid andefficient probabilistic XRD
phase labeling employing symmetry-constrained optimization, best-first tree search, and Bayesian
model comparison. The algorithm estimates probabilities for phase combinations without requiring
additional phase space information or training. We demonstrate that CrystalShift provides robust
probability estimates, outperforming existing methods on synthetic and experimental datasets, and
can be readily integrated into high-throughput experimental workflows. In addition to efficient phase
labeling, CrystalShift offers quantitative insights into materials’ structural parameters, which facilitate
both expert evaluation and AI-based modeling of the phase space, ultimately accelerating materials
identification and discovery.

Synthesizing materials and optimizing material properties to meet
requirements for target applications is challenging due to the inherent
complexity of composition–structure–property relationships among can-
didatematerials. In addition to the combinatorial explosion that arises from
the consideration of an increasing number of chemical species, materials
processing conditions introduce further continuous degrees of freedom,
leading to a materials design space that is impossible to tackle with con-
ventional material synthesis methods. To accelerate exploration of these
high-dimensional spaces, high-throughput experiment (HTE) methods
have been developed and have been successfully applied for the discovery of
various classes of functional materials, including advanced alloys1–3, energy
storagematerials4–7, and in pharmaceutical drug design8,9. The full potential
of HTE can only be exploited when high-throughput synthesis, character-
ization, and data analysis methods can be performed at comparable time-
scales to minimize workflow bottlenecks and streamline the synthesis-
characterization process10–12.

A key objective in HTE is understanding structure–property rela-
tionships, which in turn provides improved rules for advanced materials
design. X-ray diffraction (XRD) is particularly well-suited to resolve the
atomic structure of crystalline phases and, if performed in a high-

throughput fashion, to rapidly establish structure–property maps13,14.
Althoughmanyexperimental high-throughputXRDframeworkshave been
developed14,15, few analysis methods extract physical insights from the
resultingdata at rates approaching the potential pace of data acquisition. For
example, the traditional technique of Rietveld refinement16 is computa-
tionally involved and requires extensive expert knowledge, and is insuffi-
ciently robust to match the requirements of HTE.

Material scientists have recently started to deploy artificial intelligence
(AI) and machine learning (ML) techniques to complement and further
accelerate experimental material discovery efforts17–20. For example, closed-
loop experiments based on active learningAI agents have emerged in recent
years, which require no human intervention and can efficiently achieve
designated objectives, e.g., mapping material design space with minimal
effort, or synthesizing material with desired properties21,22. However, due to
the lack of rapid and reliable XRD data analysis methods for conclusive
structural determination, most algorithms operate on reduced quantities
such as scalar performance metrics or gradients in spectroscopic signals,
limiting the reasoning ability of AI agents22–24. Full structure determination,
including composition-dependent lattice parameters, is, however, central to
learning and exploiting composition-structure–property measurements.
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Establishing an automated XRD analysis framework will enable the devel-
opment of new autonomous workflows in which AI agents can design
synthesis methods to obtain structures associated with desired target
properties.

Even for human experts, XRD patterns are notoriously difficult to
interpret, especially if they exhibit complex peak shifting, broadening, and
varying peak ratios13,16. The presence of multiple phases in a single sample
further complicates analysis from convoluted multiple XRD patterns,
leading to overlapping peaks and potentially ambiguous phase assignments.
Since errors in phase labeling will impact the inferred scientific knowledge,
and XRD patterns may be consistent with multiple phase mixtures, a
labeling algorithm that gives quantitative probability estimation is prefer-
able. Probabilistic labeling and uncertainty estimates are further crucial
elements of any robust and efficient AI-based phase space exploration
approach25,26.

Because single-phaseXRDpatterns aremuch easier to label, a common
approach is to process XRD patterns in large batches and leverage source
separation tools, such as graph cutting methods27 and convolutional non-
negative matrix factorization28, to separate single phase bases and their
corresponding activations, i.e., intensity factors proportional to the fraction
of thematerial that has crystallized intoeachphase.However, the conditions
that guarantee basis separation cannot always be met29, especially for
materials discovery efforts where the XRD data may be sparse or where
changes in lattice constants cause nonlinear shifts.

Recently, deep learning methods30, in particular convolutional neural
network-based methods31, have been applied to solve the multiphase
labeling problem32–36. These methods generally start by creating a training
dataset using crystallographic structure databases like the ICSD37 or the
Materials Project38 to simulateXRDpatterns of phases. This training dataset
is at times augmented by simulating the patterns of strained lattices in
different directions, by including patterns with different peakwidths, and in
some cases by adding synthetic background signals. This synthetic dataset is
subsequently used to train a convolutional neural network, creating a phase
labeling model that, in certain settings, outperforms traditional full pattern
matching or correlation methods39,40. However, the presence of multiple
phases in the data (phase coexistence) still poses great difficulties for neural
networks trying to separate and identify phases correctly. Some deep
learning methods attempt to deal with this spectra separation problem by
executing a detect-and-subtract method, i.e., detect a phase, subtract its
signal from theXRDpattern, and repeat this process to iteratively to identify
the remaining phases until the complete XRD pattern is sufficiently
reconstructed32. This procedure requires fewer training samples but can be
vulnerable to experimental noise and strong overlap of XRD peaks from
distinct phases. Probabilistic labeling in deep learning models can be
achieved by training an ensemble model or by sampling the trained model
with random dropout32,33. However, the probabilities determined by these
methods have yet to be shown to be robust for XRD phase labeling, even
though closed-loop experimental workflows have already been developed
around such an algorithm20,41. Prior work has also combined deep learning
methods with differentiable physics-inspired objective functions, which
force the network to factorize complex XRD spectra into physically
meaningful components from a database of candidate phases, an approach
that led to the successful phase mapping of a complex ternary oxide
system35.

In this work, we introduce CrystalShift, an efficient probabilistic
algorithm for XRD phase labeling that complements HTE and fits well into
autonomousworkflows. It is based on a hierarchy of symmetry-constrained
pseudo-refinement optimizations, best-first tree search, andBayesianmodel
comparison to quantify the posterior probability of potential phase com-
binations given a set of candidate phases. In contrast to neural network-
based methods, CrystalShift requires only the experimental spectrum to
work and does not require any expensive training based on synthetic
spectra. Further, the probability estimates from CrystalShift are demon-
strated to be more robust against noise than existing methods, can be easily
calibrated, and exhibit higher predictive accuracy on both synthetic and

experimental datasets. In addition, CrystalShift is capable of jointly opti-
mizing a smooth background signal during the labeling process, allowing
accurate background subtraction. The proposedmethod extracts rich phase
information, including quantitative lattice strains. Furthermore, the
resulting data provides information on crystal size effects and texturing,
which are also critical for implementation into HTE materials discovery
efforts. The derived phase combination probability estimates are useful both
for expert evaluation, and for active learning agents tomodel thephase space
and composition–structure–property relationships more robustly, for
example by quantifying the uncertainty of phase fractions using the pos-
terior distribution of activation probabilities.

Results
Workflow overview
CrystalShift is a probabilistic multiphase labeling algorithm developed for
efficiently labeling XRD patterns without the need for training and prior
knowledge of the XRD pattern. Figure 1 provides an overview of the
workflow. The algorithm requires an XRD spectrum and a list of candidate
phases provided by the user as inputs. To select phases that are probable, a
best-first tree search algorithm is used. The search starts by drawing all
phases from the candidate pool and uses a pseudo-refinement lattice cell
optimization algorithm to optimize the candidate phases' lattice parameters
(without breaking space group symmetry) and minimize the difference
between the simulated and given XRD spectrum. We devised a method
based on the expectation-maximization algorithm to help determine the
optimal hyperparameter for the refinement process. Based on the residue of
the refinement, the tree search algorithm selects the top-kmost likely nodes
and expands those nodes by adding one additional candidate phase to form
a new candidate phase combination. This refine-and-expand process
repeats until the specified depth is reached, corresponding to themaximum
allowednumber of coexisting phases. After the search, the results are used to
generate probabilistic labels through a Bayesian model comparison fra-
mework. The evidence of each model, i.e., each phase combination, is cal-
culated by marginalizing out all of the variables, such as lattice parameters,
phase activations, and peak width, in the likelihood function. This process
naturally introduces the Occam’s razor effect and will prefer a simpler
model, or models that contain fewer phases, as long as they can adequately
explain the data. This preference for sparseness is critical for CrystalShift to
prevent overfitting the XRD spectrum by adding more phases that do not
actually exist. However, the marginalization process is analytically intract-
able. CrystalShift uses the Laplace approximation, which assumes the like-
lihood function to be locally Gaussian near the optimum, tomarginalize the
likelihood and provide the evidence for each optimized phase combination.
Finally, a softmax function is applied over all model evidence and generates
the output label as a probability distribution. A temperature parameter can
be obtained through a calibration process to scale the evidence before
applying the softmax function to produce calibratedprobabilistic labels. The
Methods section provides amore detailed andmathematical explanation of
CrystalShift.

Pseudo-refinement method
The performance of CrystalShift was established by applying the pseudo-
refinement optimization algorithm to eleven XRDpatterns collected from a
sample with distinct phases, specifically the CrxFe0.5−xVO4 monoclinic
phase as a thin film on a fluorine-doped tin oxide (SnO2) substrate at
different Fe-Cr ratios. For this system, the monoclinic symmetry of the
CrxFe0.5−xVO4phase produces complex peak shifting in theXRDpattern as
a function of composition and strain that cannot be modeled by simple
multiplicative peak shifting, a method commonly used in, e.g., convolu-
tional NMF-based methods28. Multiplicative peak shifting corresponds to
isotropic expansion or contraction of the lattice, and this single degree of
freedom is generally insufficient to model structure changes in non-cubic
symmetries. In contrast, CrystalShift models diffraction peak positions
using all (up to 6) crystallographic parameters corresponding to the crystal
family. This optimization scheme constrains the model while adding
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minimal computational overhead.When combined with the regularization
of lattice strain, peak width, and phase activation during optimization, it
ensures that the results obtained from CrystalShift are physically sound.

For all eleven XRD patterns associated with different Cr and Fe con-
tents, the algorithm successfully separated the constituent peaks of the two
phases and refined their lattice parameters accordingly. Figure 2a shows the

decomposition of the original XRD signal into constituent patterns at a
representative composition of CrxFe0.5−xVO4. Since the lattice parameters
of the SnO2 substrates are known a priori and are unlikely to shift, the
regularization of these inert phases was set to bemuch stronger to constrain
the lattice parametersmore tightly. This renders the solution of refinements
much more stable, especially when peak ratios are allowed to change. The
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Fig. 2 | Result of applying CrystalShift as a pseudo-refinement method for
CrxFe0.5−xVO4. a Input signal (blue) and separated signals of the background, SnO2

and CrxFe0.5−xVO4 from the refinement. b–e The change in each of the free lattice
parameters with respect to the Fe/(Fe+Cr) ratio. For a–c, the changes are normalized
to lattice strain. For β, the refined angle is shown for each composition; the full range

is ±1% in all cases. The horizontal error bars are from the uncertainty of X-ray
fluorescence (XRF)measurements. The vertical error bars are calculated by standard
parameter uncertainty estimation based on the Hessian and variance of fitting
error42.
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XRD patterns of the CrxFe0.5−xVO4 phase, while having peak ratios very
different from the powder diffraction pattern caused by texturing, are well-
fitted as shown in Fig. 2a. The background is modeled by a kernel regressor
using aMatern kernel with a long length scale and is jointly optimized with
the phase model. This joint optimization prevents the background from
overfitting, leading to physically meaningful decompositions of the
empirical spectra. There is someunderfitting inFig. 2a from the background
near q = 18 nm−1, which is caused by the long length scale of the kernel,
constraining its flexibility. These fits demonstrate the robustness of the
optimization method against non-ideal peak ratios (e.g., from texturing or
atomic disorder) and complex background signals.

The refined free lattice parameters and their uncertainties, which are
estimated by a scaled Hessian assuming that each of the lattice parameters
are independent, are shown in Fig. 2b for each of the samples at varying
compositions42. The results show a steady increase in the a and b lattice
parameters as the Fe ratio increases, while the c and β lattice parameters
remain nearly constant, which is in accordance with the recently-reported
manual fitting of unit cell parameters43, as shown in the Supplementary
Fig. 1.

To further validate CrystalShift, we compared the CrystalShift-refined
lattice parameters to Rietveld-refined lattice parameters on a high-quality
XRD spectrum of Ca5(PO4)3F. CrystalShift was provided with randomly
strained Ca5(PO4)3F crystallographic information files (CIF) from the
ICSD37. The resulting lattice parameters differ from the Rietveld refined
lattice parameters by less than 0.08%. Supplementary Fig. 2 and associated
texts describe the validation more extensively.

These results demonstrate that CrystalShift is a powerful method to
efficiently estimate lattice information from raw XRD data of multiphase
samples, enabling an understanding of how crystal structures of the con-
stituent phases evolve under strain or as a function of composition, ulti-
mately providing valuable insights into the materials’ behavior.

Robustness of probability estimates
During XRD experiments, sample and data quality will vary, requiring the
development of automated analysis algorithms that operate consistently
with different levels of noise. Prior work has not examined the calibration
and robustness of the predicted probabilities on data with varying noise.
Here, we investigate how noise affects the probabilities of the predicted
phase combinations that are returned by CrystalShift with alternative
methods. To address this question, we constructed three synthetic calibra-
tion datasets, each containing 10,000 patterns with different levels of noise,
by randomly choosing one or two phases from five candidate phases in the
Ta-Sn-Omaterials system (listed in Supplementary Table 1) and simulating
their XRD patterns, each with random peak widths. When simulating each
test spectrum, a random lattice strain of up to 1% is applied to each phase’s

free lattice parameters according to its crystal system. For patterns with two
phases, the phases are mixed with phase fractions that are normally dis-
tributed with a mean of 0.5 and a standard deviation of 0.07, which makes
them fall predominantly in the 25–75% range. Finally, we add noise mod-
eled with a folded Gaussian distribution with a standard deviation of 3, 5,
and 7 percent of the strongest peak. To evaluate the calibration of the
computed probabilities, a reliability diagram44 was constructed for each
noise level combination using the branching convolutional neural network
(B-CNN)32 and the Crystallography Companion Agent (XCA)33.

For XCA, the calibration was performed on a dataset that was gener-
ated in the same manner as described above, but each pattern was synthe-
sized from one phase because it was not designed to handle phase mixtures.
Each method was provided with the five phases that generated the cali-
bration dataset as candidate phases.

The reliability diagrams were constructed by first dividing the prob-
ability range from 0 to 1 into M equally sized bins (M = 10), and the pre-
diction with probability pi belongs to the mth bin Bm if and only if
m�1
M < pi ≤

m
M. For the mth bin, the frequency of correct matches, i.e., a

method’s accuracy in each bin, is defined as accm ¼Pi2Bm 1ðŷi ¼ yiÞ=jBmj
while the model-predicted accuracy is predm ¼Pi2Bm pi=jBmj, where 1 is
the indicator function, ŷi is the predicted label of the ith sample, and yi is the
ground truth label. Ideally, the average model-predicted probability should
equal the empirical accuracy for each bin, or formally, accm = predm for all
m. This means that the average predicted probability exactly matches the
fraction of correct predictions in each bin. In this case, the probabilities are
said to be calibrated. As a consequence, perfectly calibrated probabilities
would give rise to adiagonal line in the reliabilitydiagram,which is indicated
by the dashed black lines in Fig. 3a–c. In the following, we examine how the
reliability diagram for eachmethod changes with the noise amplitude. Note
that the probability in eachfigure represents somewhat different factors. For
CrystalShift, probability predictions are made for each candidate phase
combinations, and therefore the probability binned by phase combinations
and correct matches are considered only if the whole phase combination
matches the ground truth in Fig. 3a. On the other hand, both B-CNN and
XCA make probability predictions on individual phases. The correct mat-
ches in Fig. 3b, c are based on whether each individual probabilistic phase
prediction are in the ground truth phase combination or not.

We show the reliability diagrams in Fig. 3 by applyingCrystalShift with
its expectation-maximization (EM) mode (see section “Crystal modeling
and optimization“ for details), together with the two other neural network-
based phase identification methods. For CrystalShift, we performed the
temperature scaling calibration45,46 (commonly used calibrationmethod for
deep neural networks) on the 5 percent noise dataset and applied the scaling
to the results of the other two noise levels. (The temperature scaling is not
applicable to B-CNN and XCA, as explained in Supplementary Note 1).
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Fig. 3 | Comparison of calibration curve behavior at different noise levels between
different probabilistic phase labeling methods. Probability calibration curves for
a CrystalShift in EMmode, b B-CNN, and c XCA with test cases that have Gaussian
noise with a standard deviation of 3% (low noise), 5% (mid noise), and 7% (high
noise) relative to the intensity of the strongest peak. The ECE values are calculated by
assuming the medium noise curve of eachmethod is perfectly calibrated. Compared

to other methods, CrystalShift in EM mode has 3–50 times lower ECE when the
noise level deviates from the calibrated value, with the probabilities it produces
exhibiting greater robustness against varying levels of noise. Note that the XCA was
tested on a calibration dataset with each XRD pattern synthesized from a single
phase. The error bars are estimated based on counting statistics.
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Figure 3 shows that CrystalShift provides well-calibrated probability esti-
mates on datasets independent of the noise as evident by the fact that
calibration lines closely follow the diagonal line for all three noise levels. In
contrast, both B-CNN and XCA have significant shifts in their calibration
curves when the noise level changes and are generally not as well-calibrated
as CrystalShift.

To fairly quantify differences in robustness against noise among the
abovemethods, onewould ideally be able to calibrate all methods, similar to
the temperature scaling approach of CrystalShift. However, because the
neural network-based methods are not directly amenable to temperature
scaling, here we instead compared against an ad hoc transformation
of the binned predicted probabilities {αm predm}, which improved the
calibration of each binned probability predm by multiplying it by a scaling
factor αm ¼ acc5%m =pred 5%

m whichminimizes the calibration error for each
methodunder 5percent noise conditions.We subsequently applied the same
scaling coefficientαm, estimated separately for eachphase labelingmethod, to
each binm in the outcomes obtained at 3% and 7% noise levels. Finally, for
each transformed calibration curve, we calculated the expected calibration
error (ECE)47, a standard metric for assessing probability calibration, by

ECE ¼ 1
N

XM
m

jBmjjaccm � predmj ð1Þ

where N is the total number of samples. Geometrically, ECE is a weighted
sumof the absolute vertical distance between the points and the dashed lines
in Fig. 3. The lower the ECE, the better calibrated the probabilities are. The
calculated ECE values are listed as insets in Fig. 3, with values for ECEvalues
of CrystalShift 3–50 times lower than those of the deep learning methods.
While additional effort and research could likely improve the calibration of
the neural network-based methods, the results demonstrate that Crystal-
Shift’s probability estimates are inherently reliable and indicative of the
actual classification uncertainties using a simple temperature scaling
approach. We attribute CrystalShift’s robustness in part to the fact that it
includes the standard deviation of the noise in its optimization andBayesian
model comparison steps. The explicit inclusion of the noise enables
CrystalShift to disambiguate noise and phase label uncertainty. While the
deep learning models are trained with noise-containing data, they do not
model the noise explicitly during the analysis of XRDpatterns.Wenote that
there are calibration methods other than post-hoc methods (e.g.,
temperature scaling) that potentially could allow B-CNN and XCA to have
comparable robustness, e.g., training-time calibration through
regularization48. However, it requires future research to integrate those
methods into deep learning-based XRD labeling schemes and validate any
improvement in the noise robustness of their probability estimates.
Alternatively, conformal prediction can provide a prediction set that
includes the true outcome with a guaranteed probability, based on a user-
defined confidence level49. This is useful when ensuring the true outcome in

the prediction set is more important than having probability estimates that
match empirical accuracy.

Synthetic benchmark
To assess the performance of CrystalShift, a synthetic dataset of the Al-Li-
Fe-Omaterial system, similar to the one proposed in a previous paper by Le
Bras et al. to study phase classification efficiency50, was used to benchmark
bothCrystalShift andB-CNN.XCAwas excluded because it did not provide
a clear way to deal with multiphase data. This dataset contains 231 patterns
basedon6different phases,with eachpatternbeing amixture of one to three
phases, as determined by the pseudo-ternary Al2O3-Li2O-Fe2O3 oxide
phasediagram.Patterns containingphasemixtureshave varying fractionsof
10 to 90%. The XRD patterns include up to 10% variation in lattice para-
meters due to known Al-Fe site substitutions with certain phases. Peak
widths, the standard deviation of the Gaussian, vary between 0.25 to
0.75 nm−1, with larger values near phase boundaries and lower values in the
center of phase regions.

Each of the phase labeling methods was provided with 15 candidate
phase prototypes, synthesized from readily available and standardizedCIFs,
to test whether themethods can select the correct phase combinationswhen
provided a larger candidate pool and configured to limit solutions to no
more than three coexisting phases. The information of the candidate phases
are listed in Supplementary Table 1. We created two datasets with different
levels of noise, equal to 1 percent or 5 percent of the most prominent peak.
The benchmark metrics for each method are shown in Fig. 4. We bench-
marked CrystalShift with two different hyperparameters and in the EM
mode, and benchmarked two B-CNNmodels trained on different number
of training spectra (24,000 and 40,000 spectra). Three metrics were used to
evaluate the performance, top-1 accuracy, precision, and recall. The top-1
accuracy metric measures how often the algorithm correctly identifies the
phase combination as themost probable prediction on a pattern-by-pattern
basis. For precision and recall, we first define the elements in the confusion
matrix using only the most probable results. Specifically, we define a true
positivebeing aphase existing in theXRDpattern and is predicted to exist by
the algorithm, a falsepositive as aphasebeingpredictedby the algorithmbut
not actually being present in the XRD spectrum, and a false negative as a
phase existing in the XRD pattern but not identified by the algorithm in the
most probable phase combination. Finally, we calculate the precision as tp

tpþfp
and recall as tp

tpþfn, where tp, fp, and fn represent the total number of true
positive, false positive, and false negative, respectively.

CrystalShift outperforms B-CNN on all metrics, as shown in Fig. 4 for
both noise levels. Additionally, increasing the amount of training data in the
B-CNN does not result in better performance, indicating that its perfor-
mance is not data-limited. The large discrepancies between the top-1
accuracy and both precision and recall for B-CNN indicate that B-CNNhas
difficulty labeling the second or third phase. In contrast, the relatively high
precision means that B-CNN can capture almost 70% of the phases.

Fig. 4 | Top-1 accuracy, precision, and the recall
comparison of CrystalShift and B-CNN on an Al-
Fe-Li-O synthetic benchmark dataset, which has
appreciable lattice shift but at most three-phase
coexistence. Two noise levels were examined: a 1
percent noise and b 5 percent noise. In both datasets,
CrystalShift has higher top-1 accuracy, precision,
and recall while being deterministic. The error bars
for B-CNN results are estimated using the test
results from five distinct models trained on the same
training dataset. The drop in performance of Crys-
talShift at high noise variance is likely due to the fact
that XRD patterns of minority phases are buried in
noise. For CrystalShift, the EM method gives per-
formance comparable to that of the manually found
optimal σn.
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The CrystalShift hyperparameter, σn, which models the expected
standard deviation of the noise, has a significant effect on performance,
highlighted by the variation of themetrics in Fig. 4. In addition, CrystalShift
does not always perform best when σn equals the expected standard
deviation of the noise, rendering its choice challenging without compre-
hensive testing. We therefore developed a method to jointly optimize σn
using the EM algorithm and then used the lowest optimized σn during the
tree search in the probability estimation framework. (Reason detailed in
Method section “Probabilisticmodeling”)While the optimal value of σn can
outperform the EM version, the convenience of using the EM approach,
which results in a near-ideal performance,may outweigh the additional cost
required to optimize σn in advance. An in-depth analysis of the efficacy and
the time cost of the EM and σn estimation scheme is included in Supple-
mentary Fig. 3.

Another significant difference between B-CNNandCrystalShift is that
the latter is deterministic. Random dropout methods like B-CNN add
randomness into theprediction results as it stochastically samples a subset of
the neural network to estimate probabilities. In addition, for deep learning
methods, the training process seeks local minima of the loss function and
thus can result in models trained with the same training dataset having
different performances, depending on both the initialized weights and the
randomnatureof stochastic gradient descent. In contrast,CrystalShift uses a
framework based on Bayesian model comparison, which does not require
training and produces deterministic labels and probabilities51.

Both methods exhibit a drop in performance with increasing noise
variance, as shown in Fig. 4b. CrystalShift still outperforms B-CNN in all
metricswith similarmargins. For bothmodels, there is a significant decrease
in precision as more false positives occur, likely resulting from the artificial
noise being labeled as a phase. In the Al-Fe-Li-O synthetic dataset, many of
the minority phases have fractions lower than 10% and will be obscured by
the 5% standard deviation noise. In addition, synthetic or experimental
noisemay, by chance, create peak-like features that CrystalShiftmislabels as
parts of a nonexisting phase. For B-CNN, the performance is only weakly
impacted by the noise, since the method always struggles to identify min-
ority phases independent of the noise level, as noted in the original paper32.
The equivalent noise level becomes higher for the minority phase and gives

rise to inaccurate phase labels because of the subtract and evaluate
mechanism utilized by B-CNN.

Evaluation of experimental high-throughput data
To demonstrate howCrystalShift can be used inHTE,we apply ourmethod
to high-throughput data relevant to autonomous experimentation. Lateral-
gradient laser spike annealing (lg-LSA) has been shown to be a great tool for
high-throughput material discovery, shown schematically in Fig. 5a52,53. A
high power laser is focused into a 1mm by 80 μm line beam to rapidly heat
up an oxide film deposited on top of a silicon wafer. The velocity and the
large thermal mass of the wafer induce high quench rates and allow this
method to explore metastable phases in a wide range of material systems.

Each lg-LSA experiment creates a “stripe” of annealed materials, as
shown in Fig. 5b, at a relatively constant composition and annealing dwell
time; however, the peak temperature of the annealing varies with the lateral
position across the stripe, with the highest peak temperature at the center.
To precisely identify phase transformations as a function of this peak
temperature, and to monitor any temperature-dependent changes in lattice
constants, a high density of 201 XRD patterns were acquired across each
stripe using synchrotronXRD (Fig. 5c). Sincewe anticipate that the number
of very distinct XRD patterns is limited, the data analysis begins by finding
representative patterns for initial analysis. Using a matrix factorization-
based data reduction technique54, a basis set of XRD patterns is identified
(containing four bases in the case shown in Fig. 5d). The algorithm deter-
mines the linear combination of these patterns (the “activation” matrix,
Fig. 5e) that best reconstructs the full set of 201 patterns. Each of the four
basis patternsmay containmixtures of phases, and somephasesmay appear
in multiple basis patterns. Given that the probabilistic phase labeling is far
more computationally expensive than that of lattice parameter refinement,
this approach enables phase labeling to be performed on only the basis
patterns, under the assumption that all phases present in a full set of patterns
will appear in at least one of the basis patterns. Furthermore, once the
activation of each phase in each basis pattern is determined, multiplication
by the activation matrix provides an efficient estimation of the phase acti-
vation for each of the XRD patterns in a set, and the phase regions can be
determined by thresholding the phase activation. Each XRD pattern can

Fig. 5 | Application of CrystalShift in high-throughput experimental workflow
during integration with LSA and XRD. a Schematic illustration of the LSA Setup.
bOptical microscope image of annealed stripe; scale bar is 200 um. c The XRD heat
map of the stripe; the onset of strong peaks indicates the onset of crystallization,

which corresponds to optical changes in the visual image (b).dActivation (W) of the
signal matrix after NMF. e The corresponding basis (H) of the signal matrix after
NMF. f The refined lattice parameters of identified phases. The error bars are cal-
culated by the same method as in Fig. 1.
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then undergo the CrystalShift lattice refinement procedure with the con-
stituent phases to provide the complete map of phase activations and lattice
constants for the entire dataset. In the present test case, the portion of the lg-
LSA stripe that crystallized contains at most two phases, each with
temperature-dependent lattice constants (Fig. 5f).Analysis of the full dataset
required 9 s to perform the probabilistic multiphase labeling on four NMF
basis and 4 s to extend analysis to all 201 XRD spectra using four perfor-
mance cores of an 8-coreM1MacBookAir. This time fits well into the time
scale of the synthesis-characterization process for inorganic materials. The
pseudocode of this process is provided in the Supplementary information.

Experimental XRD data have complex noise and background sources,
including detector noise, amorphous phases, and air scattering, which
cannotbe completely removedbycurrent backgroundsubtractionmethods.
To examine how the two phase labeling algorithms perform on realistic
experimental XRD data, the bases produced by NMFwere hand-labeled by
human experts to establish a ground truth, and those with at least one
crystalline phase were background-subtracted by the multi-component
background learningmethod and fed to the algorithms for phase labeling22.
Each algorithm was given 13 candidate phase prototypes as potential
structures, listed in Supplementary Table 1.

The comparison between CrystalShift and B-CNN methods is shown
in Fig. 6. Evenwith experimental noise, CrystalShift ignores features that do
not correspond to crystalline phases by following Bayesian statistics, which
directly models the noise and chooses the simplest model that explains the
signal through the Bayesian model comparison technique51. This method
results inmuch better top-1 accuracy andprecision. TheEMmethod, again,
gives performance metrics very close to optimal values of σn = 0.03 in each
metric. (Results for different σn’s are shown in Supplemental Fig. 4). The
recall of B-CNN ismuch higher than its precision, i.e., false positives are the
reason for low top-1 accuracies. This is an indication that the B-CNN
method is interpreting the residual experimental noise, which is inevitable
even with state-of-the-art background subtraction algorithms, as potential
phases. This is likely due to its reliance on thresholding to terminate its
branching algorithm. B-CNN also has even larger error bars for experi-
mental data than for synthetic data. The variation increases with increasing

training data, resulting in poorer average performancewhenwe increase the
training data to 52,000 simulated patterns; we attribute this behavior to the
overfitting of training data. For high-throughput and autonomous work-
flows, we believe the deterministic nature of CrystalShift is preferable.

After labeling all the patterns, a processing phase diagram, which gives
information regardingwhat phases can format certain dwell times andpeak
anneal temperatures, can be easily generated by plotting phase(s) that
form(s) within each of the stripes (top-1 result). A Ta-Sn-O processing
phase diagram generated by CrystalShift is shown in Fig. 7a. Such auto-
matically generated phase diagrams can significantly support domain
experts in quickly analyzing and evaluating phase behaviors. From Fig. 7a,
critical information such as the composition dependency of crystallization
onset temperature and phase boundaries is easily identified. Because the
lattice parameters were refined during the CrystalShift labeling workflow,
we can also visualize lattice strain with alloy substitution as shown in
Fig. 7b–f for SnO2 andTa2O5.Here, having a physical latticemodel for peak
shifts allows experts to understand structural changes occurring at the
atomic level under the varying processing conditions. For example, the
tetragonal SnO2 has a decreasing c lattice constant with increasing Ta
content, while the a and b parameters remain almost constant. For Ta2O5,
we observe only the b-axis changing as Sn is substituted in the alloy. It is
interesting that the b parameter of Ta2O5 is compressed when the com-
position is closer to pure Ta and becomes closer to the equilibrium lattice
parameter with added Sn. This may indicate that there persists significant
strain in thefilm from the quenchrate, or itmaybe causedby the abundance
of vacancies in the crystal from rapid crystallization. The lattice parameters
refined by CrystalShift were validated by comparing them to lattice para-
meters obtained through a peak fitting process described in Supplementary
Table 3; the resulting lattice parameters differ by 0.3% on average. This
information can play an important role when creating a structure–property
model on-the-fly and exploiting the resulting relationship for further
functional optimization. In fact, lattice distortions induced by varying
composition can directly relate to changes in properties of a phase, for
example, in piezoelectric materials55. In addition to lattice parameters,
CrystalShift can provide quantitative measurement of peak broadening,
which could partially be attributed to the crystal size effect, and qualitative
information regarding the existence of texturing. Peak broadening and
texture analysis are included inSupplementaryFigs. 5, 6.Further, the refined
lattice can also be used as initial input data for atomistic simulationmethods
like density functional theory, and provides additional data forAImodels to
further process the data. Overall, this efficient and automated assessment of
structural information from XRD, and subsequent visualization, provides a
powerful tool for scientists, helps bridge the gap between AI agents and
human experts, and facilitates AI-human collaboration in complexmaterial
research.

Discussion
In summary, we have developed CrystalShift, a powerful tool for prob-
abilistic phase labeling and efficient refinement, and demonstrated its
utility for a range of applications requiring automated analysis of XRD
data. Depending on the applications, the algorithm can be further
refined, either to improve accuracy and precision, or to reduce compute
time for rapid assessment at the cost of accuracy. In particular, Crys-
talShift can adapt constrained time budgets by adjusting how far to
unfold the tree search, how much to refine the lattice parameters, as well
as the accuracy of the probability estimates. In its current implementa-
tion, the time complexity scales with O(nkd), where n is the number of
candidate phases, k is the number of top nodes that will be optimized, and
d is the maximum number of simultaneously coexisting phases. To
improve the computational scaling, we believe that the number of can-
didate phase combinations that need to be optimized at each level could
be further reduced by introducing additional – possibly even machine-
learned—tree search heuristics. This will be the topic of future work since
our experience shows that the current implementation strikes a good
balance between runtime and performance.
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Fig. 6 | Top-1 accuracy, precision, and the recall comparison of CrystalShift and
B-CNN on the Ta-Sn-O experimental material system dataset after background
subtraction using MCBL. Overall, CrystalShift gives better results while being
deterministic, especially for top-1 accuracy and precision, while recall can be similar
for CrystalShift and B-CNNwith appropriate training. Results using the EMmethod
are similar to the best performing σn of 0.03. To generate error bars for the B-CNN
method, five separate models were trained, with the results compared, and their
standard deviations are shown in the figure. The B-CNN's performance depends
significantly on the starting weights of the neural net, leading to great variation
between models that are trained on the same training set.
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Despite the recent success of deep learning methods for probabilistic
phase labeling, convolutional neural networks especially lack interpret-
ability, and their convolutional filters introduce inappropriate additive—
rather than multiplicative—translational invariance in the analysis of XRD
patterns. The model introduced in this work circumvents this issue by
combining probabilistic Bayesian reasoning with physically meaningful
transformations of candidate structures, making CrystalShift widely
applicable and extensible to any ofmaterials systems. Being based on search
and optimization methods, CrystalShift does not require training when
adding or removing candidate phases. This is a great advantage over deep
learning basedmethods in its flexibility andmay allowmore adaptive high-
throughput or active learning experimental workflows, e.g., human-in-the-
loop schemes to add or remove phase objectives while the autonomous
system is running. CrystalShift’s well-calibrated and noise-robust prob-
abilities label can also make the active learning workflow more robust and
prevent the decision-making agent from being too confident when a
potential labeling error may exist.

We have shown CrystalShift to be a powerful method for probabilistic
phase labeling, but there are some limitations. CrystalShift is designed to be as
fast as possible and does not fully model details of the crystal structures (in
contrast to Rietveld refinement). Thus, the lattice parameters from Crystal-
Shift are quantitative, but peak amplitudes are not linked to the crystal
structure factor as in aRietveld refinement. Thoughwe can allowCrystalShift
to directly modify peak heights, labeling XRD of highly textured materials
remains challenging. In some cases, small peaks are critical for distinguishing
phases, which has plagued phase labeling algorithms since it was first pro-
posed. CrystalShift, which is based on optimizing ℓ2 metrics, can also
experience difficulties performing labeling that requires distinguishing small
peaks. Selecting a proper set of candidate phases is critical for CrystalShift to
work and canbe difficultwhenprior knowledge of the system is not available.
If the correct phase is not included in the candidate list, the result from
CrystalShift canmislead both the scientist and the subsequent workflow that
depends on the labeling result. We have listed several potential methods that
would flag this situation in Supplementary Note 2. However, a labeling
method that can be more robust against candidate phase set selection will
require future development. Hyperparameters, like the weights for regular-
ization, can have a large effect on the performance and thus must be set

carefully. However, we have shown that there is a range of hyperparameters
with good performance, especially with the help of EM and automated noise
level determination. (See details in Supplementary Fig. 3) Significant alloying
can, for example, lead to a very large lattice parameter shift (≈10%), which
challenges CrystalShift’s probability estimations. In such a situation, it would
require theuser topaymore attention tohyperparameter selection. Lastly, the
exponential scaling of computational cost with increasing phase coexistence
can make CrystalShift difficult to apply to systems potentially containing
many (n > 4) coexisting phases. Further development and more intelligent
searchmechanismswouldbenecessary to resolve this challenge.On theother
hand, its linear scaling of computational cost with the number of candidate
phases and its straightforward parallelizability make it a good option for
analyzing material systems with many polymorphs.

Though designed to label XRD patterns, CrystalShift is equally applic-
able to any deterministic spectroscopy spectrum analysis. However, the lack
of a principled underlying physicalmodel for collective peak shifting in other
spectroscopic techniques would require the method to optimize each peak
individually. Thiswould greatly increase thenumber of parameters and result
in higher computational cost. The additional degrees of freedom would also
require more careful regularization to prevent overfitting. With these lim-
itations in mind, CrystalShift could be readily modified to model other types
of spectra, only requiringa redefinitionof the freevariables thatdetermine the
spectrum and a method for its simulation with these variables.

In conclusion, CrystalShift can extend autonomous AI workflows to
pursue increasingly complex goals, e.g., enabling active learning experi-
mentation to optimally model structure-to-property relations on the fly by
leveraging probabilistic phase estimation. The crystal structure information
that the method extracts also makes interactions between AI agents and
material simulation methods like DFT feasible. Overall, we believe that the
special combination of probabilistic reasoning and physical constraints
makes CrystalShift a particularly promising tool for any high-throughput
material research that requires spectra de-mixing and labeling.

Methods
Crystal modeling and optimization
For each material system, a list of CIF files containing candidate phases is
prepared by the user. These can be drawn from crystallography databases,
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Fig. 7 | Analysis of Ta-Sn-Omaterial system. aProcessing phase diagram of the Ta-
Sn-O system. For ease of visualization in 2D, we disregard the dependency of the
dwell time. b, c Changes in lattice parameters of the tetragonal SnO2 phase.

d–fChanges in lattice parameters of the orthorhombic Ta2O5 phase. Only the lattice
parameters that are allowed to change are shown. The percent change is calculated
using their respective ICSD entries as references.
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(e.g., ICSD—Inorganic crystal structure database37), atomistic simulation
results, or user-defined crystal structure developed by software such as
VESTA56 or CrystalMaker57. The CIFs are screened to remove duplicate
phases. To refine the crystal structure of a phase with respect to the given
spectrum, we simulate XRD patterns and perform optimization on the free
variables of the lattice to minimize deviations. Supplementary Fig. 7 pro-
vides a visual aid on the computation flow for the construction and opti-
mization process in CrystalShift. Pseudocode for computing a spectrum is
also provided in the Supplementary information. An X-ray diffraction
simulation package, xrayutilities (https://github.com/dkriegner/
xrayutilities), is used to generate the allowed {hkl} plane indices and their
corresponding peak intensities for all candidate phases. In this paper, the
temperature is assumed tobe0 Kwhen simulatingpeak intensities.With the
lattice parameters, the q value of the corresponding XRD peak can be
calculated by

qnðθlÞ ¼ 2π
V h2b2c2sin2αþ k2a2c2sin2βþ l2a2b2sin2γ
�

þ2hkabc2ðcos α cos β� cos γÞ
þ2kla2bcðcos β cos γ� cos αÞ
þ2hlab2cðcos γ cos α� cos βÞ�12

ð2Þ

whereV is the unit cell volume, a, b, c are lengths of the unit cell and α, β, γ
are the unit cell angles. During optimization, we constrain phases to retain
their symmetry (crystal system). The detailed lattice parameter constraints
are listed in Supplementary Table 4. While restricting symmetry breaking,
higher symmetry may spontaneously arise by convergence of lattice para-
meters. Such spontaneous generation of symmetry can be detected with a
downstream workflow using publicly available packages, e.g., Space-
GroupAnalyzer in pymatgen58. Because of the constraints we apply, the
number of variables may differ depending on their crystal classes, and the
vector θðiÞl represents the variable lattice parameters for phase i. The full
XRD spectrum s of phase i can then be calculated by

sðiÞ ¼
XN
n¼1

kðiÞn f ðqnðθðiÞl Þ;wðiÞ; θp; qÞ ð3Þ

where kðiÞn is the precalculated intensity of nth peak of the phase i, N is the
number of peaks, f is a peak profile function, q is the q vector of the XRD
range, w(i) is a peak broadening descriptor of the phase, and θp are optional
parameters for the peak shape. Note that q is static and is omitted in later
equations for simplicity. In the scope of this paper, theDebye-Scherrer effect
was not explicitly included as the broadening of peaks is primarily
dominated by hardware effects. For the peak profile function, we
implemented Gaussian (G), Lorentzian (L), and Pseudo-Voigt (PV)
distributions in unnormalized manners:

Gðx0;w; xÞ ¼ exp � 1
2

x � x0
w

� �2� �
ð4Þ

Lðx0;w; xÞ ¼
1

1þ x � x0
w

� �2 ð5Þ

PV ðx0;w; η; xÞ ¼ ηLðx0;w; xÞ þ ð1� ηÞGðx0;w; xÞ ð6Þ

The Pseudo-Voigt provides an extra parameter η that lies between 0 and 1
for tuning the peak shape and, therefore, is usually a good starting point.
Fortunately, the peak shape parameter is mostly determined by the
hardware and thus can befitted once, andfixed for optimizing other spectra,
to save time. If time cost is an important consideration, the Lorentzian
provides the fastest model evaluation while giving reasonable results.

To construct the background model, a process similar to kernel
regression is used. We start by choosing a smooth kernel function, e.g., a
radial basis function with a defined length scale, and construct a

corresponding Grammatrix with it. Then, the Grammatrix is decomposed
using the singular valuedecomposition (SVD) to extract themost important
components of thematrix, only keeping the baseswith singular values larger
than a set threshold value to reduce the computational cost.We thenuse the
linear combination of eigenvectors to model the background as

b ¼ Uθb ð7Þ

whereU is theorthonormal basis fromtheSVDof theGrammatrix andθb is
the coefficient for each basis.

There are two versions of optimization for different applications. The
first emphasizes computationally efficient and robust estimation of prob-
abilistic phase labeling, which is used in sections “Robustness of probability
estimates”, “Synthetic benchmark”, and “Evaluation of experimental high-
throughput data”. In this approach, peak intensities are constrained to be
constant, i.e., equal to the values of the original candidate structures,which is
equivalent to assuming the sample is fine-grained and equiaxed with ran-
dom texturing. For each phase combination, the method then solves the
following optimization problem

argminθðiÞl ;cðiÞ;wðiÞ;θp;θb

XP
i¼1

cðiÞsðiÞðθðiÞl ; σðiÞ; θpÞ þ Uθb � t

 !
=
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
σ2n � σ2I

q					
					
2

2

þr2;

ð8Þ

where c(i) is related to the activation or fraction of each of the constituent
phases, t is the experimentally observed XRD spectrum, σn is the standard
deviation of noise, σI is the known uncertainty in the signal intensity, and r

2

is a regularization term. Here,⊕ denotes the element-wise addition. All s(i)

and t are normalized to peak at 1 for ease of setting regularization
hyperparameters. Note that the background model can optionally be
included and σI can be set to be a zero vector if the signal uncertainty cannot
be known a priori. The regularization r2 has the following form:

r2 ¼PP
i¼1

logðθðiÞl Þ�logðμðiÞl Þ
σðiÞl

				
				
2

2

 

þ logðcðiÞ Þ�logðμðiÞc Þ
σðiÞc

� �2
þ logðwðiÞÞ�logðμðiÞw Þ

σðiÞw

� �2


þλ θb � diag ðσbÞ
		 		2

2

ð9Þ

where μðiÞl , μðiÞc and μðiÞw are prior mean for the lattice parameters, the
activation, and width parameter of phase i, and σðiÞl , σðiÞc and σðiÞw are the
standard deviation of the prior distribution for the lattice parameters, the
activation, and width parameter of phase i. λ is user-defined penalizing
weight for the background, σb are the singular values of the Grammatrix
that defines the background model, and ⊘ indicates element-wise
division. For the lattice parameter regularization, μðiÞl are generally set to
the lattice parameters in the CIFs unless prior knowledge of the lattice
strain exists, and σðiÞl determines how strongly the user wants to penalize
lattice distortion during the optimization. The activation and width
parameters for each phase are regularized in the same manner.
The activation and width regularizations are empirically set to μc = 0.5
and σc = 0.05, and μw = 0.2, σw = 0.05, except for the synthetic test, which
we set μw = 0.5. These regularization parameters can be different for each
phase, but are usually set to be the same unless the user has prior
knowledge of approxpriate values. We have found that an appropriate
value for λ is≈100, which ensures that a complex backgroundmodel does
not absorb non-background peaks. This optimization is carried out until
it converges or has executed a fixed number of iterations. The
optimization method makes use of ForwardDiff.jl, an auto-
differentiation package to obtain the Jacobian and Hessian of the loss
with respect to the parameter vector59.
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Weuse an expectation-maximization (EM)method to jointly optimize
the hyperparameter σn and the other parameters of the model60. The EM
algorithm starts with an initial estimate of σn and proceeds by carrying out
the optimization step described in eq. (8), which constitutes the max-
imization step. Afterward, the expectation step computes the standard
deviationof the residual after themaximization step and assigns it to σn. This
process is then alternated until convergence or a pre-specified number of
iterations. The pseudocode of this process is provided in the Supplementary
Information.

The second optimization approach, which is used in the section
“Pseudo-refinement method”, targets cell-refinement; in this process, the
peak intensities are also optimized, and a block coordinate descent strategy
is deployed61. For stability and efficiency, the algorithm alternates between
optimizing peak intensities and optimizing other parameters. For a given
phase combination, the sameoptimizationproblemas inEq. (8) is solved for
a number of optimization steps. Then, the algorithm switches to optimizing
the peak intensities of the phases kwhile keeping all other parameters fixed:

argminkð1Þ;:::;kðPÞ
XP
i¼1

cis
ðiÞðkðiÞÞ þ b� t

					
					
2

2

þ ‘ ð10Þ

where ℓ is the regularization for peak intensity modification

‘ ¼
XP
i¼1

logðkðiÞÞ � logðkðiÞr Þ
σk

				
				
2

2

ð11Þ

where kðiÞr and σðiÞk are user-defined regularization parameters. Typically, kðiÞr
is set to the intensity from theXRDsimulationpackage. BothEq. (8) andEq.
(10) can be solved by common numerical optimizationmethods. However,
the Levenberg–Marquart (LM) algorithm62,63 in particular shows good
balance between convergence speed and execution time, and is robust for
solving Eq. (8), shown in Supplementary Fig. 3. Notably, the
Broyden–Fletcher–Goldfarb–Shanno algorithm (BFGS) achieves better
results optimizing Eq. (10) empirically64. Although the exposition here
focuses on the ℓ2-objective, it is also possible to carry out the optimization
with respect to other objective functions, such as the Kullback-Leibler
divergence or the Jensen-Shannon divergence. However, this would require
selecting adifferent optimizationmethodbecauseLM is limited toquadratic
losses. Note that the parameter optimization is performed in log space to
constrain all parameters to be positive.

Best-first tree search
To search the combinatorial space of possible phase combinations effi-
ciently, a tree structure that incorporates the greedy heuristic of forward
stepwise regression65 is constructed. First, an empty root node is con-
structed.Togrow the tree into thenext level, themethodgenerates a seriesof
descendent nodes each containing both the phases in its parent node and
one additional phase that is not in its parent node. We call this process
“expand”. The optimizationmethod described in section “Crystalmodeling
and optimization” is then applied to optimize all the nodes in this level.
When constructing the next level of the tree, only k nodes that have the
lowest residual are expanded. This is the greedy selection criterion refer-
enced earlier. This process is repeated until the desired level, i.e., the max-
imum allowed number of coexisting phases, is reached. The maximum
depth can be determined using Gibbs’ phase rule for structures expected to
be in full thermodynamic equilibrium. For laser spike annealing, we typi-
cally include an extra degree of freedom because the process is far from
equilibrium. In this way, the tree is constructed dynamically and lazily,
which means that nodes are only constructed when they are needed so that
the combinatorial number of phase combinations do not have to be
enumerated explicitly. Note that all optimizations at the same level are
independent and can therefore be parallelized easily. Illustration of the tree

search scheme is shown in Supplementary Fig. 8 and pseudocode is pro-
vided in the Supplementary information.

Probabilistic modeling
In order to quantify the probability that a given phase combination is
present in an observed spectrum, CrystalShift uses Bayesian model com-
parison techniques, which require access to the Bayesianmodel “evidence”,
a quantity that is computed by marginalizing (i.e., integrating) out the
model’s parameters weighed by their prior probabilities. Unfortunately, this
cannot be done analytically for the nonlinear phasemodel inEq. (3). For this
reason, we use a Laplace approximation for each of the tree search results to
approximate the marginal likelihood66. To this end, we define the log like-
lihood of any model M(i)—i.e., a combination of phases and a node in the
tree—to be

log pðtjMðiÞ; θðiÞÞ ¼ �LðiÞ: ð12Þ

where Li is theminimum loss fromEq. (8). Note that the quadratic terms in
Eq. (8) are proportional to Gaussian probability densities upon expo-
nentiation. When using the EM algorithm, we set σn to be the lowest EM-
inferred σn of all nodes in the tree before estimating themarginal likelihood;
the minimum value is more likely to reflect the true σn of the data and
unlikely phase combinations can give rise to outliers in the EM-inferred σn
values.

CrystalShift then employs a Laplace approximation, which can give
accurate estimates of the marginal likelihood without the use of computa-
tionally expensive Monte-Carlo sampling, if the likelihood as a function of
the variables is well-peaked. In particular, the Laplace approximation of the
marginal likelihood is given by

log pðtjMðiÞÞ � �LðiÞ þ
log jH�1

θðiÞ
ðLÞj

2
þ dðiÞ

logð2πÞ
2

; ð13Þ

where θ(i) is a concatenated vector of free lattice parameters, activation, peak
width and peak parameter for each of the phase in themodelM(i),HθðiÞ is the
Hessian of the loss with respect to the variables θ(i) and d(i) is the number of
variables at the maximum a-posteriori (MAP) estimate of θ(i). Notably, this
approach primarily requires (1) the computation of the MAP parameters θ
via numerical optimization, and (2) the computation of the Hessian at the
MAP parameters, which is computationally cheap via forward-
differentiation59 because the number of variables governing anXRDpattern
is usually small. The posterior model probabilities can then be computed by
normalizing the marginal likelihoods of all considered models:

pðtjMðiÞÞ ¼ pðtjMðiÞÞPN
j¼1

pðtjMðjÞÞ ð14Þ

Supplementary Fig. 9 demonstrates how the Laplace approximation is
applied toourproblem.Theprobability can further be calibratedby running
a set of simulated noisy spectra through the labeling process to create a
reliability diagram and minimizing the ECE, as defined in Eq (1). Empiri-
cally, low ECE can be achieved with the temperature scalingmethod, which
scales the log marginal likelihoods by a scalar factor before exponentiating
and normalizing to attain the posterior probabilities as in Eq. (14)45.

Extracting quantitative phase fractions
For phasemixtures, CrystalShiftwill returnmultiple c(i)s, one for eachphase.
As shown in Eq. (4–6), the peak profile functions are not normalized (the
area below each peak do not integrate to 1) and the simulated XRD pattern
s(i) are normalized to peak at 1. The molar phase fractions of phase i in the
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mixture, X(i), is given by

XðiÞ ¼
cðiÞ � nðiÞf =nðiÞsfPM

m cðmÞ � nðmÞ
f =nðmÞ

sf

� � ð15Þ

whereM is the total number of phases present and nðiÞf is the normalization
constant of the chosen peak profile f :
1. Gaussian profile: nðiÞf ¼ ffiffiffiffiffi

2π
p

wðiÞ

2. Lorentzian profile: nðiÞf ¼ πwðiÞ

3. Pseudo-Voigt profile: nðiÞf ¼ πηðiÞwðiÞ þ ffiffiffiffiffi
2π

p ð1� ηðiÞÞwðiÞand nðiÞsf is
the maximum peak intensity of the simulated XRD pattern before
normalization; nðiÞsf embeds each phase’s atomic and crystal structure
factors.

Library synthesis
CrFeVO sample preparation. The Cr-Fe-V oxide composition library
was synthesized by reactive co-sputtering of metal targets in a custom-
designed combinatorial sputtering system67 at room temperature,
followed by post-deposition anneal in a box oven in flowing air at
650 °C for 1 h. The library was deposited in a mixed atmosphere of O2

(0.6 mTorr) and Ar (5.4 mTorr) using Cr, Fe, and V sources placed
120° apart with respect to the substrate plane of the 100-mm-diameter
Pyrex glass with a conductive SnO2:F coating. The deposition pro-
ceeded for 10 h with the radio-frequency (RF) powers on Cr, Fe, and V
sources set to 42, 62, and 150W, respectively, to obtain the desired
composition spread for which oxygen stoichiometry was not specifi-
cally controlled. The bulk metal compositions were characterized by
X-ray fluorescence (XRF) measurements using an EDAXOrbis Micro-
XRF system with an X-ray beam of 2 mm in diameter. The Cr K, Fe K,
and V K XRF peak intensities were extracted from the Orbis software
and converted to normalized cation compositions using the sensitivity
factor for each element calibrated by commercial XRF calibration
standards (MicromatterTM).

TaSnO sample preparation. The Ta-Sn-O thin film was deposited by a
custom-built RF magnetron sputtering system by reactively sputtering
opposing Ta and Sn sources in a 90° off axis geometry in a mixture of 4%
O2 and 96% Ar atmosphere with a total pressure of 30 mTorr onto a
200 nmSiO2 coated heavily-doped siliconwafer (0.01–0.02Ω-cm

−2). The
resulting thin film variedmonotonically in cation composition across the
substrate (range shown in Fig. 7) with a radial thickness gradient span-
ning ~150–300 nm from the center of the wafer to the edge. Cation
concentration was verified by XRF using the same process described
above for the Cr-Fe-V oxide system. The thin film was then processed by
lateral-gradient LSA (lg-LSA)52 with an exhaustive parameter space grid
that covering anneal dwell times from 250 μs to 10 ms and peak tem-
peratures from 400 to 1400 °C.

XRD data collection
CrFeVO XRD collection. The bulk crystal structure and phase dis-
tribution of the Cr-Fe-V oxide composition library was determined by
XRDmeasurements. XRDwas acquired using a customhigh-throughput
setup14 incorporated into the bending-magnet beamline 1–5 of the
Stanford Synchrotron Radiation Light Source (SSRL) at SLAC National
Accelerator Laboratory. The characterization employed a mono-
chromated 12.7 keV source in reflection scattering geometry with a 2D
image detector. Diffraction images were processed into one-dimensional
XRD patterns using WxDiff software with calibration from a LaB6
powder standard, and further analyzed in the Bruker EVA software.

TaSnO XRD collection. The Ta-Sn-O dataset was collected at the Cor-
nell High Energy Synchrotron Source (CHESS) ID3B beamline. A
compound reflective lens focused the 9.7 keV X-ray beam into a 20 ×
90 um probe on the sample surface with a 2° angle of incidence. Scattered

X-rays were measured by a Dectris Eiger 1M detector over a ~9-55 nm−1

scattering vector range. Spatially resolvedXRDpatterns were collected by
scanning the wafer horizontally under the incident X-ray probe, col-
lecting data for 50 ms at 10 μm intervals over a 2 mm span centered about
the stripe. This process produced 201 2D XRD patterns for all 616 anneal
conditions, which were subsequently reduced to 1D patterns by the
pyFAI azimuthal integration package68.

Data availability
The datasets used and analyzed during the current study are publicly
available at https://doi.org/10.7298/kwe5-xc35.TheCa5(PO4)3Fdata is from
https://subversion.xray.aps.anl.gov/pyGSAS/Tutorials/LabData/data/.

Code availability
The underlying code for this study is available in CrystalShift.jl
and CrystalTree.jl repositories, and can be accessed via: https://
github.com/MingChiangChang/CrystalShift.jl and https://github.com/
MingChiangChang/CrystalTree.jl. A snapshot of the codebase used in
this study is archived in the data repository at https://doi.org/10.7298/
kwe5-xc35.
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