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Abstract This paper presents asymptotically optimal algo- organized by Ml\élr%lgry
rithms for rectangular matrix transpose, FFT, and sorting on optimal replacement
computers with multiple levels of caching. Unlike previous strategy
optimal algorithms, these algorithms arache oblivious no Cache
variables dependent on hardware parameters, such as cache CPU

size and cache-line length, need to be tuned to achieve opti-

mality. Nevertheless, these algorithms use an optimal amount w

of work and move data optimally among multiple levels of work

cache. For a cache with siZeand cache-line length where Z/L Cache line

Z = Q(L?) the number of cache misses for amx n ma- — r%?scshees
trix transpose i€(1+ mn/L). The number of cache misses of }gﬂgfhl_

for either ann-point FFT or the sorting oh numbers is

©(1+ (n/L)(1+1logzn)). We also give ar®(mnp-work al-
gorithm to multiply anm x n matrix by ann x p matrix that Figure 1: The ideal-cache model
incurs®(1+ (mn+np+mp)/L +mngyLy/Z) cache faults.

We introduce an “ideal-cache” model to analyze our algo- sha|| assume that word size is constant; the particular
rithms. We prove that an optimal cache-oblivious algorithm ~qnstant does not affect our asymptotic analyses. The
designed for two levels of memory is also optimal for multi- cache is partitioned intoache lines each consisting of
ple levels and that the assumption of optimal replacement in L consecutive words which are always moved together

the ideal-cache model can be simulated efficiently by LRU re- bet h d . Cache desi t
placement. We also provide preliminary empirical results on | etlween cache and main memory. L.acne aesigners typ-

the effectiveness of cache-oblivious algorithms in practice.  ically useL > 1, banking on spatial locality to amortize
the overhead of moving the cache line. We shall gener-

1. Introduction ally assume in this paper that the cachtalk

2
Resource-oblivious algorithms that nevertheless use re- Z=0Q(L%, (1)
sources efficiently offer advantages of simplicity and which is usually true in practice.
portability over resource-aware algorithms whose re-  The processor can only reference words that reside
source usage must be programmed explicitly. In this in the cache. If the referenced word belongs to a line
paper, we study cache resources, specifically, the hieralready in cache, aache hitoccurs, and the word is
archy of memories in modern computers. We exhibit delivered to the processor. Otherwisesache missoc-
several “cache-oblivious” algorithms that use cache ascurs, and the line is fetched into the cache. The ideal

effectively as “cache-aware” algorithms. cache idully associativg20, Ch. 5]: cache lines can be
Before discussing the notion of cache obliviousness, stored anywhere in the cache. If the cache is full, a cache
we first introduce théZ, L) ideal-cache modefo study line must be evicted. The ideal cache uses the optimal

the cache complexity of algorithms. This model, which off-line strategy of replacing the cache line whose next
is illustrated in Figure 1, consists of a computer with a access is furthest in the future [7], and thus it exploits
two-level memory hierarchy consisting of an ideal (data) temporal locality perfectly.
cache ofZ words and an arbitrarily large main mem- Unlike various other hierarchical-memory models
ory. Because the actual size of words in a computer is[1, 2, 5, 8] in which algorithms are analyzed in terms of
typically a small, fixed size (4 bytes, 8 bytes, etc.), we a single measure, the ideal-cache model uses two mea-
- - ted i oart by the Def Ad dsures. An algorithm with an input of sizeis measured
Resea:ihnlai’sri?ergts ngznscl;/p(pSAlgPA? upnader éranet F??O%gsz?w-lv-%g%. by its work CompleXItWV(n)_lts conventional running

Matteo Frigo was supported in part by a Digital Equipment Corpora- time in & RAM model [4]—and it$_aChe ?O'mpleXity
tion fellowship. Q(n;Z,L)—the number of cache misses it incurs as a




function of the siz& and line length. of the ideal cache.  cache-oblivious algorithm that requires no tuning pa-
When Z andL are clear from context, we denote the rameters such as thein BLock-MuULT. We present
cache complexity simply &(n) to ease notation. such an algorithm, which works on general rectangular

We define an algorithm to beache awaref it con- matrices, in Section 2. The problems of computing a
tains parameters (set at either compile-time or runtime)matrix transpose and of performing an FFT also suc-
that can be tuned to optimize the cache complexity for cumb to remarkably simple algorithms, which are de-
the particular cache size and line length. Otherwise, thescribed in Section 3. Cache-oblivious sorting poses a
algorithm iscache oblivious Historically, good perfor-  more formidable challenge. In Sections 4 and 5, we
mance has been obtained using cache-aware algorithmgresent two sorting algorithms, one based on mergesort
but we shall exhibit several optirfatache-oblivious al-  and the other on distribution sort, both of which are op-
gorithms. timal in both work and cache misses.

To illustrate the notion of cache awareness, consider The ideal-cache model makes the perhaps-
the problem of multiplying twon x n matricesA and guestionable assumptions that there are only two
B to produce theim x n productC. We assume that levels in the memory hierarchy, that memory is man-
the three matrices are stored in row-major order, asaged automatically by an optimal cache-replacement
shown in Figure 2(a). We further assume timats strategy, and that the cache is fully associative. We
“big,” i.e., n > L, in order to simplify the analysis. The address these assumptions in Section 6, showing that
conventional way to multiply matrices on a computer to a certain extent, these assumptions entail no loss
with caches is to use blockedalgorithm [19, p. 45].  of generality. Section 7 discusses related work, and
The idea is to view each matrik as consisting of  Section 8 offers some concluding remarks, including
(n/s) x (n/s) submatricesM;; (the blocks), each of some preliminary empirical results.
which has sizes x s, wheres is a tuning parame-
ter. The following algorithm implements this strategy: 2. Matrix multiplication

BLOCK-MULT(A,B,C,n) This section describes and analyzes a cache-oblivious al-
1 fori«1ton/s gorithm for multiplying ammx n matrix by ann x p ma-
g do foré <_f1 tﬁ ”/Slt trix cache-obliviously usin@(mnp work and incurring
3 0 ordOeORg_r;\ﬁSULT(Ai Be.Ci.) O(m+n+ p+ (mn+np+mp)/L+ mnp/Lv/Z) cache
ko BKjo =i misses. These results require the tall-cache assumption
The OrRD-MULT(A,B,C,s) subroutine computes (1) for matrices stored in row-major layout format, but
C + C+ ABonsx smatrices using the ordina®(s®) the assumption can be relaxed for certain other layouts.
algorithm. (This algorithm assumes for simplicity that We also show that Strassen’s algorithm [31] for multi-
sevenly dividesn, but in practices andn need have no  plying n x n matrices, which use®(n'97) work?, incurs
special relationship, yielding more complicated code in O(1+ n?/L+n'97/L/Z) cache misses.
the same S_lelt-) In [9] with others, two of the present authors analyzed
Depending on the cache size of the machine on whichgp, optimal divide-and-conquer algorithm fox n ma-
BLOCK-MULT is run, the parametescan be tuned to  rix multiplication that contained no tuning parameters,
make the algorithm run fast, and thus@K-MULT is  pyt we did not study cache-obliviousngsar se That
a cache-aware algorithm. To minimize the cache com-g|gorithm can be extended to multiply rectangular matri-
plexity, we chooses to be the largest value such that ¢es. To multiply anx n matrix A and an x p matrix B,
the threes x s submatrices simultaneously fit in cache. the Rec-MuLT algorithm halves the largest of the three

An s x s submatrix is stored o®(s+°/L) cache lines.  dimensions and recurs according to one of the following
From the tall-cache assumption (1), we can see thatihree cases:

s= O(v/Z). Thus, each of the calls tof»-MULT runs A AB
with at mostZ/L = ©(s?/L) cache misses needed to ( 1) B = ( 1 ) ,

)

bring the three matrices into the cache. Consequently, A2 A2B

the cache complexity of the entire algorithm@g1 + A A (Bl>  AB AR 3
n?/L+(n/vZ)3(z/L)) = ©(1+n?/L+n°/LVZ), since (A A2) (g, 1B1+A2Bz, (3)
the algorithm has to reacf elements, which reside on A(Bi B,) = (AB AB). @)

[n?/L] cache lines.

The same bound can be achieved using a simplel™ €ase (2), we have > max{n, p}. Matrix Ais split

horizontally, and both halves are multiplied by maix

IFor simplicity in this paper, we use the term “optimal” as a syn- In case (3), we have > max{m, p}. Both matrices are
onym for “asymptotically optimal,” since all our analyses are asymp-
totic. 2We use the notation Ig to denote jog




split, and the two halves are multiplied. In case (4), we (a) 01—

havep > max{m,n}. Matrix B is split vertically, and
each half is multiplied byA. For square matrices, these 1
three cases together are equivalent to the recursive mul- 2

tiplication algorithm described in [9]. The base case oc- 3
curs whenm = n = p =1, in which case the two ele-
ments are multiplied and added into the result matrix.
Although this straightforward divide-and-conquer al-
gorithm contains no tuning parameters, it uses cache op-

timally. To analyze the Rc-MuLT algorithm, we as- (c) 06— 71849
sume that the three matrices are stored in row-major or- g% e:gﬁgég
der, as shown in Figure 2(a). Intuitively,ER-MuLT 4_1525—2}7
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uses the cache effectively, because once a subproblem 1
fits into the cache, its smaller subproblems can be solved 1
in cache with no further cache misses. 9 5
Theorem 1 The REC-MuLT algorithm uses®@(mnp 44?4 8
work and incurs@(m+n+ p+ (mn+np+mp)/L+ asaca 3
mnp/Lv/Z) cache misses when multiplying anam ma- Figure 2: Layout of a16 x 16 matrix in (a) row ma-
trix by an nx p matrix. jor, (b) column major,(c) 4 x 4-blocked, and(d) bit-

Proof. It can be shown by induction that the work of [nterleaved layouts.

Rec-MuLT is ©®(mnp). To analyze the cache misses, let
o > 0 be the largest constant sufficiently small that three
submatrices of sizesl x n’, n’ x p’, andm’ x p’, where
max{m,n’,p'} < av/Z, all fit completely in the cache.

in the recursion, both are small enough that the whole
problem fits into cache. The number of cache misses
can be described by the recurrence

We distinguish four cases depending on the initial size Q(m,n, p) < (6)

of the matrices. _ _ o O(1+n+np/L+m) if npeavZ/2,avZ],

Case I m,n,p > a\/Z. _ This case is the most intuitive. 2Q(m,n/2,p) +O(1) otherwise ifn > p,

The matrices do not fit in cache, since all dlmen3|on§ are 2Q(mn,p/2)+O(1) otherwise ;

“big enough.” The cache complexity can be described o

by the recurrence whose solution iQ(m,n, p) = @(np/L+mnpy/LvZ).

Q(mn,p) < ) Caselll: (n,p <oavZandm> avZ)or (mp<avZ
O(mn+np+mp/L) if mn,pe [avZ/2,avZ, andn > av/Z) or (m,n< av/Z andp > av/Z). Ineach

2 2 o1 i m> dm> of these cases, one of the matrices fits into cache, and
Q(m/2,n,p)+0(1) - ow. if m=>nandmz> p, the others do not. Here, we shall present the case where

2Q(m,n/2,p)+0(1) ow.ifn>mandn>p,

2Q(mn,p/2) +O(1)  otherwise n,p < ov/Z andm > av/Z. The other cases can be

roven similarly. The Rc-MuLT algorithm always di-

tdesm by 2 according to case (2). At some pointin the

recursion,m falls into the rangen/Z/2 < m < a/Z,

and the whole problem fits in cache. The number cache

misses can be described by the recurrence

The base case arises as soon as all three submatrices
in cache. The total number of lines used by the three
submatrices i®((mn+np+mp)/L). The only cache
misses that occur during the remainder of the recursion
are the®((mn+ np+ mp)/L) cache misses required to

bring the matrices into cache. In the recursive cases, QMn) < 7
when the matrices do not fit in cache, we pay for the O(1+m) if me [avZ/2,0v/Z] ,
cache misses of the recursive calls, which depend on the 2Q(m/2,n,p)+0O(1) otherwise ;

dimensions of the matrices, pl@{1) cache misses for . B
the overhead of manipulating submatrices. The solution whose solution i(m,n, p) = ©(m+ mnp/.L\/Z).

to this recurrence iQ(m,n, p) = O(mnp/Lv/Z). Case IV: mn,p < av/Z. From the choice of, all
Case II: (m< av/Z andn,p > av/Z) or (1< av/Zand  three matrices fit into cache. The matrices are stored
m,p> a\/Z)_or (p< ay/Zandm,n> a\/Z)._ Here,we ©ON O(1+mn/L+np/L+mp/L) cache lines. Therefore,
shall present the case wheme< av/Z andn, p > ayz. e haveQ(mn,p) = ©(1+(mn+np+mp)/L). U

The proofs for the other cases are only small variations We require the tall-cache assumption (1) in these
of this proof. The Rc-MuLT algorithm always divides  analyses, because the matrices are stored in row-major
nor p by 2 according to cases (3) and (4). At some point order. Tall caches are also needed if matrices are stored



in column-major order (Figure 2(b)), but the assumption stored in a row-major layout. The straightforward algo-
thatZ = Q(L?) can be relaxed for certain other matrix rithm for transposition that employs doubly nested loops
layouts. Thesx s-blocked layout (Figure 2(c)), for some incurs®(mn) cache misses on one of the matrices when
tuning parametes, can be used to achieve the same m>> Z/L andn > Z/L, which is suboptimal.

bounds with the weaker assumption that the cache holds Optimal work and cache complexities can be ob-
at least some sufficiently large constant number of lines.tained with a divide-and-conquer strategy, however. If
The cache-oblivious bit-interleaved layout (Figure 2(d)) n > m, the Rec-TRANSPOSEalgorithm partitions

has the same advantage as the blocked layout, but no B
tuning parameter need be set, since submatrices of size A=(A1Ay), B= <Bl>
O(VL) x O(v/L) are cache-obliviously stored ad(1) 2

cache lines. The advantages of bit-interleaved and re-and recursively executessR- TRANSPOSEA;,B;) and
lated layouts have been studied in [11, 12, 16]. One of REC-TRANSPOSEA,, By). Otherwise, it divides matrix
the practical disadvantages of bit-interleaved layouts isA horizontally and matri8 vertically and likewise per-
that index calculations on conventional microprocessorsforms two transpositions recursively. The next two lem-
can be costly, a deficiency we hope that processor archimas provide upper and lower bounds on the performance
tects will remedy. of this algorithm.

For square matrices, the cache complexjgn) =
O(n+n?/L +n3/Ly/Z) of the REc-MULT algorithm is Lemma 2 The REC-TRANSPOSE algorithm involves
the same as the cache complexity of the cache-awaréd(mn) work and incurs @1 + mn/L) cache misses for
BLoCK-MuLT algorithm and also matches the lower an mx n matrix.
bound by Hong and Kung [21]. This lower bound . ) )
holds for all algorithms that execute ti@&n3) opera- Proof. Thatthe algorithm doed(mn) work is straight-

tions given by the definition of matrix multiplication forward. For the cache analysis, @tm,n) be the cache
n complexity of transposing am x n matrix. We as-
Gj = Z aikbyj - sume that the matrices are stored in row-major order, the
=1 column-major layout having a similar analysis.

No tight lower bounds for the general problem of matrix ~ Let o be a constant sufficiently small such that two
multiplication are known. submatrices of sizex nandn x m, where maxXm,n} <

By using an asymptotically faster algorithm, such as aL, fit completely in the cache even if each row is stored
Strassen’s algorithm [31] or one of its variants [37], both in a different cache line. We distinguish the three cases.
the work and cache complexity can be reduced. When

multiplying n x n matrices, Strassen’s algorithm, which O(1) + 2mn/L lines. From the choice af, the number
is cache oblivious, requires only 7 recursive multiplica- ¢ jinas required is at most/L. ThereforeQ(m,n) =
tions of /2 x n/2 matrices and a constant number of O(1+mn/L) ' ’

matrix additions, yielding the recurrence

Case I: max{m,n} < aL. Both the matrices fit in

Casell: m<aL<norn<aL <m. Suppose firstthat

2 £ N2
Q(n) < { ?&Jgﬁ”o/(tgm gtﬂergvv%i" (8) m < alL < n. The REc-TRANSPOSEalgorithm divides
' the greater dimension by 2 and performs divide and

wherea is a sufficiently small constant. The solutionto conquer. At some point in the recursianalls into the

this recurrence i®(n+n?/L+n"97/Lv/Z). rangeal/2 < n < aL, and the whole problem fits in
. . cache. Because the layout is row-major, at this point the
3. Matrix transposition and FFT input array has rows andm columns, and it is laid out

This section describes a recursive cache-oblivious al-in contiguous locations, requiring at ma3t1 + nmy/L)
gorithm for transposing am x n matrix which uses cache misses to be read. The output array consistsiof
O(mn) work and incursO(1 + mn/L) cache misses, €lements iimrows, where in the worst case every row
which is optimal. Using matrix transposition as a sub- lies on a different cache line. Consequently, we incur at
routine, we convert a variant [36] of the “six-step” fast mostO(m+ nmyL) for writing the output array. Since
Fourier transform (FFT) algorithm [6] into an optimal N > aL/2, the total cache complexity for this base case
cache-oblivious algorithm. This FFT algorithm uses is O(1+m). These observations yield the recurrence

O(nlgn) work and incursO(1+ (n/L)(1+log;n)) O(1+m) if ne [aL/2,al],

cache misses. Q(m,n) < { 20(m.Nn/2) + O(1 e
. o . , otherwise ;
The problem of matrix transposition is defined as fol- Q(m.n/2) +0(1)
lows. Given arm x n matrix stored in a row-major lay- whose solution i€(m,n) = O(1+ mn/L).

out, compute and stor&’ into ann x m matrix B also The casen < dL < mis analogous.



Caselll: mn>alL. AsinCase ll, at some pointinthe
recursion bottn andm fall into the rangefal/2,al].
The whole problem fits into cache and can be solved
with at mostO(m+ n+ mn/L) cache misses. The cache
complexity thus satisfies the recurrence

Q(m,n) <
O(m+n+mn/L) if mneaL/2,al],
2Q(m/2,n)+0O(1) ifm>n,
2Q(m,n/2)+0O(1) otherwise;

whose solution i€)(m,n) = O(1+ mn/L). O
Theorem 3 TheREC-TRANSPOSEalgorithm has opti-
mal cache complexity.

Proof. Foranmx nmatrix, the algorithm must write to
mn distinct elements, which occupy at ledstn/L] =
Q(1+ mn/L) cache lines.

As an example of an application of this cache-
oblivious transposition algorithm, in the rest of this sec-
tion we describe and analyze a cache-oblivious algo-
rithm for computing the discrete Fourier transform of a
complex array oh elements, whera is an exact power
of 2. The basic algorithm is the well-known “six-step”
variant [6, 36] of the Cooley-Tukey FFT algorithm [13].
Using the cache-oblivious transposition algorithm, how-

ever, the FFT becomes cache-oblivious, and its perfor-

mance matches the lower bound by Hong and Kung [21].
Recall that theliscrete Fourier transform (DFT)of
an arrayX of ncomplex numbers is the arraygiven by
n-1 B
Y[i] = ZOX[J']wE” : ©)
J:
wherew, = V=11 is a primitive nth root of unity,
and 0< i < n. Many algorithms evaluate Equation (9) in
O(nlgn) time for all integers [15]. In this paper, how-
ever, we assume thatis an exact power of 2, and we
compute Equation (9) according to the Cooley-Tukey al-
gorithm, which works recursively as follows. In the base

case whera = O(1), we compute Equation (9) directly.
Otherwise, for any factorizatiom= nin, of n, we have

Y[il + i2n1] = (10)

n271 n171 i1 P P
Z [( Z X“lﬂz-{— jz]OJE1'111> (*)r?ljz] (,O,TZ'ZJZ )
j2=0 | \j1=0

We choosea to be 29721 andn, to be 2'97/2/, The
recursive step then operates as follows:

1. Pretend that input is a row-majier x np matrix A.
Transposé in place, i.e., use the cache-oblivious
REC-TRANSPOSEalgorithm to transpos& onto an
auxiliary arrayB, and copyB back ontoA. Notice
that if ny = 2ny, we can consider the matrix to be
made up of records containing two elements.

At this stage, the inner sum corresponds to a DFT
of the np rows of the transposed matrix. Compute
theseny, DFT’s of sizen; recursively. Observe that,
because of the previous transposition, we are trans-
forming a contiguous array of elements.

Multiply A by the twiddle factors, which can be
computed on the fly with no extra cache misses.
Transposd in place, so that the inputs to the next
stage are arranged in contiguous locations.

. Computen; DFT's of the rows of the matrix recur-
sively.

Transposé in place so as to produce the correct
output order.

It can be proven by induction that the work com-
plexity of this FFT algorithm i€O(nIgn). We now an-
alyze its cache complexity. The algorithm always op-
erates on contiguous data, by construction. Thus, by
the tall-cache assumption (1), the transposition oper-
ations and the twiddle-factor multiplication require at
mostO(1+ n/L) cache misses. Thus, the cache com-
plexity satisfies the recurrence

O(1+n/L), ifn<az,
Q(n) << mQ(n2) +nxQ(ng) otherwise; (11)
+0(1+n/L)

wherea > 0 is a constant sufficiently small that a sub-
problem of sizeaZ fits in cache. This recurrence has
solution

Q(n) =0O(1+(n/L) (1+logzn)) ,
which is optimal for a Cooley-Tukey algorithm, match-
ing the lower bound by Hong and Kung [21] wharis
an exact power of 2. As with matrix multiplication, no
tight lower bounds for cache complexity are known for
the general DFT problem.

4. Funnelsort

Observe that both the inner and outer summations inCache-oblivious algorithms, like the familiar two-way
Equation (10) are DFT’s. Operationally, the computa- merge sort, are not optimal with respect to cache misses.
tion specified by Equation (10) can be performed by The Z-way mergesort suggested by Aggarwal and Vit-

computing, transforms of size; (the inner sum), mul-
tiplying the result by the factorsy, 22 (called thetwid-
dle factors[15]), and finally computingy transforms of
sizen; (the outer sum).

ter [3] has optimal cache complexity, but although it ap-
parently works well in practice [23], it is cache aware.
This section describes a cache-oblivious sorting algo-
rithm called “funnelsort.” This algorithm has optimal



buffers

k-merger

Figure 3: lllustration of ak-merger. Ak-merger is built
recursively out of/k “left” vk-mergerd 1, Ly, ..., L x,
a series of buffers, and one “righ{’k-mergerR.

O(nlgn) work complexity, and optimaD(1+ (n/L)(1+
logz n)) cache complexity.

Funnelsort is similar to mergesort. In order to sort
a (contiguous) array af elements, funnelsort performs
the following two steps:

1. Split the input inton/3 contiguous arrays of size
n?/3, and sort these arrays recursively.

2. Merge then'/3 sorted sequences using ré/3-
merger, which is described below.

Funnelsort differs from mergesort in the way the
merge operation works. Merging is performed by a de-
vice called &-merger, which inputsk sorted sequences
and merges them. A-merger operates by recursively

of vk buffers. Each buffer is a FIFO queue that can
hold 23/2 elements. Finally, the outputs of the buffers
are connected to the/k inputs of thevk-mergerR in

the right part of the figure. The output of this fingk-
merger becomes the output of the whkdmerger. The
intermediate buffers are overdimensioned, since each
can hold X%2 elements, which is twice the number?2

of elements output by a’k-merger. This additional
buffer space is necessary for the correct behavior of the
algorithm, as will be explained below. The base case of
the recursion is &-merger withk = 2, which produces

k3 = 8 elements whenever invoked.

A k-merger operates recursively in the following way.
In order to outputk® elements, th&-merger invokes
R K¥/2 times. Before each invocation, however, the
merger fills all buffers that are less than half full, i.e.,
all buffers that contain less th&¥?2 elements. In order
to fill buffer i, the algorithm invokes the corresponding
left mergerL; once. Since; outputsk®2 elements, the
buffer contains at leaf/? elements aftek; finishes.

It can be proven by induction that the work com-
plexity of funnelsort isO(nlgn). We will now analyze
the cache complexity. The goal of the analysis is to
show that funnelsort onelements requires at ma3tn)
cache misses, where

Q(n) =O(1+(n/L)(1+logzn)) .
In order to prove this result, we need three auxiliary lem-

mas. The first lemma bounds the space required by a
k-merger.

Lemma 4 A k-merger can be laid out in ®%) contigu-
ous memory locations.

Proof. A k-merger require®(k?) memory locations

merging sorted sequences which become progressiveljor the buffers, plus the space required by thé-

longer as the algorithm proceeds.
however, &k-merger suspends work on a merging sub-

problem when the merged output sequence becomes VY )
“long enough” and resumes work on another merging Whose solution iS(k) = O(k?).

subproblem.
This complicated flow of control makeskamerger

a bit tricky to describe. Figure 3 shows a representa-

tion of ak-merger, which hak sorted sequences as in-
puts. Throughout its execution, themerger maintains
the following invariant.

Invariant Each invocation of a k-merger outputs the

Unlike mergesort,

mergers. The spack) thus satisfies the recurrence

S(k) < (Vk+1)S(vk) +0(K?) ,
O

In order to achieve the bound di(n), the buffers
in a k-merger must be maintained as circular queues of
sizek. This requirement guarantees that we can man-
age the queue cache-efficiently, in the sense stated by
the next lemma.

Lemma 5 Performing r insert and remove operations
on a circular queue causes in(D+r /L) cache misses

next B elements of the sorted sequence obtained byas long as two cache lines are available for the buffer.

merging the k input sequences.

A k-merger is built recursively out of’k-mergers in
the following way. Thek inputs are partitioned intg’k
sets ofvk elements, which form the input to thgk
vk-mergerd_y, Lo, ..., L in the left part of the figure.

Proof. Associate the two cache lines with the head and
tail of the circular queue. If a new cache line is read
during a insert (delete) operation, the néxt 1 insert
(delete) operations do not cause a cache miss. [

The next lemma bounds the cache complexity of a

The outputs of these mergers are connected to the input&-merger.



Lemma 6 If Z = Q(L?), then a k-merger operates with
at most

Qu (k) = O(1+k+k3/L+k3log k/L)
cache misses.

Proof. There are two cases: eithkr< a/Z or k >
av/Z, wherea is a sufficiently small constant.

Case |: k < av/Z. By Lemma 4, the data structure
associated with th&-merger requires at mo€(k?) =
O(Z) contiguous memory locations, and therefore it fits
into cache. Thek-merger hask input queues from
which it loadsO(k®) elements. Let; be the number
of elements extracted from thth input queue. Since

k < av/Z and the tall-cache assumption (1) implies that

L = O(v/Z), there are at least/L = Q(k) cache lines

available for the input buffers. Lemma5 applies, whence
the total number of cache misses for accessing the input

gueuesis
k
Zo<1+ ri/L) = O(k+k3/L) .
i=
Similarly, Lemma 4 implies that the cache complexity

of writing the output queue iI©(1+k3/L). Finally, the
algorithm incursO(1 +k?/L) cache misses for touching

Before invokingR, the algorithm must check every
buffer to see whether it is empty. One such check re-
quires at most/k cache misses, since there ayk
buffers. This check is repeated exadti? times, lead-
ing to at mostk? cache misses for all checks. These
considerations lead to the recurrence

Qu(k) < (2624 2vK) Qu (Vi) + 2.

Application of the inductive hypothesis and the choice
A(k) = k(1+ 2clog; k/L) yields Inequality (12) as fol-
lows:

Qu (k) < (2k3/2 + 2\/E) Qu(Vk) + K2

< 2(0 4 vR) l"k?’/zz#‘_/x(m e
< ckilogy k/L +k?(1+clog, k/L)

- (2k3/ 24 2\/R) A(VK)
< ckllog, k/L—Ak) O

Theorem 7 To sort n elements, funnelsort incur$Xo-
(n/L)(1+logz n)) cache misses.

Proof. If n < aZ for a small enough constant then
the algorithm fits into cache. To see why, observe that

its internal data structures. The total cache complexity isonly onek-merger is active at any time. The biggest

thereforeQu (k) = O(1+k+k3/L).

Case I: k > av/Z. We prove by induction ork that
whenevek > a+v/Z, we have

Qui(k) < ck’logzk/L—A(K) , (12)

whereA(k) = k(1+ 2clog, k/L) = o(k%). This particular
value ofA(k) will be justified at the end of the analysis.

The base case of the induction consists of values of

k such thaiz'/* < k < av/Z. (It is not sufficient only
to considek = ©(v/Z), sincek can become as small as
©(Z4 in the recursive calls.) The analysis of the first
case applies, yieldin@u (k) = O(1+k+k3/L). Be-
causek? > av/Z = Q(L) andk = Q(1), the last term
dominates, which implieQw (k) = O(k3/L). Conse-
guently, a big enough value ofcan be found that satis-
fies Inequality (12).

For the inductive case, suppose tkat av/Z. The
k-merger invokes the/k-mergers recursively. Since
az¥* < vk < k, the inductive hypothesis can be used to
bound the numbe®y (vk) of cache misses incurred by
the submergers. The “right” merggiis invoked exactly
k%2 times. The total numbdrof invocations of “left”
mergers is bounded By« k%2 4+ 2/k. To see why, con-
sider that every invocation of a left merger pkt& el-
ements into some buffer. Siné@ elements are output
and the buffer space i2, the bound < k32 + 2v/k
follows.

k-merger is the top-leveh!/3-merger, which requires
0O(n?3) < O(n) space. The algorithm thus can operate
in O(1+4 n/L) cache misses.

If N > aZ, we have the recurrence

Q(n) _ nl/3Q(n2/3) + QM (nl/3) .
By Lemma 6, we hav®y (n*/3) = O(1+nY/3 4+ n/L +
nlogzn/L).

By the tall-cache assumption (1), we hawgl =
Q(n'/3). Moreover, we also havé’/® = Q(1) and Ign =
Q(lgZ).  Consequently,Qu(n*3) = O(nlog,n/L)
holds, and the recurrence simplifies to

Q(n) = n*/3Q(n*/%) + O(nlogz n/L) .
The result follows by induction on. [l

This upper bound matches the lower bound stated
by the next theorem, proving that funnelsort is cache-
optimal.

Theorem 8 The cache complexity of any sorting algo-
rithm is Q(n) = Q(1+ (n/L)(1+ log, n)).

Proof. Aggarwal and Vitter [3] show that there is an
Q((n/L)logz,.(n/Z)) bound on the number of cache
misses made by any sorting algorithm on their “out-of-
core” memory model, a bound that extends to the ideal-
cache model. The theorem can be proved by apply-
ing the tall-cache assumpti@h= Q(L?) and the trivial
lower bounds o(n) = Q(1) andQ(n) = Q(n/L). O



5. Distribution sort The distribution step is accomplished by the recur-
sive procedure B3TRIBUTE(i, j,m) which distributes
elements from theth through(i + m— 1)th subarrays
into buckets starting fronB;. Given the precondition
that each subarrayi + 1,...,i + m— 1 has itdonum> j,

the execution of DSTRIBUTE(i, j,m) enforces the post-
condition that subarrayisi + 1,...,i + m— 1 have their
bnum> j+m. Step 2 of the distribution sort invokes
DisTRIBUTE(1,1,,/n). The following is a recursive im-
plementation of DSTRIBUTE:

In this section, we describe another cache-oblivious op-
timal sorting algorithm based on distribution sort. Like
the funnelsort algorithm from Section 4, the distribution-
sorting algorithm use®(nlg n) work to sortn elements,
and it incursO(1+ (n/L)(1+logzn)) cache misses.
Unlike previous cache-efficient distribution-sorting al-
gorithms [1, 3, 25, 34, 36], which use sampling or other
techniques to find the partitioning elements before the
distribution step, our algorithm uses a “bucket splitting”
technique to select pivots incrementally during the dis- DISTRIBUTE(i, j,m)
tribution step. 1 ifm=1

Given an arrayA (stored in contiguous locations) of then CoPYELEMS(i, j)

2
lengthn, the cache-oblivious distribution sort operates 3 else DISTRIBUTE(i, j,m/2)
as follows: 4 DISTRIBUTE(i +m/2,j,m/2)
5 (
6

1. PartitionA into /n contiguous subarrays of size DISTRIBUTE(i, j +m/2,m/2)
v/n. Recursively sort each subarray. DISTRIBUTE(i + M/2,j +m/2,m/2)

2. Distribute the sorted subarrays intp buckets In the base case, the procedurerGELEMS(i, j)
Bi1,...,Bqof sizen,...,ng, respectively, such that  copies all elements from subarraythat belong to
1. max{x|x € Bi} < min{x|x € Biz1} fori= bucketj. If bycke;tj has more Fhangz’ﬁ elements af-.
1,2,...,q— 1. ter the insertion, it can be split into two buckets of size

at least,/n. For the splitting operation, we use the deter-

2. m<2ynfori=12,...q ministic median-finding algorithm [14, p. 189] followed

(See below for details.) by a partition.
3. Recursively sort each bucket. Lemma 9 The median of n elements can be found
4. Copy the sorted buckets to array cache-obliviously using @) work and incurring @1+

. . ..n/L he mi .
A stack-based memory allocator is used to exploit spatial /L) cache misses

locality. Proof. See [14, p. 189]for the linear-time median find-

The goal of Step 2 is to distribute the sorted subarraysing algorithm and the work analysis. The cache com-
of Ainto q bucketsBy,By,...,Bq. The algorithm main-  plexity is given by the same recurrence as the work com-
tains two invariants. First, at any time each bucket holds plexity with a different base case.

at most 2/n elements, and any element in bucBgtis O(1+m/L) ifm<az,
smaller than any element in buck&t 1. Second, every Q(m) ={ Q([m/5]) + Q(7m/10+ 6) otherwise
bucket has an associated pivot. Initially, only one empty +0O(1+m/L)

bucket exists with pivot. . o

The idea is to copy all elements from the subarraysWhereo‘ is a sufficiently small constant. The result fol-
into the buckets while maintaining the invariants. We 'OWS-: -
keep state information for each subarray and bucket. The In our case, we have buckets of sizgr2+ 1. In ad-
state of a subarray consists of the indextof the next  dition, when a bucket splits, all subarrays whasaim
element to be read from the subarray and the bucketis greater than thenumof the split bucket must have
numberbnumwhere this element should be copied. By theirbnunis incremented. The analysis ofi ©RIBUTE
conventionpnum= o if all elements in a subarray have is given by the following lemma.
been copied. The state of a bucket consists of the pivo
and the number of elements currently in the bucket.

We would like to copy the element at positinaxtof
a subarray to buckénum If this element is greater than
the pivot of buckebnum we would incremertbnumun- Proof. In order to simplify the analysis of the work
til we find a bucket for which the element is smaller than used by DSTRIBUTE, assume that GPYELEMS uses
the pivot. Unfortunately, this basic strategy has poor O(1) work for procedural overhead. We will account for
caching behavior, which calls for a more complicated the work due to copying elements and splitting of buck-
procedure. ets separately. The work ofiBTRIBUTE is described by

" emma 10 The distribution step involves (6 work,
incurs Q1+ n/L) cache misses, and usegr) stack
space to distribute n elements.



the recurrence Theorem 11 Distribution sort uses (hlgn) work and

T(c) = 4T(c/2) + O(1) . incurs Q1+ (n/L) (14 logz n)) cache misses to sort n
elements.
It follows thatT (c) = O(c?), wherec = y/ninitially. The o
work due to copying elements is al€n). Proof. The work done by the algorithm is given by
The total number of bucket splits is at mqgh. To q
see why, observe that there are at mgatbuckets at the W(n) = vnW(v/n) + ,le(ni) +0(n),
end of the distribution step, since each bucket contains at = ] )
least,/n elements. Each split operation invoh®s,/n) ~ Where eaclm < 2\/nandy n = n. The solution to this
work and so the net contribution to the work@n). ~ recurrence isV(n) = O(nign). -
Thus, the total work used by IBTRIBUTE is W(n) = The space complexity of the algorithm is given by
O(T (v/A)) +O(n) +O(n) = O(n). S(n) < S(2vi) +0(n) ,

For the cache analysis, we distinguish two cases. Let, \ o e thep
o be a sufficiently small constant such that the stack y.c racurrence iS(n) = O(n).

space used fits into caphe. - The cache complexity of distribution sort is described
Case I,n< aZ: The input and the auxiliary space of py the recurrence

size O(n) fit into cache usingd(1+ n/L) cache lines. o1 L i n<az
Consequently, the cache complexityQs1 +n/L). (1+n/L) q tnhsaz, )
Case ll,n>aZ: LetR(c,m) denote the cache misses Q) < { ‘/ﬁQ(\/ﬁ)ioz('fi?](/nllg otherwise ;
incurred by an invocation of BTRIBUTE(a,b,c) that ) o
copiesm elements from subarrays to buckets. We first Wherea is a sufficiently small constant such that the
prove thatR(c,m) = O(L + c2/L + m/L), ignoring the ~ Stack space used by a sorting problem of siZe in-
cost splitting of buckets, which we shall account for sep- luding the input array, fits completely in cache. The
arately. We argue th&(c, m) satisfies the recurrence ~ base cas@ < aZ arises when both the input arrdy
. and the contiguous stack space of s&g) = O(n) fit
OL+m/L) ifc<al, in O(1+ n/L) cache lines of the cache. In this case,
Rc,m) <¢ o R(c/2,m) otherwise ; (13)  the algorithm incur$(1+ n/L) cache misses to touch
; ’ ' all involved memory locations once. In the case where
wheres? _ m, whose solution iR(c,m) = O(L + n> az, thqe recursive calls.in Steps 1 and 3 cause
/L Jrzrr|1:/}_r)n Tl'he, recursive case > aL’ follgws im- Qv + 31 Q) .cache misses anG(1+n/L) is
. the cache complexity of Steps 2 and 4, as shown by

mediately from the algorithm. The base case Lemma 10. The theorem follows by solving the recur-
aL can be justified as follows. An invocation of onca

DISTRIBUTE(a,b,c) operates withc subarrays and
buckets. Since there a€¥L) cache lines, the cache can ; ot mat : )
hold all the auxiliary storage involved and the currently 6. Theoretical justifications for the ideal

accessed element in each subarray and bucket. In this ~cache model

case there ar®(L + m/L) cache misses. The initial ac- How reasonable is the ideal-cache model for algorithm

cess to each subarray and bucket ca@s = O(L)  design? The model incorporates four major assumptions
cache misses. Copying theelements to and from con-  that deserve scrutiny:

tiguous locations caus€} 1+ m/L) cache misses. optimal replacement,

We still need to account for the cache misses caused exactly two levels of memory,
by the splitting of buckets. Each split caus®sl + ¢ automatic replacement,
v/n/L) cache misses due to median finding (Lemma 9) o full associativity.

and partitioning ofy/n contiguous elements. An addi- pesigning algorithms in the ideal-cache model is easier
tional O(1+/n/L) misses are incurred by restoring the {hanin models lacking these properties, but are these
cache. As proven in the work analysis, there are at mostassumptions too strong? In this section we show that
v/ split operations. By addin®(,/n,n) to the split  4che-oblivious algorithms designed in the ideal-cache
complexity, we conclude that the total cache complexity model can be efficiently simulated by weaker models.
of the distribution step i©(L +n/L++/n(1++/n/L)) = The first assumption that we shall eliminate is that
O(n/L). of optimal replacement. Our strategy for the simula-
The analysis of distribution sort is given in the next tion is to use an LRU (least-recently used) replacement
theorem. The work and cache complexity match lower strategy [20, p. 378] in place of the optimal and om-
bounds specified in Theorem 8. niscient replacement strategy. We start by proving a

(n) term comes from Step 2. The solution to



lemma that bounds the effectiveness of the LRU simu- never replaced, the multilevel cache maintains the inclu-
lation. We then show that algorithms whose complex- sion property. The next lemma, whose proof is omitted,
ity bounds satisfy a simple regularity condition (includ- asserts that even though a cache in a multilevel model
ing all algorithms heretofore presented) can be ported todoes not see accesses that hit at lower levels, it neverthe-
caches incorporating an LRU replacement policy. less behaves like the first-level cache of a simple two-

. . level model, which sees all the memory accesses.
Lemma 12 Consider an algorithm that causes y

Q*(n;Z,L) cache misses on a problem of size n using Lemma 14 A (Z;,L;)-cache at a given level i of a mul-

a (Z,L) ideal cache. Then, the same algorithm incurs tilevel LRU model always contains the same cache lines
Q(n;Z,L) < 2Q*(n;Z/2,L) cache misses on &Z,L) as a simplgz;,Lj)-cache managed by LRU that serves
cache that uses LRU replacement. the same sequence of memory accesses. O

Proof. Sleator and Tarjan [30] have shown that the
cache misses on@,L) cache using LRU replacement
are (Z/L)/((Z — Z*)/L + 1)-competitive with optimal
replacement on &2*,L) ideal cache if both caches start

Lemma 15 An optimal cache-oblivious algorithm
whose cache complexity satisifies the regularity condi-
tion (14) incurs an optimal number of cache misses on

empty. It follows that the number of misses ofizaL) each level of a multilevel cache with LRU replacement.
LRU-cache is at most twice the number of misses on apygof. Let cache in the multilevel LRU model be a
(Z/2,L) ideal-cache. 0 (z,L) cache. Lemma 14 says that the cache holds ex-

actly the same elements agz, L;) cache in a two-level

Corollary 13 For ~any algorithm ~whose cache- LRU model. From Corollary 13, the cache complex-

complexity bound @;Z,L) in the ideal-cache model . of 5 cache-oblivious algorithm working on(&i, L)
satisfies the regularity condition LRU cache lower-bounds that of any cache-aware algo-
Q(n;Z,L) = 0O(Q(n;2Z,L)) , (14) rithm for a(Z,L;) ideal cache. AZ;,L;) level in a mul-
the number of cache misses with LRU replacement iStllevel pache incurs at least as many cc_':lche_misses as a
) (L) ideal cache when the same algorithm is executed.
0(Q(n;Z,L)). O
Proof. Follows directly from (14) and Lemma 12.[] Finally, we remove the two assumptions of automatic
The second assumption we shall eliminate is the as-replacement and full associativity. Specifically, we shall
sumption of only two levels of memory. Although mod- show that a fully associative LRU cache can be main-
els incorporating multiple levels of caches may be nec-tained in ordinary memory with no asymptotic loss in
essary to analyze some algorithms, for cache-obliviousexpected performance.
algorithms, analysis in the two-level ideal-cache model
suffices. Specifically, optimal cache-oblivious algo-
rithms also perform optimally in computers with mul-
tiple levels of LRU caches. We assume that the cache
satisfy theinclusion property[20, p. 723], which says Proof. Given the address of the memory location to
that the values stored in cachare also stored in cache be accessed, we use a 2-universal hash function [24,
i + 1 (where cache 1 is the cache closest to the procesp. 216] to maintain a hash table of cache lines present
sor). We also assume that if two elements belong toin the memory. TheZ/L entries in the hash table
the same cache line at levielthen they belong to the point to linked lists in a heap of memory that contains
same line at leval+ 1. Moreover, we assume that cache Z/L records corresponding to the cache lines. The 2-
i + 1 has strictly more cache lines than cachEhese as-  universal hash function guarantees that the expected size
sumptions ensure that cache 1 includes the contents of a chain iSO(1). All records in the heap are organized
of caché plus at least one more cache line. as a doubly linked list in the LRU order. Thus, the LRU
The multilevel LRU cache operates as follows. A hit policy can be implemented iB(1) expected time using
on an element in cachigs served by cacheand is not  O(Z/L) records ofO(L) words each.
seen by higher-level caches. We consider a line in cache

Lemma 16 A (Z,L) LRU-cache can be maintained us-
ing O(Z) memory locations such that every access to a
Scache line in memory takeg O expected time.

i + 1 to bemarkedif any element stored on the line be- 3Alpern, Carter and Feig [5] show that optimality on each level of
longs to caché. When caché misses on an access, it memory inthe UMH model does not necessarily imply global optimal-
recursively fetches the needed line from cachel . re- ity. The UMH model incorporates a single cost measure that combines

the costs of work and cache faults at each of the levels of memory. By

placmg the |eaSt'recent|y accessed unmarked cache III’]eanalyzing the levels independently, our multilevel ideal-cache model

The re.placed CaCh_e line is then brought to the' front of remains agnostic about the various schemes by which work and cache
cache(i+1)’s LRU list. Because marked cache lines are faults might be combined.



Theorem 17 An optimal cache-oblivious algorithm
whose cache-complexity bound satisfies the regularity
condition (14) can be implemented optimally in expec-
tation in multilevel models with explicit memory man-
agement.

Proof. Combine Lemma 15 and Lemma 16. [

Corollary 18 The recursive cache-oblivious algorithms
for matrix multiplication, matrix transpose, FFT, and
sorting are optimal in multilevel models with explicit

memory management.

Proof. Their complexity bounds satisfy the regularity
condition (14).

It can also be shown [26] that cache-oblivous algo-
rithms satisfying (14) are also optimal (in expectation)

in the previously studied SUMH [5, 34] and HMM [1]
models. Thus, all the algorithmic results in this paper
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Figure 4: Average time to transpose &hx N matrix,
divided byN?2.

exceptions. Hong and Kung [21] use the red-blue peb-
ble game to prove lower bounds on the 1/O-complexity
of matrix multiplication, FFT, and other problems. The

red-blue pebble game models temporal locality using
two levels of memory. The model was extended by
Savage [27] for deeper memory hierarchies. Aggarwal
and Vitter [3] introduced spatial locality and investigated

a two-level memory in which a block d® contiguous

apply to these models, matching the best bounds previditems can be transferred in one step. They obtained tight

ously achieved.
Other simulation results can be shown. For example,

bounds for matrix multiplication, FFT, sorting, and other
problems. The hierarchical memory model (HMM) by

by using the copying technique of [22], cache-oblivious Aggarwal et al. [1] treats memory as a linear array,
algorithms for matrix multiplication and other problems Wwhere the cost of an access to element at locatien

can be designed that are provably optimal on direct-
mapped caches.

given by a cost functiofi(x). The BT model [2] extends
HMM to support block transfers. The UMH model by

Alpern et al. [5] is a multilevel model that allows 1/O at

7. Related work

In this section, we discuss the origin of the notion of
cache-obliviousness. We also give an overview of other
hierarchical memory models.

Our research group at MIT noticed as far back as
1994 that divide-and-conquer matrix multiplication was
a cache-optimal algorithm that required no tuning, but
we did not adopt the term “cache-oblivious” until 1997.

different levels to proceed in parallel. Vitter and Shriver
introduce parallelism, and they give algorithms for ma-
trix multiplication, FFT, sorting, and other problems in

both a two-level model [35] and several parallel hierar-
chical memory models [36]. Vitter [33] provides a com-

prehensive survey of external-memory algorithms.

8. Conclusion

This matrix-multiplication algorithm, as well as a cache- The theoretical work presented in this paper opens two

oblivious algorithm for LU-decomposition without piv-
oting, eventually appeared in [9]. Shortly after leaving
our research group, Toledo [32] independently proposed

important avenues for future research. The first is to
determine the range of practicality of cache-oblivious
algorithms, or indeed, of any algorithms developed in

a cache-oblivious algorithm for LU-decomposition with the ideal-cache model. The second is to resolve, from a

pivoting. Forn x n matrices, Toledo’s algorithm uses
O(n®) work and incursd(1 + n?/L + n®/Lv/Z) cache
misses. More recently, our group has produced an FFT
library called FFTW [18], which in its most recent incar-
nation [17], employs a register-allocation and schedul-
ing algorithm inspired by our cache-oblivious FFT al-
gorithm. The general idea that divide-and-conquer en-
hances memory locality has been known for a long
time [29].

Previous theoretical work on understanding hierar-
chical memories and the I/O-complexity of algorithms
has been studied in cache-aware models lacking an auto

complexity-theoretic point of view, the relative strengths
of cache-oblivious and cache-aware algorithms. To con-
clude, we discuss each of these avenues in turn.

Figure 4 compares per-element time to transpose a
matrix using the naive iterative algorithm employing a
doubly nested loop with the recursive cache-oblivious
REcC-TRANSPOSEalgorithm from Section 3. The two
algorithms were evaluated on a 450 megahertz AMD
K6l1l processor with a 32-kilobyte 2-way set-associative
L1 cache, a 64-kilobyte 4-way set-associative L2 cache,
and a 1l-megabyte L3 cache of unknown associativ-
iy, all with 32-byte cache lines. The code foEBR

matic replacement strategy, although [10, 28] are recentTRANSPOSEWas the same as presented in Section 3, ex-
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Figure 5: Average time taken to multiply twdN x N To close, we mention two theoretical avenues
matrices, divided by®. that should be explored to determine the complexity-

theoretic relationship between cache-oblivious algo-
cept that the divide-and-conquer structure was modifiedrithms and cache-aware algorithms.

to produce exact powers of 2 as submatrix sizes Wher'Separation: Is there a gap in asymptotic complexity

ever ,F?OSSi.b'?-. In addition, the base cases were "Coarsyqyeen cache-aware and cache-oblivious algorithms?
ened” by |nl|n!ng the recursion near the leaves to in- It appears that cache-aware algorithms should be able to
crease their size and overcome the overhead of procey e caches petter than cache-oblivious algorithms, since
dure calls. (A good research problem is to determmethey have more knowledge about the system on which
an effect_ive compiler strategy for coarsening base Case?hey are running. Do there exist problems for which this
automatically.) advantage is asymptotically significant, for example an

Althqugh these resul'gs must be considered p_relimi- Q(lgZ) advantage? Bilardi and Peserico [8] have re-
nary, Figure 4 strongly |nd|caFes that Fhe recursive al- cently taken some steps in proving a separation.
gorithm outperforms the iterative algorithm throughout

the range of matrix sizes. Moreover, the iterative al- Simulation: Is there a limit as to how much better a
gorithm behaves erratically, apparently due to so-calledc@che-aware algorithm can be than a cache-oblivious
“conflict” misses [20, p. 390], where limited cache asso- @lgorithm for the same problem®hat is, given a class
ciativity interacts with the regular addressing of the ma- Of optimal cache-aware algorithms to solve a single
trix to cause systematic interference. Blocking the itera- Problem, can we construct a good cache-oblivious al-
tive algorithm should help with conflict misses [22], but 9orithm that solves the same problem with only, for
it would make the algorithm cache aware. For large ma- example,O(lgZ) loss of efficiency? Perhaps simula-
trices, the recursive algorithm executes in less than 709410 techniques can be used to convert a class of effi-
of the time used by the iterative algorithm, even though cient cach_ejaware algorlthms into a comparably efficient
the transpose problem exhibits no temporal locality. cache-oblivious algorithm.

Figure 5 makes a similar comparison between the
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