CS410 Fall 99             Prelim 2           November 11, 1999

There were 2 versions of the test, A and B, with some slight differences.

1. (10 points) Draw the DFS forest that would result if you started searching the following graph at vertex s.  Clearly label each vertex with its name and preorder number and each edge with T, C, B, or F to indicate whether it is a tree edge, cross edge, back edge, or forward edge, respectively. (There is more than one correct answer.)














2. (8 points) (a) Draw a directed graph with five vertices and as few edges as possible such that the graph is strongly connected.  (b) Draw a directed graph with five vertices and as many edges as possible such that the graph has five strongly connected components.

(a)






(b)             








3. (2 points) How many topological sorts of the following dag are there?


4. (3 points) In DFS for undirected graphs, we are allowed to search an edge in either direction, depending on which of its endpoints we visit first.  The DFS forest for an undirected graph may contain tree, back, and forward edges, but never any cross edges.  Why not?


5. (8 points) List the following functions in order of increasing asymptotic growth rate.  If two functions have the same asymptotic growth rate to within a constant factor, indicate so.

(a) 5log n




(e) 2n log n
(b) n log n
log log n


(f) n!

(c) n (log n)2 / log log n


(g) nlog 5
(d) (n, where ( = (1+(3)/2

(h) 3n/2

6. (10 points) Show the result of hashing the values (Ver.A) 7, 6, 12, 2, 11 (Ver. B) 7, 6, 2, 12, 11 in a hashtable of size 5 with hash function h(x) = 3x + 1 (mod 5) using (a) open addressing with linear probing, (b) chaining.

(a)





     (b)


7. (9 points) For each of the following sorting problems, say which sorting method you would choose and why.

(a) An array of 995,328 pixel color values, each of which is an integer in the range [0,255].


(b) The entries in the Manhattan telephone directory by telephone number.


(c) The index entries of a 500-page book.


8. (8 points) Sort ANY, ERA, CRY, ASK, END, ARK using radix sort.   Show all stages of the algorithm and say what you are doing at each stage.


9. (8 points) Suppose we know all the required courses for the computer science major and which courses are prerequisites for which other courses.  Suppose that all prerequisites must be obeyed, every course is offered every semester, and there is no limit to the number of courses you can take in one semester.  You would like to know the minimum number of semesters required to complete the major.  Describe the data structure you would use to represent this problem, and outline a linear time algorithm for solving it.

10. (8 points) Describe how with at most O(n) extra storage any non-stable comparison-based sorting method can be made stable without affecting the asymptotic running time.  (Hint.  Do some preprocessing on the keys in the input array to make them distinct.  Make it so that comparisons between keys that were formerly equal would be resolved in the right way.)
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Ver. A: 4 correct solutions:


T: (s,v), (v,u), (u,t)


B: (u,v), (t,s)   F: (v,t), (s,u)





T: (s,v), (v,t), (v,u)


B: (u,v), (t,s)  F: (s,u)


C: (u,t)





T: (s,u), (u,v), (v,t)


B: (v,u), (t,s)  F: (u,t), (s,v)





T: (s,u), (u,t), (u,v)


B: (v,u), (t,s)  F: (s,v)


C: (v,t)





Ver. B: 3 correct solutions:


T: (s,v), (v,u), (u,t)


B: (u,v), (t,s), (t,v)


F: (s,u)





T: (s,u), (u,v), (u,t)


B: (v,u), (t,s)


F: (s,v)  C: (t,v)





T: (s,u), (u,t), (t,v)


B: (v,u), (t,s)


F: (u,v), (s,v)
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Actually, the DFS forest of undirected graph may not contain forward edges either, for the same reason.  There can be no cross or forward edges because such edges would go from a higher postfix-numbered vertex to a lower postfix-numbered vertex.  But this is impossible, since the other endpoint was visited previously, and the edge would have been explored from the other direction at that time.





Ver A: 2 11 7 12 6


Ver B: 12 11 7 2 6





n log n log log n < n (log n)2/log log n < n log 5 ( 5 log n < (n < 3n/2 < n! < 2n log n,


where < means “grows asymptotically slower than” and ( means “grows at the same asymptotic rate as”.





Ver A: / / (7,12,2) / (6,11)


Ver B: / / (7,2,12) / (6,11)


where / means null








Counting sort.  There are only 256 key values, so the auxiliary array would be only of size 256, and there would be only two passes through the data, which would be very efficient in both time and space.





Bucket sort, where the buckets are defined by the last 7 digits.  This requires an auxiliary array of size 10 million, and has the advantage of requiring only one pass through the data on disk.  Each bucket contains all telephone numbers with the same last 7 digits but different area codes.  The buckets can then be sorted on area code by selection or insertion sort; there are only a handful of area codes.





Use a dag.  The vertices represent courses and the edges represent the prerequisite relation between courses. It is a dag, because the prerequisite relation has no cycles.  (We can test for the existence of cycles in linear time and report an invalid graph if so.) 





The number of semesters required to complete the major is one more than the longest path in the dag.  This can be calculated on the DFS tree recursively in linear time.  The longest path out of a vertex x is 0 if x has outdegree 0, otherwise it is 1 + max {longest path out of y | (x,y) is an edge of G}.  This algorithm can be proved correct by induction on postorder number, since in a dag, all edges go from higher to lower postorder number.





Replace each key k with the pair (k,i), where i is the index of the element in the original input array.  Use the second component to resolve ties; i.e., compare keys (k,i) and (k’,i’) lexicographically.  The algorithm is stable, since two elements with the same original key will be compared on their second components, which will keep them in the same order as in the input array.  This does not affect the worst-case asymptotic running time of the algorithm, since a comparison still takes constant time, and it uses only O(n) extra storage for the second components of the pairs.








Any standard comparison sort such as mergesort will do.  Compare the strings lexicographically(in Java, use String.compareTo().  For the size of the data set (probably no more than a few thousand entries), anything fancier would not be worth the implementation overhead.





ANY ERA CRY ASK END ARK


sort on last letter (


ERA END ASK ARK ANY CRY


sort on second letter (


END ANY ERA ARK CRY ASK


sort on first letter (


ANY ARK ASK CRY END ERA











