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The Shifting Roles of Humans in Al Systems

Al and automation are fundamentally changing the roles that humans play as developers and users of
new technology. Humans are no longer merely users of computational systems; they are integral parts
of those systems, which makes understanding the roles they play critical to designing new practical
solutions to real-world problems:

+ Humans as Objective Functions: As Al continues to advance, we are increasingly confronted with
the complexity of deciding how to actually use it. In the real world, problems are often nuanced and
multifaceted, with complex and subjective tradeoffs that make no single solution universally correct.
Here it can be useful to think of humans as something between traditional users and implicit objec-
tive functions to optimize. Much of my work addresses problems like this by combining technical
innovation with user interaction design.

* Humans as Sources of Data: Al is driven by data, which makes the collection and curation of data
an essential part of adapting progress in Al to new domains. In particular, many critical domains like
healthcare, agriculture, and the sciences depend on highly scarce or specific distributions of data.
Another significant thread in my work focuses on making it easier for people to scale the collection
and labeling of such data to help extend data-driven approaches to new domains.

+ Humans as Adversaries: The rapid progress of Al can also lead to opportunities for misuse. Another
focus of my research deals with designing practical ways to help protect against such misuse. Thus
far, most of my work in this space has focused on noise-coded illumination (NCI), a technique |
developed for applications in video forensics. However, combating adversarial uses of Al is becoming
increasingly important, and is a growing part of my ongoing and future work.

Understanding these shifting roles is particularly critical to solving problems that cannot be addressed

through algorithms or interaction design alone. My group addresses such problems through tight in-
tegration of technical innovation and interdisciplinary design that treats humans as integral parts of
computational solutions.

Humans as Objective Functions

As Al brings more automation into interactive systems, the role of users can start to change. User
input can start to involve fewer instructive commands and more responses to Al inquiries. Taken to an
extreme, this can start to look like Reinforcement Learning from Human Feedback (RLHF). But task-
specific human-Al interaction is usually much more efficient when communication is more expressive in
both directions, leading to many new challenges and opportunities for HCI and interaction design. | have
worked on leveraging Al and optimization for interactive systems in many domains, ranging from editing
images [6, 2, 20] and video [15, 9, 16, 17] to fabrication [7, 8], lighting [10], and creative writing [23, 22].
Narrative Keyframing offers a good example of leveraging LLMs in interactions for creative writing, while
Adaptive Video Eventfulness offers an example that integrates learning and interaction, and is also the
inspiration for my ongoing work on rapid data labeling in scientific applications.

Interactive Explainable Ranking

My work on Interactive Explainable Ranking (IER), which received a Best Paper Award at CHI 2026,
illustrates some of what makes humans so difficult to optimize for, and how Al and optimization can help.
In IER, we formalize a general class of decision making tasks that we call explainable ranking. Given
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a set of choices to evaluate (these can be anything, e.g., job offers, project submissions, potential pur-
chases), the goal is to define two things: a ranking that orders the choices and an explanation for that
ranking given as a global weighting of criteria defined for each choice (one can think of this explanation
as a rubric for evaluating choices). In practice, many nuanced and multifaceted real-world decisions can
be formulated as explainable ranking tasks, and many tools have explored ways to solve such problems
with constraints that force rankings and explanations to agree at all times. A key observation of our work
is that such constraints often hide real unconscious bias and inconsistency in human reasoning. Users
tend to rank choices based on preferences (i.e., pairwise comparisons among choices) and explain
rankings based on values (i.e., relative weights for different criteria). Soliciting each of these indepen-
dently leads to contradictions, which we can use to identify signs of bias and inconsistency. Leveraging
Al and optimization, we help users recognize and correct these inconsistencies. We showed through
users studies that this led to more consistent and explainable decision making on a variety of tasks,
from choosing places to live to evaluating entries in a film festival, and grading projects submitted for a
college course.

Notably, IER began not as a research project, but as a tool | started developing several years ago to
scale fair grading practices for open-ended projects in the undergraduate computer graphics course |
teach. To this end, it was critical to ensure that responsible limits could be placed on how the system
uses Al. One way to do this is through what we call a user insertion sort (UIS), which leverages Al to
accelerate ranking while provably guaranteeing that all comparisons are made or verified by the main
human user. Instead of using Al to make decisions directly, it is limited to helping select more efficient
sets of queries for the user. Configurable limitations on Al are discussed in detail in the paper, and the
strictest limits are used when grading students in my course. Our system has become indispensable to
the course and has already been used to grade hundreds of projects a year for the last few offerings.
More details can be found on our project website, and | am continuing to explore new extensions and
use cases with my students in ongoing work.

Ongoing & Future Work

Some of the inspiration for IER came from related work on recommendation systems, which are often
used to quantify user preferences. Part of what makes IER so interesting to use is that instead of
leveraging preferences to sell ads we present them back to the user to encourage introspection. This
can be very powerful and is something | plan to explore more in future work. For example, can we use a
system like IER to add more transparency to recommendation systems? Or can we build collaborative
variants of IER that help identify opportunities for compromise and consensus among users?

The use of Al to facilitate this type of introspection and ideation is also very relevant to tools that support
creative exploration, as can be seen in many of the other projects from my group. Supporting this type of
iterative interactivity will become increasingly important as Al becomes a bigger part of our daily lives.

Humans as Sources of Data

Most recent progress in Al has centered on learning from abundant sources of data (e.g., images and
text scraped from the Internet). However, data-driven solutions only work when the right data is available,
and many important real-world applications depend on scarce or highly specific data (e.g., healthcare
and the sciences). A major thread of research in my group has focused on building systems that facilitate
the targeted collection of such data on mobile devices. This has been the subject of several publications
(e.g., [21, 18, 1, 19, 4, 14]) and multiple mobile applications released by my group, as well as ongoing
collaborations with clinicians, a startup from Cornell Tech’s runway postdoc program, and researchers
in plant science and agriculture. My work in this space so far has pushed the convenience and precision
of mobile capture guidance to help users capture more precise distributions of data. This provides the
foundation for my longer-term efforts focused on helping users customize and coordinate collaborative
data capture at scale. | describe this long-term goal and how it can help extend data-driven techniques
to new application domains in the subsection on CaptureGraph.
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The user or their physician captures an initial reference Our mobile app uses our custom real-time 3D tracking and Each observation records a burst of data that we use to computationally remove variations
observation to set target conditions (camera viewpoint and AR-based visual guidance to help users recapture the subject in lighting across different environments. Together with our high-precision alignment,
subject configuration / joint angles) for future capture under target conditions over time and in different environments this lets us create detailed visualizations of healing or growth over time.

Figure 1: Personal Time-Lapse For Remote Healthcare We developed a mobile application for capturing precise
high-quality visualizations of the body called personal time-lapse (PTL), that can be used to monitor growth and
healing for remote healthcare. Recording PTL begins with capturing a reference observation (left), which can be
done by the patient or by a clinician in an initial consultation. During recapture (middle), our tool uses custom
3D tracking and AR-based visual guidance to help the user precisely recapture the conditions of the reference
observation over time. Each observation captures a burst of images and depth information that we use to factor out
changes in illumination caused by capturing data in different environments. We compile these observations into a
3D visualization of long-term changes in the subject under consistent lighting.

AR-Guided Time-Lapse Capture on Mobile Devices

Many applications, from field sciences to construction, structural health monitoring, and agriculture,
depend on repeatable observations that must be captured over an extended period of time. Time-lapse
offers a useful way to record and visualize such observations, but is traditionally difficult and costly to
capture. Early in my faculty career, | began working with undergrads (now PhD students at MIT, Stanford,
and Princeton) on ways to capture time-lapse with mobile devices by using Augmented Reality (AR) to
guide users to repeatedly photograph subjects from the same viewpoints over time. Instead of leaving
a camera in a scene, users are free to take it with them when frames are not being recorded, and
when they return our mobile application guides them back to the precise viewpoints of images that need
to be re-captured. In this way, they can build time-lapse frame-by-frame on a device that they already
carry, making it easier to capture multiple time-lapse videos in parallel and in uncontrolled environments.
Our UIST 2022 paper [21] showed that the optimal user guidance strategy for this application depends
on specific capture conditions. Based on this, we designed and validated a system with three capture
modes, and released it as a free iOS app that has since found many users outside of Cornell . Our
SIGGRAPH 2025 paper introduced a registration pipeline to address scaling challenges that arise with
large (e.g., 10k images) datasets, as well as a novel reconstruction technique for state-of-the-art intrinsic
lighting decomposition and interpolation. Many example time-lapse videos can be found on our linked
project websites (here and here). These projects made hand-capture of time-lapse extremely practical,
taking something that was largely theoretical and turning it into a robust mobile system that works in
diverse settings. Notably, these projects were published in different communities (HCI and Graphics),
which reflects how the work mixed technical and design contributions. This work and the extensive
data capture experience that came with it also served as a starting point for our longer-term work on
CaptureGraph, described later in this statement.

Data Capture for Telemedicine & Remote Health Care

The COVID-19 pandemic revealed how critical access to remote care can be for robust and scalable
public health [5, 3], highlighting the need for better tools to support remote asynchronous interactions
between patients and healthcare providers [12, 13]. Our work on personal time-lapse [18] addresses
this problem by creating a mobile app that lets users record precise visual observations of their body
under controlled conditions outside of clinical settings. The app, called MeCapture, works by first cap-
turing a reference observation, which can be of any part of the body, then helping users record new data
under conditions that match this initial observation across extended periods of time (see Figure 1). To
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accomplish this, we help users control three factors: the camera viewpoint, the subject configuration’,
and the illumination. To do this, we developed custom mobile 3D tracking and registration techniques,
novel AR-based guidance, and a computational illumination technique to factor out changes in environ-
mental lighting. This let us recover detailed long-term 3D visualizations of the body from data captured
under diverse settings on regular phones. We validated the system with user-captured data in a formal
user study and two extended case studies that included data captured over multiple months. Example
PTL results for hair growth and the healing of a burn can be found on our project website, our app is
available for free on iOS devices, and we are building on this work in collaboration with a medical doctor
from Cornell Tech’s runway postdoc program. PTL is also notable for the variety of contributions that
made it possible. Our interaction design is only enabled by our custom mobile tracking system, and our
method for controlling illumination is only enabled by our interaction design. This offers a compelling
example of a system that was only made possible through tight integration of technical innovation and
interaction design.

Ongoing and Future Work: CaptureGraph & Coordinated Sampling

My work on data capture systems is part of a larger long-term effort meant to support and scale custom
data collection for applications in learning and reconstruction. This project, called CaptureGraph, is the
subject of my NSF CAREER award. | have been developing CaptureGraph with my group for multiple
years and using it internally for projects with my own students as well as collaborators focused on
healthcare and agriculture. CaptureGraph consists of three main components:

+ A domain-specific language (DSL) for specifying custom data collection protocols, including
custom capture procedures and sampling goals.

+ A mobile client for running custom protocols that offers interactive guidance and facilitates the
sharing and execution of protocols without recompilation.

» A server that coordinates sampling among multiple users, capable of using strategies like im-
portance sampling and active learning to delegate tasks for more efficient sampling of target data
distributions.

This design is meant to be easy for experts in different domains to adopt and customize. For example,
our current implementation uses mobile alerts, GPS, and AR to adaptively coordinate multi-user efforts
based on sampling goals that can be specified across space (global GPS and local camera poses), time,
and conditions such as sun angle, temperature, and weather. We have been using this, for example, to
capture data at a maize field where we work on predictive phenotyping with long-term collaborators in
agriculture at Cornell. We plan to open source CaptureGraph in the coming year with an initial set of
features developed in current projects. Our long-term goal is to build a community of users supporting
data collection across a wide range of disciplines.

Another goal of CaptureGraph is to help explore new approaches to learning and reconstruction that
benefit from more precise control over how data is sampled and labeled. Theory tells us that the ability
to control sampling patterns can help address bias and lead to more accurate or efficient reconstruction
(e.g., through importance sampling or active learning). We have been using CaptureGraph to explore
some of these ideas internally for applications like learning a representation for 3D time-lapse based
on hand-captured data. Initial results are promising (e.g., this one showing the construction of Cornell’s
new CIS building), and | am confident that approaches like this will enable new and exciting applications
in the future.

Humans as Adversaries

New technology also comes with new risks and potential for misuse, and we already see many instances
of this with Al. In some cases, risk can be mitigated by taking the right precautions when designing tools

Subject configuration includes things like the level of muscle relaxation and angle of joints, which can stretch and deform
wounds, making changes harder to interpret.
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Figure 2: We present Noise-Coded Illlumination (NCI), a technique for watermarking light that makes it much
easier to detect spatial and temporal manipulation of video captured in a coded environment. We show a scene
with one coded light placed in a lecture hall during a talk. The top middle image shows a frame of unaltered video.
The bottom middle image shows a frame of manipulated video, where the presentation content has changed, a
surveillance camera has been added to the back wall using a generative model, and part of the recorded dialogue
has been removed using a warp cut to change its meaning. The vertical strip outlined in red visualizes color from
a small strip of wall (highlighted in red) over time. The strip is near-constant, reflecting the subtlety of coded light
variations. On the right we see code images recovered from the original video (top) and the manipulated video
(bottom). Unmanipulated code images should approximate what the scene looks like lit by only the coded light
(placed to the left of the scene). Fake content from the manipulated video does not reflect coded light in the
bottom code image, indicating manipulation. The rightmost plots show temporal alignment matrices extracted from
each video. The alignment matrix for the original video shows an uninterrupted diagonal, while the matrix for the
manipulated video shows a discontinuity where a word was secretly removed (boxed in red).

(for example, the way IER is designed to let users choose how Al should be limited). However, there are
also cases where the mere existence of technology can create adversarial incentives that make threats
unavoidable. Such cases call for new strategies to protect human interests, which is another theme
explored in my research, particularly in the context of video forensics.

Noise-Coded lllumination for Forensic Video Analysis

The proliferation of advanced tools for manipulating video has led to a technological arms race between
those who want to spread misinformation and those trying to detect and expose it. Unfortunately, long
term prospects for video forensics are not good under general settings, as generative models are only
getting better, and there is no general way to distinguish between a real video and a perfectly plausible
fake. If we think of video forensics as an adversarial game, there is an advantage held by those creating
fake media, which is equal access to the distribution of “natural” video. However, while completely
general long-term solutions are unlikely, we can still develop forensic techniques that work in more
specific settings and apply those techniques in high-stakes scenarios. This is the idea behind my work
on Noise-Coded Illlumination [11], where we show that by coding very subtle, noise-like modulations into
the illumination of a scene, we can create an information asymmetry that favors forensic verification.
Our approach adds a coded temporal watermark to the lighting of a scene that appears natural to
most observers but can be detected by anyone with knowledge of a secret key. To make this more
robust to adversarial attacks, rather than encoding a specific message in the watermark, we encode an
image of the un-manipulated scene under coded illumination so that replay attacks inadvertently carry
signal from the original scene. We show that even when an adversary knows that coded illumination is
present, creating plausible coded fake video amounts to solving a second (and more difficult) version
of the original adversarial problem at a significant information disadvantage. This provides a practical
avenue for protecting high-stakes events, where illumination can often be controlled, but the number
and variety of videos being captured may not. For example, it would be reasonably cheap to code all
of the illumination in United Nations headquarters, which would give the UN a way to authenticate any
video purportedly captured in their buildings. Our initial work on this project became the first paper on
video forensics ever published in the ACM Transactions on Graphics Journal, and was presented at
SIGGRAPH 2025. More details can be found on our project webpage, as well as examples of press
coverage about the work. | am continuing work in this space, both on improving NCI for applications in
forensics, and also expanding to other applications of computational illumination.
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