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My research explores new opportunities that connect visual computing and human-computer inter-
action (HCI) with ideas and applications from different disciplines.

Blending Technical Innovation & Interdisciplinary Design
My research group can be difficult to categorize. Most of our projects are interdisciplinary, and our work
incorporates contributions to software and hardware, algorithms, learning, user interaction, and design.
We publish regularly at top venues across computer graphics, HCI, and computer vision, and collaborate
with medical professionals, engineers, and experts from different sciences. But more than any specific
application or research topic, our work is often characterized by a blend of technical innovation and
interdisciplinary design. As these terms often mean different things to different communities, I want to
be specific about what they mean here1 and why I believe this combination is both timely and important:

• “Technical Innovation” Many areas of computer science originally formed around specific central
problems (e.g., computer graphics around rendering, computer vision around problems like image
classification and visual correspondence). Over time, these areas developed metrics and bench-
marks to validate progress on their respective central problems, enabling methodologies closer to
those used in the sciences (closer, at least, than engineering is more generally). These method-
ologies facilitate “deep” progress, where many research efforts contribute to a common thread of
progress on a shared problem in hopes that solutions can be abstracted for use in downstream ap-
plications. When researchers refer to “technical innovation”, they often mean contributions to one of
these common threads.

• “Interdisciplinary Design”The focus of disciplines like social planning and human-computer inter-
action (HCI) is generally broader, as it includes exploring implications of new technology on different
users and applications. Here, the inclusion of human factors frequently leads to so-called “wicked
problems”[19] that involve ambiguous or conflicting goals. Progress on such problems calls for a dif-
ferent set of methodologies, as most hypotheses are not simply “right” or “wrong”, and transferrable
knowledge often comes from understanding problems better, rather than arriving at or improving spe-
cific solutions. This gives rise to research that uses design as part of its methodology [26, 7]. The
value of such research is not limited to social planning or human interaction; similar approaches un-
derlie important work in systems, product development, and interdisciplinary efforts, where progress
can often be made by reframing problems or connecting ideas from different communities.

In research, technical contributions tend to focus on improving solutions, while design contributions tend
to focus on understanding problems. Historically, favoring one type over the other has been a useful way
to concentrate efforts and refine methodologies within a research community. However, specialization
can also be limiting: technical innovation without design requires the abstraction of problems (e.g., into
benchmarks), and design without technical innovation requires the abstraction of solutions (e.g., into
well-specified modular components). Automation—and AI, in particular—breaks down these abstrac-
tions by turning the description of a problem into a recipe for its solution. For example, progress on an
oversimplified problem abstraction is often trivial with more data or a larger network, and oversimplified
abstractions of AI in design tend to ignore important nuances like bias, hallucination, and mode collapse.

1These terms are often used loosely and inconsistently, but the meaning I use here reflects my observations on program
committees for top-tier publications in graphics and HCI (e.g., ACM SIGGRAPH and UIST) in recent years.
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So while good research continues to happen in both technical and design-oriented disciplines, new op-
portunities are often hindered by their methodological separation. My group focuses on identifying and
exploring such opportunities.

Blending Technical Innovation & Interdisciplinary Design:

The remainder of this statement is grouped by related research topics. Some work is framed as technical
innovation enabled by some interdisciplinary connection or novel design choice (e.g., [15, 14, 11, 1, 4, 5]),
while other work is framed as system design that builds on a novel technical insight or innovation (e.g.,
[23, 22, 21, 25, 24]). Our framing often depends on the community where the work was presented, and a
significant strength of my group has been the ability to publish regularly at top venues across disciplines with
different expectations and norms. I will use these colored boxes throughout the statement to comment on
how each line of work was enabled by the combination of technical innovation and interdisciplinary design.

1 Intelligent Application-Specific Data Capture
Most recent progress in AI has centered on learning from abundant sources of data (e.g., images and
text scraped from the Internet). However, data-driven solutions only work when the right data is available,
and many important real-world applications depend on scarce or highly specific data (e.g., healthcare
and the sciences). Several projects in my group have focused on building mobile systems that facilitate
the targeted collection of such data by integrating novel interaction design with innovations in data regis-
tration, analysis, and visualization. This work is the focus of my NSF CAREER award, several published
[25, 22, 1, 23, 6, 20] and ongoing projects, as well as ongoing collaborations with clinicians, a startup
from Cornell Tech’s runway postdoc program, researchers in plant science and agriculture, as well as a
group of environmental surveyors in Australia.

3D Personal Time-Lapse with Controlled Lighting
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this lets us create detailed visualizations of healing or growth over time.
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Figure 1: Personal Time-Lapse For Remote Healthcare We developed a mobile application for capturing
precise high-quality visualizations of the body called personal time-lapse (PTL), that can be used to monitor growth
and healing in remote healthcare settings. Recording PTL begins with the capture of a reference observation (left),
which can be done by the patient or by a clinician in an initial consultation. During recapture (middle), our tool
uses custom 3D tracking and AR-based visual guidance to help the user precisely recapture the conditions of the
reference observation over time. Each observation captures a burst of images and depth information that we use to
control for changes in illumination when data is captured in different environments. We compile these observations
into a 3D visualization of long-term changes in the subject under consistent lighting.

1.1 Data Capture for Telemedicine & Remote Health Care

The COVID-19 pandemic demonstrated how critical access to remote care can be for robust and scal-
able public health [8, 3], highlighting the need for better tools to support remote and asynchronous
interactions between patients and healthcare providers [16, 17, 18]. Our work on personal time-lapse
[22] helps address this problem by creating a mobile application that lets users record precise visual
observations of their body (including image and geometry data) under controlled conditions outside of
clinical settings. The app, which we call MeCapture, works by first capturing a reference observation of
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the subject, which can be any part of the body. This reference observation can be captured by a spe-
cialist during an initial consultation, or the user can capture it themselves and have a specialist review
it remotely. The application then helps the user record new data under conditions that match this initial
observation over extended periods of time. To accomplish this, we combine custom 3D tracking and
registration with novel AR-based visual guidance to help the user match the reference camera viewpoint
and subject configuration (e.g., the level of muscle relaxation and angle of joints). Once the reference
conditions are met, the app automatically captures a burst of image and depth data that we can use to
factor out changes in environmental illumination and reconstruct the subject under controlled, consistent
illumination. This lets us derive detailed and consistent 3D visualizations of the body over time from data
that the user can capture in uncontrolled variable settings on a regular mobile phone. We demonstrated
dramatic improvements in the consistency of data captured with our app in a user study and examined
multiple case studies of users gathering data over a period of months. Figure 1 shows an overview
of our application, and example captured data visualizing the growth of hair and the healing of a burn
wound can be found on our project website. We have also released a free iOS version of our app on the
Apple App store, and are building upon this work in collaborations with Weill Cornell and a startup from
Cornell Tech’s runway postdoc program.

Blending Technical Innovation & Interdisciplinary Design:

Our work on personal time-lapse followed a design process that began with needfinding to understand
current practice and develop a set of design goals. Through this process, we identified fundamental tech-
nical limitations related to mobile tracking, registration, and lighting, that had hindered related efforts by
clinicians and interaction designers in the past. Here, we were able to incorporate our design goals into
the development of new approaches to mobile tracking and registration, as well as a computational illu-
mination technique to control lighting. These innovations, in turn, enabled a new interaction design and
led to unprecedented results. Our design process revealed important technical needs, and our tech-
nical innovation created new design opportunities. This offers an excellent illustration of how blending
user-centered design with technical innovation can lead to significant progress on important problems.

1.2 Guided Capture of Time-Lapse in Other Settings

Healthcare is not the only application where capturing changes over extended periods is important.
Many domains—from field sciences, to construction, structural health monitoring, and agriculture—
depend on repeatable measurements taken from uncontrolled settings over time. Time-lapse offers
a particularly useful way to record and visualize such measurements, but capturing time-lapse is often
difficult or expensive, as it usually requires leaving a camera pointed at the subject for an extended
period, fixed to a tripod for the duration of capture. This contributes to a relative scarcity of time-lapse
video and makes multi-view time-lapse exceedingly rare. Multiple projects in my group have focused
on a different way to capture time-lapse that leverages Augmented Reality (AR)-based guidance to help
users repeatedly photograph scenes and subjects from a desired set of viewpoints over time. Instead of
leaving a camera in a scene, users are free to take it with them whenever frames are not actively being
recorded. When they return to the site of an ongoing time-lapse, our system helps guide them back to
the precise locations of images that need to be re-captured. In this way, users can build time-lapse video
frame-by-frame using common hand-held mobile devices. Our approach offers several advantages: it
leverages ubiquitous hardware, lets users capture a near-arbitrary number of time-lapse videos in par-
allel, and since nothing needs to be left in the scene, users can more easily record time-lapse in public
or other uncontrolled environments.

Our UIST 2022 paper on this work [25] explored a variety of different factors that impact recapture
accuracy and ease of use, and ultimately showed that the ideal strategy for guidance varies under dif-
ferent conditions. For example, when subjects are distant and their appearance changes significantly
between capture sessions, tracking and/or registration may become unreliable or even impossible. This
is not just an issue with the design of current tracking APIs, but a fundamental geometric limitation. To
address it, we designed three different capture interfaces (Figure 2, left) that rely on different combina-
tions of tracking and registration, and outlined when each should be used. We also released our mobile
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Figure 2: ReCapture & Pocket Time-Lapse: (left) ReCapture App for iOS, presented in our UIST 2022 paper
[25] features three different capture modes designed to address different capture scenarios, including situations
where mobile tracking and/or registration fail. After years of collecting panoramic time-lapse, we discovered that
existing registration and alignment techniques could not scale to this data. We solved this in our SIGGRAPH 2025
paper [1] by developing a novel graph-based alignment algorithm. (right) By visualizing a graph of alignments used
in our algorithm, we can see it manages to register data with virtually no common features by chaining longer se-
quences of high-con�dence alignment. The graph structure here represents a time-lapse showing the construction
of a building over multiple years. The central node represents the most “common” appearance of the scene, and
paths from other images to this central node show gradual transitions across time (i.e., progress in the building's
construction), season, weather conditions, and lighting.

application as a free iOS app, which has found many active users outside of Cornell and spawned
multiple ongoing collaborations.

After years of capturing time-lapse using evolving versions of our mobile application, we discovered
existing tools for registration could not scale to large panoramic datasets with signi�cant variations in
appearance. In our SIGGRAPH 2025 paper, Pocket Time-Lapse, we developed a novel graph-based
algorithm for registering large hand-captured panoramic datasets (e.g. tens of thousands of images), as
well as a novel technique for reconstructing time-varying appearance from such datasets.

Blending Technical Innovation & Interdisciplinary Design:

Our work on mobile time-lapse capture was originally inspired by collaborations I had in structural health
monitoring and agriculture, which illustrated the need for such a tool. Development of our guided capture tool
followed design methodologies: we interviewed practitioners in potential application areas (e.g., construction
teams and �eld scientists) and used iterative design with extensive long-term testing in a variety of settings.
However, some of our design decisions are based on detailed knowledge of underlying mobile tracking
techniques, and extended use of our application over several years revealed previously unknown technical
challenges that motivated the innovations we developed in our work on Pocket Time-Lapse. This was a very
ambitious long-term effort that has since led to many external users and multiple ongoing collaborations
outside of computer science.

1.3 Ongoing Work

My group is pursuing several directions that build on our work with guided capture:

• Customizable Guidance for Data Capture Procedures: users in the sciences and healthcare
sometimes want to document a process or procedure over time. A procedure could include multi-
ple observations within a session, possibly separated with actions taken by the user (e.g., a person
before and after a meal at different intervals, or and experiment under different experimental condi-
tions). We are developing a system to let users de�ne and execute guidance for such procedures
without compiling new custom versions of the application.

• Importance Sampling & Active Learning: In many cases, a user may be interested in learning
about a particular distribution of data. For example, we may want to learn how a scene changes with
the angle of the Sun, or under different weather conditions. We can apply techniques like importance
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