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ABSTRACT

XQuery processors that load the input into main memory
suffer from huge memory demands. Yet for the evaluation
of many queries, large parts of the input are actually ir-
relevant. In XML document projection, this data is recog-
nized and not loaded in the first place. However, there are
also queries where little can be gained by projection. We
have observed that these queries tend to require large parts
of the input only for gemerating output. This suggests that
such “bulk” data may be stored and treated differently from
data that is actually traversed in query evaluation. In this
paper, we present a technique to recognize bulk data while
loading XML documents for the evaluation of composition-
free XQuery. Our approach is coupled with XML document
projection, and utilizes a finite automaton that is expressly
suited for matching path expressions. We show in an ex-
ploratory analysis that bulk data arises in practice, and dis-
cuss ongoing work along the line of bulk-bypassing in main
memory-based XQuery engines.

1. INTRODUCTION

Main memory-based XML query engines represent their
input internally, for instance using DOM-like tree datastruc-
tures [8,16,19-21, 23], array-based encodings [18], or they
store sequences of SAX-events in buffers [9,14]. The in-
put stored in main memory commonly requires significantly
more space than the original document residing on disk [16].
Hence, main memory consumption becomes a crucial bottle-
neck to scalability [3,5,14,16]. In consequence, the internal
representation of XML documents has attracted attention
both from academic research and renowned projects in the
open-source community, ranging from query-able compres-
sions [4, 5] to loading subtrees on-demand while the docu-
ment tree is traversed in main memory [23].

XML document projection [3,16,20] is an established tech-
nique that reduces the main memory consumption and that
is independent of the internal representation. The idea is
to load only data relevant to query evaluation into main
memory buffers. Let us consider the example query below
which considers all references from the Protein Sequence
Dataset [17] that have a note on “Escherichia coli”, and
outputs information and notes on these references.

<x>

{ for $x in /*/*/reference

where ( some $n in $x/note satisfies
(fn:contains($n/text (), "Escherichia coli")) )

return <reference> {$x/refinfo, $x//note} </reference> }

</x>

Figure 1 shows data consistent with the Protein Sequence
DTD. We filter this input for the example query, using the
projection semantics from [20]. The subset of data that is
relevant for the correct evaluation of the query is printed
in bold. Within refinfo-nodes, the nodes labeled contents
and accession are discarded. For the 685MB input docu-
ment from [17], we can project the input down to 46% of all
element nodes and 52% of all text nodes. To provide some
perspective, the QizX engine [18] requires about 1.7GB main
memory to load the unprojected data, while the projected
document consumes about 980MB.*

In XML document projection, we filter the input for nodes
that are relevant for query evaluation. In this paper, we go
one step further and distinguish among the relevant nodes
those that are accessed in query evaluation from those that
are merely returned by the query. For instance, our ex-
ample query passes all refinfo-nodes to the output with-
out traversing their subtrees. The same holds for the note-
descendants that are grandchildren of reference nodes (the
children labeled note are traversed in the evaluation of the
where-condition). We refer to this data as bulk data, and
enclose bulks in Figure 1 in boxes. The bulk associated with
refinfo-nodes forms a single coherent aggregate bulk, while
the second bulk consists of a single text node. Regarding the
656 MB file, 88% of all relevant element nodes are bulk data,
and so are about 90% of all relevant text nodes. Moreover,
aggregate bulks contain 82 nodes on average.

This strongly suggests the idea of handling bulk data dif-
ferently from data that is traversed, and hence bypassing
this data from the query evaluator. In writing this paper,
we intend to introduce the idea of bulk-bypassing to design-
ers of main memory-based XQuery engines, and to facilitate
further research in this area. In particular, this paper makes
a case for (1) disregarding bulk data in XQuery evaluation,
(2) storing bulk data separately, and (3) compressing bulk
data. In a separation of concerns, bulk data can be stored
apart from the remaining input data, so the navigational
part of query evaluation only deals with the subset of data
that needs to be traversed. Bulk data can then be stored
in customized datastructures that rely on the fact that this
data is merely copied to the output as is. Moreover, bulk
data may be compressed, where the compression need not
be queryable (c.f. [15]). This seems particularly promising in
the presence of aggregate bulks, yet it incurs the additional
cost of compression and decompression. So we trade run-
time performance for the opportunity to query large XML
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<ProteinDatabase>
<ProteinEntry id="A32233">
<header>
<uid>A32233</uid>

<accession>A32233</accession>
<created date>08-Sep-1989</created date>
<seg-rev date>26-May-1994</seq-rev date>
<txt—rev7date>15—Sep—2000</txt—rev7date>
</header> -
<protein>
<name>thioredoxin 2 [validated]</name>
</protein>
<organism>
<source>Anabaena sp. (strain PCC 7120)</source>
<formal>Anabaena sp.</formal>
<variety>strain PCC 7120</variety>
</organism>
<reference>
<refinfo refid="A66730">
<authors>
<author>Saarinen, M.</author>
<author>Gleason, F.K.</author>
<author>Eklund, H.</author>
</authors>
<citation type="submission">submitted to the
Brookhaven Protein Data Bank</citation>
<month>July</month>
<year>1995</year>
<xrefs>
<xref>
<db>PDB</db>
<uid>1THX</uid>
</xref>
</xrefs>
</refinfo>
<note>strain PCC 7120, ATCC:27893,
expressed in Escherichia coli</note>
<accinfo>
<accession>A31764</accession>
<note</note>
</accinfo>
</reference>
<summary>
<length>111</length>
<type>complete</type>
</summary>
<sequence>
MSKGVITITDAEFESEVLKAEQPVLVYFWASWCGPCQLMSPLINLAANTYSDRLK
VVKLEIDPNPTTVKKYKVEGVPALRLVKGEQILDSTEGVISKDKLLSFLDTHLNNN
</sequence>
</ProteinEntry>
</ProteinDatabase>

aggregate bulk

bulk data

Figure 1: Protein Sequence data.

files that we may otherwise not be able to process. While
the actual overhead still needs to be ascertained, we expect
to benefit from the experience gained from query engines
that compress and uncompress XML data with acceptable
overhead [2,4,15].

We are confident that bulk-bypassing, as outlined above,
can be integrated in existing main memory-based XQuery
engines with reasonable building effort. In an engine with a
standard architecture such as Galax [10], we identify three
working points. As in implementing XML projection, the
module loading data into main memory is extended such
that nodes irrelevant to query evaluation are discarded. At
the same time, bulk data is identified. The implementation
of the document model is adapted so that bulk nodes are
stored in separate datastructures, possibly in compressed
form. Finally, the code for serializing results embeds and
uncompresses bulk data.

Prior to putting these ideas into practice, we need to clar-
ify three issues, namely to correctly define bulk data, to
assess whether bulk data actually arises in practice, and
to develop an efficient technique to identify bulk data while

loading an XML document into main memory. In this paper,
we affirm these issues for the fragment of composition-free
XQuery [13] with forward XPath axes. This fragment com-
prises many practical queries. For instance, only a handful
of the queries from the XQuery Use Cases actually employ
composition [13,25].

Contributions. The main contribution of this paper is
an automaton-based classifier for XML nodes. In a single
pass over the input, the classifier performs XML document
projection and identifies bulk data. Along this line, we make
the following contributions.

e We build upon the projection paths from [16] in defining
our concept of bulk data for composition-free XQuery.

* We derive finite-state automata for matching projection
paths in XML documents by extending Earley-style dot-
ted items [7,12]. This leads to automata where the cur-
rent progress in path matching is explicit in each state.

* We present an algorithm for computing a pushdown au-
tomaton that couples XML document projection with
the recognition of bulk data.

* We empirically characterize the class of queries where
bulk data accumulates for large inputs by inspecting data
and queries from the XBench benchmark [22].

*» We discuss ongoing work on implementing bulk-bypassing
in main memory-based XQuery engines.

Structure. We have organized the paper as follows. We re-
visit projection paths and introduce Earley-style path match-
ing in Section 2. In Section 3, we define the nodes relevant in
XML document projection, and among them, which nodes
are bulk data. Section 4 is dedicated to related work. In Sec-
tion 5, we analyze queries and data where bulk data arises
in practice. We conclude with an outlook on future work.

2. PRELIMINARIES

In this section we revisit the projection paths from [16]
and define finite-state automata for path matching. For the
sake of technical simplicity, yet no restriction to our ap-
proach, we assume that XML documents only contain ele-
ment and text nodes, yet no attributes.

Projection paths [16]. A simple path is a sequence of
XPath forward navigation steps without predicates, com-
posed by “/”. A projection path is an expression /SimplePath
or /SimplePath#. The optional flag “#” indicates that the
descendants of selected nodes are also relevant to query eval-
uation. Given an XQuery expression with XPath forward
axes only, the algorithm from [16] derives two sets of projec-
tion paths, the returned-paths, capturing data that is output
in XQuery evaluation, and the used-paths, capturing data
that is used to compute intermediate results, but not re-
turned in the output.

Example 1. For the query from the introduction, we ex-
tract the used-path /#/*/reference/note# and the returned-
paths /x/x/reference/refinfo# and /*/*/reference//note#
These paths capture the nodes relevant for query evalua-
tion. For instance, all nodes that match a prefix of a projec-
tion path according to the XPath semantics are relevant, as
query evaluation may navigate along these paths. The chil-
dren of reference-nodes that are labeled “note”, and their
subtrees, are mentioned in the used-path. This data is re-
quired for checking the where-condition. In contrast, the



ri: P—ae/«fp 2 P—a/xef

ro: P—oae/aB =2 P —alaep

r3: P —oae//xB = P —al/xeB,P —ae//«p
ri: P —oae//ap = P —>oa/faeB,P —>ae//af3
rs: P —ofe# 2 P ooBe#

re: P —ae//bp T P ael/bp

Figure 2: Path matching rules.

returned-paths specify that all descendants labeled “note”
are output by the query. m]

In the following, we consider projection paths with node

tests for tagnames or wildcards only, but not text () or node().

Moreover, we only consider the XPath axes child and descen-
dants. This is only to simplify the discussion, and we point
out that our approach can be generalized accordingly.

In streaming scenarios, automata are used to match paths
while the tokenized input is read [1,6,11]. These automata
operate on a low level of abstraction which makes it diffi-
cult for the observer to track the progress in path matching.
Apart from which paths have been matched, it may be nec-
essary to know which paths can still be matched by the
descendants of a given node. This motivates us to define
automata where the information represented by each state
is explicit. To this end, we extend the parsing technique of
Earley-style dotted items [7,12] to path matching.

Dotted paths. A dotted path is an expression of the form
P - «a < (3 where P is a projection path, and o and (8
are a substrings of P such that P = af. Intuitively, the
dot separates the matched part of the input from the un-
matched part. Given a projection path P and path ¢ ...cp
of descendants from the root of the document to a node c,,
plus a node ¢; along this path, we discern four components,
(1) the part of the path ¢; ...c¢; in the input document that
has been matched, (2) the part a of the projection path that
has matched it, (3) the part 8 of the projection path that
we still must find a match for in the input, and (4) the part
of the path ¢i+1...c¢, in the input document that we hope
is matched by 3.

In matching a path, the dot is initially placed in front of
the projection path. So we begin with P — eaf3, what we
call an initial path. Figure 2 contains the rules for shifting
the dot, where a and b are tagnames. A rule A B khows
how the dotted path A is changed to the dotted path B
when we match a node with label a in the input. We say
that the rule applies for input a. For instance, the first rule
P - a«/[3 P11 a/33 describes the situation where
we have already matched a part from the input against the
part « of the projection path P. Now, we attempt to match
a child node with an arbitrary tagname, due to the wild-
card “[”] If there is a child node in the input, we shift the
dot by one step expression, and proceed to match the re-
mainder of the input path against 8. The second rule can
only be applied if the node has the required tagname. Oth-
erwise, we abort the match, as no rule is defined for this
case. Rules r3 and r4 match the descendant axis, where we
consider two possibilities. Suppose the current dotted path
is P - o= //af and we see an a-labeled node in the input.
Then this can be the desired match, and we shift the dot
to P - a//a<* 3, or the match is still to come and the dot
remains at its position. In rule r5, we match all descendants

U — e/a/bHF
{ R — o//b#

qu
/ other
a, other

U — /ae/b#
o { R = o//v#t } a5 {R— .//b#} a, other
b \ b b
Uozamert ) O\ —
R —//ve#
g2:§ R—//be# a, b, other il R e a, b, other
R — o//v#

-

Figure 3: Path-matching automaton.

of a node. The dot does not move in rule r¢, when we ignore
nodes with a different tagname.

Starting with a set of initial paths at the root of the in-
put, and applying the rules for matching moves, we obtain
successive sets of dotted paths which we refer to as path sets.
We illustrate this with a simple example.

Example 2. Consider the projection path /a//b and the
path of descendants a.b.c.b from the root of an XML doc-
ument to a b-labeled descendant. We observe the following
chain of events. The initial path set is So = {P - </a//b}.
For the a-labeled node, we shift the dot by one position
and obtain the path set S;1 ={P - /a<//b}. We con-
sider the first b-labeled node and the path set develops into
Sy ={P - /a//be, P - /ae//b}. Based on S> and the
c-labeled node, we obtain the path set S3 = {P - /a<//b}.
Note that there is no rule for dotted path P — /a//be and
input symbol ¢, so this path cannot be developed any fur-
ther. In matching the second b-labeled node, we expand S3

to Sy ={P - /a//be, P - Jae//b}. O

Path-matching automata. Given a finite set of projec-
tion paths, we statically compute a deterministic finite-state
automaton (DFA). A path-matching automaton is a DFA
where the states are path sets. The initial state is the path
set where all projection paths occur as initial paths. We
successively derive all possible states and transitions in a
closure algorithm [12], where we define transitions for all
tagnames that explicitly occur in the projection paths, and
further under the special label “other” representing all other
tagnames. For now, we ignore textual data in the input. The
empty path set functions as a sink state.

Example 3. Figure 3 shows the path-matching automa-
ton for the projection paths U = /a/b# and R = //b# with
initial state qo. We define transitions for tagnames a and b,
which occur in the projection paths, and represent all other
tagnames by “other”. The dotted paths in each state convey
the current progress in path matching. ]

For a finite set of projection paths, there are exponentially
many path sets (and thus DFA states) in principle. Yet we
may expect the automata to be small in practice. First of
all, the number of projection paths extracted from realis-
tic queries is usually small (see queries from the XMark or
XBench benchmarks [22,24], or the XQuery Use Cases [25]).
Moreover, paths that are defined w.r.t. the same variable in
the query share a common prefix (e.g. Example 1 where
all paths have prefix /*/x/reference). Consequently, cer-
tain dotted paths coexist in path sets, while paths sets such
as {/a=//b,/c*//b} cannot appear, as a parent node is



either labeled a or c. If we indeed should observe a large
number of possible states, we can construct the states lazily
which keeps the amount manageable in practice [11].

3. RELEVANT DATA AND BULK DATA

We now define relevant nodes and bulk nodes. Given an
XQuery expression which is composition-free and only uses
forward XPath axes, we extract the used- and returned-
paths according to [16]. In the upcoming definition of rele-
vant nodes, we use the projection semantics from [20], which
we reproduce below.

Relevant nodes. We now define when a node in an input
XML document is relevant according to a set of projection
paths P. Let A(P) be the path-matching automaton com-
puted from P, and let ¢ be a node in an XML document.
Then the path of ancestor nodes from the root of the docu-
ment to the parent of ¢ defines a path from the initial state
of A(P) to some state ¢. If ¢ is an element node, then ¢ is
relevant according to P if

R;: state ¢ contains a dotted path P - « * 3 and one of
the path matching rules r; through 75 applies for c,

R3: or g contains two dotted paths of the form P - a* /b 3
and P’ - o'« //b .

If ¢ is a text node, then c is relevant according to P if
state ¢ contains a dotted path of the form P — af « #.

Condition R; tags all nodes as relevant for which there
is a progress in path matching. Condition Rz preserves
essential ancestor-descendant relationships between nodes.
For instance, let us consider the query <x>{/a/b,//b}</x>
and the input [@TE&Th) IYEYLL] We extract the projec-
tion paths /a/b# and //b#. Here, not a single node can
be discarded in XML projection. When the a-labeled node
is read, we enter state g1 in the path-matching automaton
from Figure 3. The a-labeled node is tagged relevant by
condition R;. For the c-labeled node, condition Rz applies
and tags the c-labeled node as relevant. If this node were
discarded, then the query evaluated on the projected input
would yield an incorrect result, as the b-labeled would be
incorrectly promoted up by one level. Note that given only
the projection path /*//b, the c-labeled node is irrelevant.

Out of the same reason, the node labeled “accinfo” from
the example in the introduction is preserved by projection.

Bulk nodes. We rely on the distinction between used-paths
and returned-paths from [16] to identify bulk nodes. Let P
be a set of projection paths, and let P’ be the projection
paths where the #-flag has been dropped from all returned-
paths. Then a node is a bulk node if it is relevant according
to the projection paths in P, and if it is not relevant accord-
ing to the projection paths in P’.

Node classification. We next introduce node-classifying
automata, which are DFAs that classify each node in the
XML input document as either irrelevant (I), relevant but
not bulk data (R), and relevant and bulk data (B). The
classes are assigned with the automaton transitions.

Algorithm 1. Given a set of projection paths, we com-
pute a node-classifying automaton as follows.

1. We first compute the path-matching automaton.
2. We then annotate the automaton transitions defined for

tagnames. For each transition from a state ¢ under a
label a, we assign a class by a case distinction:

We assign class R if one of the following conditions holds:

a) g contains two dotted paths of the form P - a<* /bg3
and P’ - o'« //bf,

b) g contains a dotted path of the form P — af * #
where P is a used-path, or

¢) g contains a dotted path such that one of the rules
r1—r4 from Figure 2 can be applied for label a.

If none of the cases above applies, then we assign class B
if ¢ contains a dotted path of the form P - «af e #
where P is a returned-path. Otherwise, we assign class I.

3. Next, we add self-loops to every state under the desig-
nated label #PCDATA. The classes are assigned as follows.

For all automaton states with a dotted path P — o ® #
where P is a used-path, we assign class R.

For all other states with a dotted path P - «af * #,
where P is a returned-path, we assign class B.

For all remaining states, we assign class I. m|

#PCDATA/I

a/R other/1
a,other/R

#PCDATA/ a,other/I
#PCDATA/|
b/R

b/R
b/R

a,b,other/R b/R a,other/B
#PCDATA/R #PCDATA/B

Figure 4: Node-classifying automaton.

Example 4. We assume that in the path-matching au-
tomaton in Figure 3, U is a used-path and R is a returned-
path. Figure 4 shows the corresponding node-classifying au-
tomaton, where the state labels have been abbreviated.

Due to step 2a) of the algorithm, all outgoing transitions
for tagnames from state ¢ are assigned class R. This pre-
serves relevant ancestor-descendant relationships between
nodes. Step 2b) ensures that all nodes matched by used-
paths are recognized as relevant. In particular, this con-
cerns all outgoing transitions of state g2 under tagnames.
For instance, the two projection paths /a/b# and /a//b#
could have been derived from an XQuery expression such as
<x>{for $a in /a where $a/b="42" return $a//b}</x>. The
descendants of nodes reachable by path /a/b must not be
classified as bulk data. If bulk data is stored in separate
datastructures, it cannot be accessed in query evaluation,
yet the string values of these nodes are required for evaluat-
ing the where-condition. Step 2c¢) considers transitions for
the navigational part of query evaluation.

In handling character data, we can project out all passages
that are not matched by a dotted path P —» «af  #. Data
that is matched in this way is classified depending on by
what kind of projection paths it is matched. As transitions
for tagnames and character data are assigned separately,
element nodes read in state g1 are classified as relevant, while
character data is irrelevant. O

Bulk recognition at runtime. In the static analysis de-
scribed so far, we conceptually stayed on the level of nodes,
trees, and paths. Yet at runtime, we process the tokenized



input, a sequence of SAX events of the form “opening tag
la™ “closing tag [/k[7l and “character data string’. We
extend the node-classifying automaton with a stack to dy-
namically classify the tokenized input.

The matching of input tokens is straightforward. At first,
the stack holds the initial state of the path-matching au-
tomaton. On reading an opening tag [alCdr character data
we execute the automaton transition from the state at the
top of the stack under input symbol a or the designated la-
bel #PCDATA respectively. For reading an opening tag, the
new state is pushed on the stack. The input token is pro-
cessed according to the class associated with this transi-
tion. That is, irrelevant data is discarded, while data with
classes R and B is stored in main memory. For nodes with
class label B, we may implement bulk bypassing techniques.
On reading a closing tag, we pop the stack. Now, the same
class is assigned as for the matching opening tag. Thus,
the decision how to handle a node in the input document is
made when its opening tag is first read in the token stream.

Bulk nodes that immediately succeed each other in doc-
ument order are merged into aggregate bulks which may be
stored coherently.

4. RELATED WORK

XML document projection was first implemented in the
Galax XQuery engine [16]. Successor systems can addition-
ally exploit schema information and filter for predicates [3].
The projection strategy realized in the GCX XQuery en-
gine [20], and also used in this paper, is strictly single-pass,
as is [3]. In particular, the decision whether to discard a
node is already made when its opening tag is read. Without
the capability to buffer data or to exploit schema knowl-
edge, there are cases where this technique can filter out
fewer nodes than other projection systems. At the same
time, the GCX approach can often discard irrelevant an-
cestor nodes when filtering for descendant axes. While this
paper is based on the projection semantics from GCX, we
are confident that bulk data recognition can also be coupled
with alternative projection schemes.

XML document projection is highly related to filtering
XML documents using XPath expressions [1, 6], where the
results selected by path expressions are returned, rather
than the nodes contributing to the results. Consequently, we
can leverage techniques developed for XML filtering, such as
the lazy construction of automata in path matching [11].

5. BULK DATA IN XML BENCHMARKS

In this section, we assess the potentialities of bulk bypass-
ing by investigating concrete queries and data. In particu-
lar, we are interested whether bulk data occurs in realistic
scenarios and how large aggregate bulks can get.

In our analysis, we wanted to use queries and data from
a publicly available benchmark. We found that the XMark
queries [24] make extensive use of aggregation and output
specific text nodes and attributes. These queries are virtu-
ally bulk-free, with the exception of query Q13 that tests the
capabilities of XML databases to reconstruct nodes. How-
ever, we believe that it is common for users to write queries
that involve bulk data, for instance when documents are
restructured, views on large inputs are computed, or new
documents are assembled from several input files. From
this point of view, we found the query workload of the
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Figure 5: Percentage of relevant and bulk nodes for
501MB XBench TC/SD data and queries.

XBench [22] benchmark more suitable for our purposes.

We generated a 501MB file of XBench data of type TC/SD,
and studied the XBench queries Q1-Q10 in connection with
this input. The analysis of queries Q11-19 did not con-
tribute any additional insight, so the results have been omit-
ted. Note that queries Q6 and Q7 require the same data,
and thus show the same overall characteristics.

Effect of projection. We project the input document for
each query and write the relevant nodes back to disk in
XML format. In virtually all main memory-based XQuery
engines, this data will require a multiple of the size required
on disk when loaded into main memory. So the size of the
projected file on disk already gives us an idea how effec-
tive XML projection is for a given query. Based on the
result size, we partition the queries into three groups, as
also shown in the table below: (A) Queries where projec-
tion is very effective in reducing the amount of data stored
in main memory, (B) queries where the projected data is
still of considerable size (about 300MB already on disk),
and (C) queries where projection shows little (if any) effect.
Optimizations performed in addition to XML projection
should be targeted at the queries from groups B and C.

Group | A B C

Query [ Q2 Q3 Q4 Q10| Q8 Q9| Ql Q5 Q6 QT
MB | 43 88 1.4 44[315 297|501 494 501 501

Bulk data. For each query, we compute the percentage of
nodes that are relevant, and among them, those that are
bulk nodes. We count element and text nodes to obtain
statistics that are independent of the average size of text
nodes. As the XBench data is generated, we do not want to
generalize from effects that are due to the size of text nodes.

Figure 5 shows the statistics for the single queries, which
we list by their group affiliation. For queries from group A,
where projection is very effective, bulk nodes are practically
nonexistent. For instance, none of the projection paths ex-
tracted from query Q3 have the flag “#”, so there cannot be
any bulk data. For queries Q8 and Q9 from group B, bulk
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data is present as mixed content. The queries of group C
turn out to be particularly interesting, as most or all of the
input is relevant, and the majority is also bulk data.

Aggregate bulks. We examine the size of aggregate bulks,
by counting the number of nodes contained. This informa-
tion is of interest if aggregate bulks are compressed, as the
effectiveness of text compression increases with the length
of strings. The histogram in Figure 6 shows the results for
query Q5. Bulks contain between 19 and 402 nodes, and 182
on average. In contrast, the bulks for query Q8 are smaller,
ranging between 1 and 19 nodes, with 1.8 nodes on average.

From this analysis, we conclude that bulk bypassing holds
potential for some queries, incidentally those where rela-
tively little can be gained by document projection. We
may reasonably expect that optimization based on bulk-
bypassing can complement XML document projection. From
this point of view, our approach of coupling bulk data recog-
nition with XML document projection seems adequate.

6. CONCLUSION AND FUTURE WORK

We have described a technique for XML bulk data detec-
tion based on static query analysis. Our main targeted ap-
plication is bulk bypassing in main memory-based XQuery
engines. We have argued, based on an exploratory data and
query analysis, that the most benefit is to be expected in sce-
narios where the input data is large and little can be gained
by XML document projection. We are currently finalizing
the correctness proofs for our approach. We plan to extend
our technique to identify bulk data in XQuery with com-
position using type inference. In the future, we intend to
implement bulk-bypassing in the GCX XQuery engine [20],
an open-source project maintained by our research group,
to explore the sustainability of our ideas in practice.
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