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Goals of this Tutorial

◮ Survey earlier work on query processing on trees.

◮ Isolate essential ideas and techniques that yield efficient query
evaluation.

◮ Focus on query languages that compute nodes or tuples of
nodes – conjunctive queries, FO queries, datalog, and XPath.

Results belong to five groups:

1. Exploiting orders and labeling schemes for trees.

2. Evaluating queries using datalog .

3. Efficiency by exploiting structural properties of query and
data,

4. techniques based on query rewriting , and

5. “holistic” query processing techniques.

Applications of Queries on Trees

Tree-structured data: e.g. HTML, XML, LDAP.

◮ Web data management (Strudel)

◮ information extraction (Lixto, ...)

◮ data integration and exchange (MARS, ...)

◮ stream processing and selective data dissemination (XFilter,
SPEX, FluX...)

◮ telecommunications (BL)

◮ digital libraries (MARC)

◮ computational linguistics (LPATH, dominance constraints)

◮ data management in science (e.g. archiving)

Example from Computational Linguistics

Example

A query on parse trees of natural language.

S

Child+ Child+

PPNP Following

Q(x)← S(x), Child+(x , y), NP(y),

Child+(x , z), PP(z), Following(y , z).

Find the sentences in which a noun phrase occurs before a
prepositional phrase.



Unranked trees

◮ We consider unranked ordered finite trees .

◮ Unranked tree: each node may have an unbounded number of
children.

◮ Can be represented by two relations Child and NextSibling .

◮ Child(u, v) :⇔ v is a child of u in the tree

◮ NextSibling(u, v) :⇔ for some i , u and v are the i -th and
(i + 1)-th children of a common parent node, respectively,
counting from the left.
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Tree Structure Relations: Axes

Binary tree navigation relations: commonly called axes .

◮ Child , NextSibling .

◮ Transitive (R+, for relation R) and reflexive and transitive
closures (R∗ for relation R) of Child and NextSibling .

◮ Moreover, let

Following(x , y) :⇔ ∃x0∃y0 NextSibling+(x0, y0) ∧

Child∗(x0, x) ∧ Child∗(y0, y).

1: Orders and Labeling
Schemes

Orders on the nodes of a tree

◮ pre-order <pre and post-order <post can be defined by

x <pre y :⇔ Child+(x , y) ∨ Following(x , y)

x <post y :⇔ Child+(y , x) ∨ Following(x , y).

◮ In XML jargon, <pre is also known as document order .

◮ <bflr : given by the sequence by which the nodes are visited
in a breadth-first left-to-right traversal of the tree.
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Orders, ctd.

◮ Previous slide: <pre and <post can be defined from Child+

and Following .

◮ The converse is also possible:

Child+(x , y) :⇔ x <pre y ∧ y <post x

Following(x , y) :⇔ x <pre y ∧ x <post y

◮ From these axes, all others can be defined in first-order logic.

◮ pre- and post-orders are sufficient to represent the full tree
structure.

Labeling Schemes

A node-labeled tree can be completely represented by one triple
(i , j , a) consisting of

◮ a <pre-index i ,

◮ a <post -index j , and

◮ a label a

for each node of the tree.

a:1:7

b:2:3

a:3:1 c:4:2

a:5:6

b:6:4 d:7:5

R pre post lab
1 7 a
2 3 b
3 1 a
4 2 c
5 6 a
6 4 b
7 5 d

Structural Joins

◮ Computing descendants by a single theta-join on the
representation relation.

a:1:7

b:2:3

a:3:1 c:4:2

a:5:6

b:6:4 d:7:5

R pre post lab
1 7 a
2 3 b
3 1 a
4 2 c
5 6 a
6 4 b
7 5 d

Example

CREATE VIEW descendant AS
SELECT r1.pre, r2.pre FROM R r1, R r2 WHERE r1.pre < r2.pre
AND r2.post < r1.post;

◮ Such joins are called structural joins [Al-Khalifa et al., 2002].

Structural Joins

◮ Computing descendants by a single theta-join on the
representation relation.

◮ Size is not greater than O(||A|| · log |A|) if A is the domain of
tree A.

◮ Better than alternatives: descendant relation is very large and
computing transitive closures in the query is inefficient.

◮ Relational storage schemes for XML
[Fiebig and Moerkotte, 2000, Grust et al., 2004b,
Grust et al., 2004a].

◮ Labeling and indexing schemes for XML, e.g.
[Wang et al., 2003, Rao and Moon, 2004, O’Neil et al., 2004,
Weigel et al., 2005].

◮ Original idea is old/folklore. But some schemes use nice ideas
(e.g. Prüfer sequences).



Query Languages

◮ FO, MSO, positive FO, conjunctive queries.
◮ on structures of unary label relations and axes.

◮ (Core) XPath.

◮ Monadic Datalog.

Core XPath

Expressions p are built up from the grammar

p ::= step | p/p | p ∪ p

step ::= axis | step[q]

q ::= p | lab() = L | q ∧ q | q ∨ q | ¬q,

where

◮ axis stands for the names of the axis relations,

◮ L denotes the labels.

◮ positive Core XPath: Core XPath without negation.

◮ conjunctive Core XPath: no disjunction, union, or negation.

◮ Syntax: tree-shaped , no variables.

Semantics of Core XPath

Semantics of expressions p:

[[step[q]]]NodeSet(n) := {n′ : n′ ∈ [[step]]NodeSet(n) ∧

[[q]]Boolean(n
′) = true}.

[[p1/p2]]NodeSet(n) := {v : ∃w ∈ [[p1]]NodeSet(n) ∧

v ∈ [[p2]]NodeSet(w)}.

[[p1 ∪ p2]]NodeSet(n) := [[p1]]NodeSet(n) ∪ [[p2]]NodeSet(n).

XPath Example

Core XPath query:

//A[child::B and child::A]/following::C/child::D

A

B

Child

A

Child

C

Following

D

Child

Equivalent (acyclic) conjunctive query (CQ):

Q(w)← A(x) ∧ Child(x , y) ∧ B(y) ∧ Child(x , y ′) ∧ A(y ′)∧

Following(y , z) ∧ C (z) ∧ Child(z ,w) ∧ D(w).

Datalog notation. Schema 〈A1,B1,C 1,Child2,Following 2〉.



2: Monadic datalog

Monadic Datalog

◮ Monadic datalog is obtained from full datalog by requiring all
intensional predicates to be unary.

◮ Unary query: distinguished query predicate.

◮ We use tree structures of signature

τ+ = 〈Dom, Root, Leaf , (Laba)a∈Σ,

FirstChild , NextSibling , LastSibling〉

with

Root(x) :⇔ ¬∃x0 Child(x0, x)

Leaf (x) :⇔ ¬∃y Child(x , y)

FirstSibling(x) :⇔ ¬∃x0 NextSibling(x0, x)

LastSibling(x) :⇔ ¬∃y NextSibling(x , y)

FirstChild(x , y) :⇔ Child(x , y) ∧ FirstSibling(y)

Binary tree representation of an unranked tree

n1

n5n4

n3
n2 n6

(a) (b)

FirstChild

FirstChild

n1

n2

n3

n5

n6

NextSibling

NextSibling

NextSibling

n4

(a) An unranked tree and (b) its representation using the binary
relations FirstChild (ւ) and NextSibling (ց).

Monadic datalog example

Example

The monadic datalog program over τ+

P0(x) ← LabelL(x). (1)

P0(x0) ← NextSibling(x0, x), P0(x). (2)

P(x0) ← FirstChild(x0, x), P0(x). (3)

P0(x) ← P(x). (4)

with query predicate P computes all those nodes that have an
ancestor labeled L.

1

2 3:L



Monadic datalog example

Example

The monadic datalog program over τ+

P0(x) ← LabelL(x). (1)

P0(x0) ← NextSibling(x0, x), P0(x). (2)

P(x0) ← FirstChild(x0, x), P0(x). (3)

P0(x) ← P(x). (4)

with query predicate P computes all those nodes that have an
ancestor labeled L.

1

2 3:L, P0

Monadic datalog example

Example

The monadic datalog program over τ+

P0(x) ← LabelL(x). (1)

P0(x0) ← NextSibling(x0, x), P0(x). (2)

P(x0) ← FirstChild(x0, x), P0(x). (3)

P0(x) ← P(x). (4)

with query predicate P computes all those nodes that have an
ancestor labeled L.

1

2:P0 3:L, P0

Monadic datalog example

Example

The monadic datalog program over τ+

P0(x) ← LabelL(x). (1)

P0(x0) ← NextSibling(x0, x), P0(x). (2)

P(x0) ← FirstChild(x0, x), P0(x). (3)

P0(x) ← P(x). (4)

with query predicate P computes all those nodes that have an
ancestor labeled L.

1:P

2:P0 3:L, P0

Monadic datalog example

Example

The monadic datalog program over τ+

P0(x) ← LabelL(x). (1)

P0(x0) ← NextSibling(x0, x), P0(x). (2)

P(x0) ← FirstChild(x0, x), P0(x). (3)

P0(x) ← P(x). (4)

with query predicate P computes all those nodes that have an
ancestor labeled L.

1:P, P0

2:P0 3:L, P0



Complexity of monadic datalog over τ
+

|P|: size of the program; |Dom|: size of the tree.

Theorem ([Gottlob and Koch, 2004])

Monadic datalog over τ+ can be evaluated in time O(|P| ∗ |Dom|).

◮ All binary relations in τ+ have bidirectional functional
dependencies; for instance, each node has at most one first
child and is the first child of at most one other node.

◮ Given a program P, an equivalent ground (i.e., propositional)
program can be computed in time O(|P| ∗ |Dom|).

◮ Ground programs can be evaluated in linear time using
Minoux’ Algorithm [Minoux, 1988].

Grounding

Example

Program:
P0(x) ← LabelL(x).

P0(x0) ← NextSibling(x0, x), P0(x).

P(x0) ← FirstChild(x0, x), P0(x).

P0(x) ← P(x).

Tree:
LabelL(3), FirstChild(1, 2), NextSibling(2, 3)

Horn-SAT instance:

P0(1)← LabelL(1). P0(2)← LabelL(2). P0(3)← LabelL(3).

P0(2)← NextSibling(2, 3), P0(3).

P(1)← FirstChild(1, 2), P0(2).

P0(1)← P(1). P0(2)← P(2). P0(3)← P(3).

Grounding

Example

Program:

P0(x) ← LabelL(x).

P0(x0) ← NextSibling(x0, x), P0(x).

P(x0) ← FirstChild(x0, x), P0(x).

P0(x) ← P(x).

Horn-SAT instance (simplified):

r1 : 1← r4 : 4← 1
r2 : 2← r5 : 5← 3, 4
r3 : 3← r6 : 6← 2, 5

Minoux’ algorithm, part 1 (initializations)

algorithm Minoux(propositional Horn formula Φ)
// let Φ =

∧
1≤i≤l(pi ,1 ∨ ¬pi ,2 ∨ · · · ∨ ¬pi ,ki

)

list<rule id> rules[pred id]; int size[rule id];
pred id head[rule id]; queue<pred id> q;

for 1 ≤ i ≤ l do begin

head[i ] := pi ,1;
size[i ] := ki − 1;
for 2 ≤ j ≤ ki do append i to rules[pi ,j ];
if ki = 1 then append i to q;

end;



Minoux’ algorithm, part 1 (initializations)

Example

Horn-SAT instance:

r1 : 1← r4 : 4← 1
r2 : 2← r5 : 5← 3, 4
r3 : 3← r6 : 6← 2, 5

size
r1 0
r2 0
r3 0
r4 1
r5 2
r6 2

head
r1 1
r2 2
r3 3
r4 4
r5 5
r6 6

rules
1 r4
2 r6
3 r5
4 r5
5 r6
6 −

q = [1, 2, 3]

Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4 1
r5 2
r6 2

head
r1 1
r2 2
r3 3
r4 4
r5 5
r6 6

rules
1 r4
2 r6
3 r5
4 r5
5 r6
6 −

q = [1, 2, 3]
output: -

Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4• 0
r5 2
r6 2

head
r1 1
r2 2
r3 3
r4• 4
r5 5
r6 6

rules
1• r4
2 r6
3 r5
4 r5
5 r6
6 −

q = [ 6 1, 2, 3, 4]
output: 1

Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4 0
r5 2
r6• 1

head
r1 1
r2 2
r3 3
r4 4
r5 5
r6• 6

rules
1 r4
2• r6
3 r5
4 r5
5 r6
6 −

q = [ 6 1, 6 2, 3, 4]
output: 1,2



Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4 0
r5• 1
r6 1

head
r1 1
r2 2
r3 3
r4 4
r5• 5
r6 6

rules
1 r4
2 r6
3• r5
4 r5
5 r6
6 −

q = [ 6 1, 6 2, 6 3, 4]
output: 1,2,3

Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4 0
r5• 0
r6 1

head
r1 1
r2 2
r3 3
r4 4
r5• 5
r6 6

rules
1 r4
2 r6
3 r5
4• r5
5 r6
6 −

q = [ 6 1, 6 2, 6 3, 6 4, 5]
output: 1,2,3,4

Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4 0
r5 0
r6• 0

head
r1 1
r2 2
r3 3
r4 4
r5 5
r6• 6

rules
1 r4
2 r6
3 r5
4 r5
5• r6
6 −

q = [ 6 1, 6 2, 6 3, 6 4, 6 5, 6]
output: 1,2,3,4,5

Minoux’ algorithm, part 2

while q is not empty do begin

p := pop first element off q;
output “p is true”;
for each i in rules[p] do begin

size[i ] := size[i ] - 1;
if size[i ] = 0 then append head[i ] to q;

end;
end

size
r1 0
r2 0
r3 0
r4 0
r5 0
r6 0

head
r1 1
r2 2
r3 3
r4 4
r5 5
r6 6

rules
1 r4
2 r6
3 r5
4 r5
5 r6
6• −

q = [ 6 1, 6 2, 6 3, 6 4, 6 5, 6 6]
output: 1,2,3,4,5,6



Evaluating queries using datalog

Theorem ([Gottlob and Koch, 2004])

A unary query is definable in monadic datalog over τ+ iff it is
definable in MSO over τ+.

◮ Evaluation of monadic datalog programs in time linear in the
data and linear in the size of the query .

◮ All properties expressible in MSO can be verified in that way.

◮ The translation from MSO to nonelementary in the worst case
[Grohe and Schweikardt, 2003].

Evaluating queries using datalog

◮ For many interesting cases, efficient translations are possible.

◮ Each Core XPath query can be translated into an equivalent
monadic datalog program in linear time [Frick et al., 2003].

◮ Even in the presence of negation in Core XPath!

◮ Automata-based technique for evaluating monadic datalog
programs in time O(f (|Q|) + ||A||)
[Frick et al., 2003, Koch, 2003].

3: Tree-width

A (Child , NextSibling)-tree is a graph of tree-width two.

v1
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v3 v4

v5

v6

v7 v8

v9 v10

v11

v12

v13

v14 v15

(a)

v1, v2, v5

v2, v3, v4 v1, v5, v11

v5, v6, v9

v6, v7, v8 v5, v9, v10

v1, v11, v13

v11, v12 v13, v14, v15

(b)



Queries of bounded tree-width

Definition

CQs Q over at most binary relations: tree-width of Q is the
tree-width of the graph G = (V ,E ) where

◮ V consists of the variables of Q and

◮ (x , y), (y , x) ∈ E if there is an atom R(x , y) in Q.

◮ The conjunctive queries of bounded tree-width can be
evaluated in polynomial time.

Theorem ([Chekuri and Rajaraman, 1997])

A Boolean conjunctive query Q of tree-width k can be evaluated
on a database A with domain A in time O((|A|k+1 + ||A||) ∗ |Q|).

◮ Generalizes from conjunctive to FO queries
[Flum et al., 2002].

Queries of bounded tree-width

◮ Conjunctive FOk+1 queries have tree-width ≤ k
[Kolaitis and Vardi, 2000].

◮ While FO is PSpace-complete (combined complexity), FOk

is in time O(||A||k ∗ |Q|) (shown directly earlier).

◮ Core XPath queries can be translated in linear time into FO2

[Marx, 2005, Benedikt and Koch, 2006].

◮ Boolean Core XPath is in time O(||A||2 · |Q|).

Using Hypertree-width

◮ These bounds can be improved by moving to
hypertree-width [Gottlob et al., 2002b].

◮ CQ of hypertree-width 1 = acyclic conjunctive queries.

◮ The acyclic (Boolean or unary) conjunctive queries can be
evaluated in time O(||A|| · |Q|) [Yannakakis, 1981].

◮ Conjunctive Core XPath queries are acyclic (see
[Gottlob et al., 2002a]).

◮ Can be evaluated both in linear time in the data and
efficiently in the size of the query.

Tractability of XPath

Proposition ([Gottlob et al., 2005a])

The unary conjunctive Core XPath queries Q (with all axes) can
be evaluated in time O(||A|| · |Q|) on structures A.

◮ XPath 1.0 in polynomial time (combined complexity)
[Gottlob et al., 2005a].

◮ XPath queries in general do not strictly fit into the framework
of first-order queries of bounded hypertree-width.

◮ But there is no second main idea for XPath tractability
[Benedikt and Koch, 2006].

◮ Core XPath with data value joins has hypertree-width 2: Time
O(||A||2 · |Q|).

◮ //A[child::B/following::C/@D = child::E/@F]



Parallel complexity of acyclic queries

◮ Core XPath is PTime-hard [Gottlob et al., 2005b].

◮ Positive Core XPath is in LogCFL (combined complexity).

◮ For conjunctive Core XPath: already follows from acyclicity
and

Theorem ([Gottlob et al., 2001])

The conjunctive queries of bounded hypertree-width over arbitrary
relational structures are in LogCFL w.r.t. combined complexity.

Bounded tree-width of the data

◮ It is well known that Boolean MSO queries on trees
correspond to tree automata and have linear-time data
complexity [Thatcher and Wright, 1968, Doner, 1970].

◮ More general version of this fact for bounded tree-width
structures: Courcelle’s Theorem [Courcelle, 1990].

Theorem ([Flum et al., 2002])

Let C be a class of structures of bounded tree-width. For a fixed
MSO formula φ, there is an algorithm that evaluates φ on each
structure A ∈ C in time O(||A||+ ||φ(A)||).

◮ In particular: linear time in the size of the input on MSO
formulas with at most one free variable.

◮ Unranked ordered trees represented by
(Child ,NextSibling)-structures have tree-width two.

◮ Core XPath and monadic datalog can be reduced to MSO,
but direct evaluation is better (query complexity!)

4: Rewritings

Rewriting into acyclic queries

◮ Acyclic queries can be evaluated efficiently.

◮ Use these evaluation techniques also for queries that are not
acyclic:

Theorem ([Olteanu et al., 2002, Benedikt et al., 2003,
Gottlob et al., 2006])

For every conjunctive query over trees there is an equivalent acyclic
positive query. This query can be computed in exponential time.

◮ In contrast to full FO (i.e., with negation) on trees: known to
be stronger than acyclic FO on trees [Marx, 2005].



Proof: CQs to acyclic positive queries

◮ Input query ∃x1 · · · xk Q (k ≥ 0).

◮ W.l.o.g., Q contains no Following -atoms (eliminate).

◮ Consider the CNF formula

φ :⇔
∧

1≤i<j≤k

(xi = xj ∨ xi <pre xj ∨ xj <pre xi ).

◮ This formula fixes an <pre-order between any two variables.

◮ Translate into DNF.

◮ Let Ψ be the set consisting of the 3(
k
2) disjuncts of the

disjunctive normal form of φ.

Proof: CQs to acyclic positive queries

For ψ ∈ Ψ let Qψ be the conjunction obtained from Q ∧ ψ by the
following steps:

1. Remove each occurrence of an equality atom x = y . Replace
all occurrences of y by x .

2. For R ∈ {Child ,NextSibling}, remove all atoms R∗(x , x) from
Qψ and replace all occurrences of R∗(x , y) (where x and y are
different variables) by R+(x , y).

3. For R ∈ {Child ,NextSibling}, if Qψ contains atoms R(x , y),
R+(x , y) then R+(x , y) is removed from Qψ.

Example

If ψ = x = y ∧ x<prez ∧ ∧y<prez Rewrite

q ← Child∗(x , y) ∧ NextSibling+(x , z) ∧ NextSibling(y , z)

into
q ← NextSibling(x , z) ∧ ψ

Proof: CQs to acyclic positive queries

◮ The binary atoms or Qψ use only Child , Child+, NextSibling ,
NextSibling+, and <pre as predicates.

◮ We can verify that ∃~x Qψ is true if and only if ∃~x Q ∧ ψ.

◮ Let Q = {∃~x Qψ | ψ ∈ Ψ}. Then

Q ≡ ∃~x Q ∧ φ ≡
∨
{∃~x Q ∧ ψ | ψ ∈ Ψ} ≡

∨
Q.

◮ We call the binary relation E with

xEy :⇔ there is an atomic formula R(x , y) in Qψ

the graph of Qψ.

◮ Either cyclic or defines a total order on the variables in Qψ!

Proof: CQs to acyclic positive queries

Repeat the following until termination:
1. Choose atoms R(x , z),S(y , z) such that

◮ x and y distinct variables with x <pre y in Qψ
◮ R , S different from <pre

◮ z is maximal w.r.t. the total order given by the graph of Qψ.

2. If R(x , z) ∧ S(y , z) ∧ x <pre y is unsatisfiable (see table),
remove Qψ from Q and terminate.

3. Otherwise, replace atom R(x , z) by R(x , y).

Terminate if cyclic (unsatisfiable) or tree-shaped (excl.
<pre -atoms).

R \ S Child Child+ NextSibling NextSibling+

Child unsat unsat sat sat
Child+ sat sat sat sat

NextSibling unsat unsat unsat unsat
NextSibling+ unsat unsat sat sat

Table: Satisfiability of R(x , z) ∧ S(y , z) ∧ x <pre y .



Proof: CQs to acyclic positive queries

R \ S Child Child+ NextSibling NextSibling+

Child unsat unsat sat sat
Child+ sat sat sat sat

NextSibling unsat unsat unsat unsat
NextSibling+ unsat unsat sat sat

Table: Satisfiability of R(x , z) ∧ S(y , z) ∧ x <pre y .

Example

Rewrite

q ← Child(x , y)∧ Child(x , z) ∧ NextSibling+(y , z) ∧x<prey<prez .

into

q ← Child(x , y) ∧ NextSibling+(y , z) ∧ x<prey<prez .

Evaluating queries by rewriting

◮ It follows that if we take the size of the query as fixed, the
positive Boolean queries can be evaluated in linear time using
Yannakakis’ algorithm.

Corollary

A positive Boolean FO query can be evaluated on trees A in time
O(2|Q|O(1)

· ||A||).

◮ Related results follow from translations into tree automata.

◮ These translations work for related reasons.

Discussion

◮ Case with only Child and Child+ is stated in
[Benedikt et al., 2003].

◮ Similar techniques used in [Olteanu et al., 2002] to eliminate
backward axes from XPath expressions.

◮ [Schwentick, 2000]: rewrite first-order queries over trees given
by certain regular path relations.

◮ Implicit in [Gottlob and Koch, 2004] that any
CQ[{Child ,NextSibling}] can be rewritten into an equivalent
acyclic CQ[{Child ,NextSibling}] in linear time.

◮ Technique yields a very simple normal form for monadic
datalog: TMNF.

◮ However, translation into acyclic positive queries in general is
necessarily exponential [Gottlob et al., 2006].

Evaluating Positive Queries using XPath

◮ Forward XPath [Olteanu et al., 2002]: XPath query which
uses only the forward axes Child , Child+, NextSibling , and
NextSibling+, but none of their inverses such as Parent or
Ancestor .

◮ Previous proof produces no queriey with pairs of atoms
R(x , z),S(y , z).

◮ Each such query can be rewritten into an equivalent forward
Core XPath query in linear time .

◮ [Olteanu et al., 2003]: Algorithm for evaluating forward
XPath that

◮ scans its input data string only once from left to right
( streaming algorithm ),

◮ takes only memory linear in the depth of the tree and
◮ runs in time polynomial in the size of (the data and) the query.



5: Holistic Query Evaluation

(Pre-)valuations

Let Q be a conjunctive query and let A denote the finite domain.

◮ Pre-valuation for Q: total function Θ : Var(Q)→ 2A that
assigns to each variable of Q a nonempty subset of A.

◮ A valuation for Q is a total function θ : Var(Q)→ A.

◮ A valuation θ is called consistent if it satisfies the query.

◮ Let < be a total order on A = |A| and Θ be a pre-valuation.
Then the valuation

θ : x 7→ v iff v is the smallest node in Θ(x) w.r.t. <

is called the minimum valuation w.r.t. < in Θ.

Arc-consistency

Definition

Let A be a relational structure of unary and binary relations. A
pre-valuation Θ is called arc-consistent iff

◮ for each unary atom P(x) in Q and each v ∈ Θ(x), P(v) is
true (in A) and

◮ for each binary atom R(x , y) in Q, for each v ∈ Θ(x) there
exists w ∈ Θ(y) such that R(v ,w) is true and for each
w ∈ Θ(y) there exists v ∈ Θ(x) such that R(v ,w) is true.

Example

Arc-consistent but not consistent: q ← R(x , y),S(x , y).

R

1 2
3 4

S

3 2
1 4

Θ(x) = {1, 3},Θ(y) = {2, 4}

Proposition (Folklore)

There is an algorithm which checks in time O(||A|| · |Q|) whether
an arc-consistent pre-valuation of Q on A exists, and if it does,
returns the unique subset-maximal one.

Proof.

◮ Compute Θ by deciding, for each x , v , whether v 6∈ Θ(x) – as
an instance of propositional Horn-SAT.

◮ Evaluate instance using Minoux’ algorithm in total time
O(||A|| · |Q|).

◮ “Datalog technique” for tractable constraint satisfaction
[Feder and Vardi, 1998].



X-underbar-property

Definition ([Gutjahr et al., 1992])

Let A be a relational structure, R a binary relation in A, and < a
total order on A = |A|. Then, R is said to have the X-property
w.r.t. < iff for all n0, n1, n2, n3 ∈ A such that n0 < n1 and n2 < n3,

R(n1, n2) ∧ R(n0, n3)⇒ R(n0, n2).
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Graph (a) has the X-property.

xup-Structures: arc-consistency implies global consistency

◮ A: structure of unary and binary relations

◮ <: total order on |A|.

◮ Structure A is said to have the X-property w.r.t. < if all
binary relations R in A have the X-property w.r.t. <.

Lemma

Let A be a structure with the X-property w.r.t. < and let Θ be an
arc-consistent pre-valuation on A for a given conjunctive query
over the relations of A. Then, the minimum valuation in Θ w.r.t.
< is consistent.

Theorem ([Gutjahr et al., 1992])

Given a structure A with the X-property w.r.t. < and a Boolean
conjunctive query Q over A, Q can be evaluated on A in time
O(||A|| · |Q|).

k-ary conjunctive queries: time O(|A|k · ||A|| · |Q|).

Ptime bounds for conjunctive queries on trees

Proposition ([Gottlob and Koch, 2002])

1. Child+ and Child∗ have the X-property w.r.t. <pre ,

2. Following has the X-property w.r.t. <post , and

3. Child, NextSibling, NextSibling∗, and NextSibling+ have the
X-property w.r.t. <bflr .

Corollary

Conjunctive queries over each of the following signatures are in
polynomial time w.r.t. combined complexity:

τ1 := 〈(Laba)a∈Σ,Child+,Child∗〉

τ2 := 〈(Laba)a∈Σ,Following 〉

τ3 := 〈(Laba)a∈Σ,Child ,NextSibling ,

NextSibling∗,NextSibling+〉

Dichotomy theorem

◮ The previous proposition lists all the cases where the
X-property holds for any of the axis relations and the orders
<pre , <post , or <bflr .

◮ The conjunctive queries over any signature of unary and axis
relations not contained in either τ1, τ2, or τ3 are NP-complete.

◮ The X-property yields a complete characterization of the
tractability frontier for classes of conjunctive queries over
trees given by unary and axis relations.

◮ Dichotomy : Query evaluation either in P or NP-complete
[Gottlob et al., 2006].



Arc-consistency for acyclic queries

◮ The maximal arc-consistent pre-valuation Θ of a query
subsumes all consistent valuations.

◮ If θ(x) = v , then v ∈ Θ(x).

◮ For acyclic conjunctive queries, the converse holds as well.

Proposition

Let Q be an acyclic conjunctive query over unary and binary
relations and let Θ be an arc-consistent pre-valuation of Q. Then
for any variable x of Q and each v ∈ Θ(x), there is a consistent
valuation θ of Q such that θ(x) = v.

◮ The maximum arc-consistent pre-valuation is a
compact representation of precisely all the solutions of Q.

Holistic Joins

If we assume a uniform machine model in which pointers have
constant size,

Proposition

The k-ary acyclic conjunctive queries Q on trees A can be
evaluated in time O(|Q| · ||A||+ ||Q(A)||).

◮ This approach has been taken in work on so-called
holistic twig joins [Bruno et al., 2002, Jiang et al., 2003].

◮ In [Bruno et al., 2002], it is shown how path-shaped queries
that only involve Child and Child+ as binary relations can be
processed efficiently.

◮ As we have seen, this approach can be generalized much
beyond path queries and these two axes.

Summary: Complexity and expressive power

mon.datalog

NP-complete

mon.datalog[X]

P-complete

MSO

PSPACE-complete

FO

FO3

Core XPath

FO2

pos. FO

TMNFXPath

CQ[X]pos. Core XPath

LOGCFL-complete

Conjunctive Queries

NP

PSPACE

P

Advertisement: New XPath survey

◮ Michael Benedikt, Christoph Koch, “ XPath Leashed ”, 2006.

◮ Up-to-date survey of
◮ expressiveness,
◮ complexity,
◮ efficient algorithms, and
◮ static analysis

results for XPath.

◮ Available online at
http://www.infosys.uni-sb.de/∼koch/
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