Thoughts about Interoperability in the NSDL

Draft for discussion

Interoperability is a theme of several of the NSDL projects. The following is some initial thoughts about how we might approach this area.

Background

The term interoperability refers to the challenge of building coherent services for users, when the individual components are technically different and managed by different organizations.  This requires cooperation at three levels: technical, content and organizational.

(
Technical agreements cover formats, protocols, security systems so that messages can be exchanged, etc.  

(
Content agreements cover the data and metadata, and include semantic agreements on the interpretation of the messages.  

(
Organizational agreements cover the ground rules for access, for changing collections and services, payment, authentication, etc.

Defining these agreement are hard, but the central challenge is to create incentives for independent digital libraries to adopt them.  Adoption of shared methods provides digital libraries with extra functionality, but shared methods also bring costs.  Sometimes the costs are directly financial: the purchase of equipment and software, hiring and training staff.  More often the major costs are organizational.  Rarely can one aspect of a digital library be changed in isolation.  Introducing a new standard requires inter-related changes to existing systems, altered work flow, changed relationships with suppliers, and so on.

Levels of interoperability

In practice there appear to be four approaches to interoperability.  

(
Standardization

(
Federation

(
Harvesting

(
Gathering

In this list, the top level provides the most complete form of interoperability, but places the greatest burden on participants.  The bottom level requires essentially no effort by the participants, but provides a poorer level of interoperability.

Standardization

In strict standardization, every aspect of interoperability is formally defined and every organization commits to follow the standards exactly.  In practice this forces all organizations use the same computer systems and enhance them to the same schedule.  I know of no successful examples of strict standardization beyond a single corporation.

Federation 

The conventional approach to interoperability is for a group of organizations to agree that their services will be build to certain specifications (which are often selected from formal standards).  Organizations that build systems to these specifications form a federation. The libraries that share online catalog records using Z39.50, MARC and the Anglo American Cataloging Rules are an example of a federation.  

The problem of forming a federation is the effort required by each organization to implement and keep current with all the agreements.   Since the cost of participation is high, federations have small but dedicated memberships.  

Harvesting

The difficulty of creating large federations is the motivation behind recent efforts, such as the Open Archives initiative, to create looser groupings of digital libraries.  The underlying concept is that the participants take some small efforts that enable some basic shared services, without specifying a complete set of agreements.  

The Open Archives initiative is based around the concept of metadata harvesting.  Each digital library makes minimal metadata about its collections available in a simple exchange format.  This metadata can be accumulated by members of the federation and built into services such as information discovery or reference linking. 

While services that are built by metadata harvesting are clearly less powerful than those provided by federations, the burden of participating is much less, so that more organizations are likely to join and keep their systems current.  The Digital Library Federation is one of the major proponents of metadata harvesting.

Gathering

If the various organizations are not prepared to cooperate in any formal manner, a base level of interoperability is still possible by gathering openly accessible information.    The premier examples are the Web search engines.  Because there is no cost to belonging, gathering can provide services that embrace large numbers of digital libraries, but the services are of poorer quality than can be achieved by partners who cooperate more fully.

Much of the effort of Web research at present can be thought of as adding extra function to the base-level, which will lead to better interoperability, even among totally uncooperating organizations.  Even though the concept of a fully semantic Web is purely a dream, it is reasonable to expect that the level of services that can be provided by gathering will improve steadily.  ResearchIndex is an example of an effective digital library that is built automatically by gathering.

Strategies for the NSDL

The NSDL will need interoperability at several levels.  Core collections and services will unite in one or more federations.  Other partners will be prepared to provide simple metadata for harvesting.  Many important collections will not be formal partners of the NSDL, but their open-access materials are available for gathering.

Much of the effort of the NSDL will go into creating one or more federations of high-quality collections that are willing to support powerful technical, content and organizational agreements.  Ideally, there would be a single federation, but this is probably too ambitious.  For example, consider the challenge of creating a single metadata standard that supports both educational computing (e.g., IMS) and geospatial collections (e.g., the Alexandria Digital Library).

At Cornell, we intend to augment this work by interoperability at the two lower levels, harvesting and gathering.  The objective is to build a comprehensive digital library of all materials that might be used for scientific education, very broadly defined.  Inevitably the quality of interoperability will be lower than could be achieved by federation, but the coverage will be greater. 
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