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1 Experiment details

A description of each setup follows. See Table 1 for more

quantitative details. As a reminder, Figure 1 is dupli-

cated from the main paper and gives diagrams of the

calibration setups and their corresponding kinematic

trees.

1.1 Stereo pair

We mounted a pair of Point Grey Chameleon cameras

on a rigid beam and took pairs of photographs of a

checkerboard displayed on a LCD monitor at a distance

of about 3 m from the cameras. We kept the cameras

static throughout the experiment, while changing the

position and orientation of the monitor between each

pair of photographs. We took 12 pairs of photographs

for a total of 24 views.

1.2 Spherical gantry

We mounted a Canon EOS 50D camera on a spherical

gantry arm, which is a robot arm with two (nominally)

perpendicular revolute (single-axis rotation) joints. The

checkerboard was a printed pattern near the center of

the gantry, about 0.5 m from the camera. We took 24

photographs.
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1.3 Stereo pair with tablet computer

This experiment was the same as the stereo pair, except

for the addition of an Apple iPad displaying a second

checkerboard and having a third camera. The tablet

was placed about 3 m from the stereo pair, while the

monitor was placed about 2 m farther, roughly in a

line. Again we kept the stereo cameras static through-

out the experiment, while changing the position and ori-

entation of the monitor and tablet. We took 8 triplets

of photographs, each corresponding to a single moni-

tor and tablet configuration, with both the tablet and

monitor checkerboards being visible (though sometimes

partially obstructed by the tablet) in each of the obser-

vations from the stereo camera. Each set thus netted

five views, for a total of 40 views.

1.4 Two-arm spherical gantry

This experiment used the same spherical gantry, but

used a QImaging Retiga 1300i camera instead. It also

involved a second checkerboard mounted on a second

gantry arm. The second arm had only a single revolute

joint, nominally aligned with the camera arm. The fixed

checkerboard remained at about a distance of 0.5 m

from the camera, while the arm-mounted checkerboard

was at a distance of 1.1 to 1.3 m depending on the

gantry configuration. We took 43 photographs; the fixed

checkerboard was visible in 20 of them, and the arm-

mounted checkerboard was visible in 39, for a total of

59 views.
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(a) Legend. (b) Stereo pair. (c) Spherical gantry. The camera

arm has two revolute joints with dif-
ferent axes of rotation.
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(d) Stereo pair with tablet. The goal
is to calibrate the camera and dis-
play on a tablet computer.

(e) Two-arm spherical gantry. The
second arm has only a single axis of
rotation.

(f) Facing smartphones. These are
two devices with screens and front-
facing cameras that take pho-
tographs of each other.
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(g) Ad-hoc cluster. (h) Point Grey Ladybug. The symmetrical arrangement of the cameras allows us

to rotate the cluster so that each camera sees the next target in turn. Simulation
suggests this improves the calibration. Here we have drawn the same tree to
show the change in the source and target nodes of the observations after such a
rotation.

Fig. 1 Calibration setups and their corresponding trees. Drawings not to scale.

1.5 Facing smartphones

We had two laptops with integrated cameras each dis-

play a checkerboard on their screen. We took 13 pairs of

photographs from each laptop of the other laptop’s dis-

played checkerboard, moving the laptops between each

pair of photographs, for a total of 26 views.

1.6 Ad-hoc cluster

We bolted four cameras onto a rigid beam, facing out-

wards in a “fan” of about 90 degrees. Two of the cam-

eras were the same Point Grey Chameleons from the

stereo and tablet setups, but with different lenses, while

the other two were DSLRs. Each camera observed its

own checkerboards, displayed on a LCD monitor from

1.0 to 1.5 m away; no camera had any observations of

any other camera’s checkerboards. We took 6 sets of

photographs from the camera cluster, moving the cam-

era cluster between each set while keeping the monitors

in place, for a total of 24 views.

1.7 Point Grey Ladybug

We used the five side-mounted cameras of a Point Grey

Ladybug3 system. We mounted one checkerboard roughly

in front of each camera. We moved the Ladybug be-

tween each set of exposures while keeping the checker-

boards fixed. We took 13 sets of photographs from the

five side cameras, for a total of 65 views.
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Table 1 Description of experimental setups. Focal lengths are approximate. Numbers of views refer to the total number of
views, not the number per camera. Checkerboard sizes refer to the number of feature points.

Obs. Checkerboards
Experiment No. views Location Resolution Focal len. Location Size Sq. size

Stereo pair 24 Left 1280x960 px 7000 px Monitor 8x8 23.52 mm
Right 1280x960 px 3500 px

Spherical gantry 24 Gantry 4770x3177 px 13500 px Fixed 8x6 9 mm
Stereo pair 40 Left 1280x960 px 7000 px Monitor 8x8 23.52 mm
with tablet Right 1280x960 px 3500 px Tablet 7x10 19.05 mm

Tablet 960x720 px 1200 px
Two-arm, 59 Gantry 1300x1030 px 1380 px Fixed 7x7 10 mm

spherical gantry Arm 7x7 10 mm
Facing smartphones 26 Laptop 1 640x480 px 630 px Laptop 1 8x8 13.80 mm

Laptop 2 640x480 px 680 px Laptop 2 8x8 15.00 mm
Ad-hoc cluster 24 Camera 1 4172x3168 px 4400 px Target 1 8x8 23.52 mm

Camera 2 1280x960 px 1650 px Target 2 8x8 20.64 mm
Camera 3 1280x960 px 2480 px Target 3 8x8 15.00 mm
Camera 4 4272x2848 px 3640 px Target 4 8x8 21.12 mm

Ladybug 65 Camera 1-5 808x616 px 375 px Target 1-5 6x8 35 mm

Table 2 Leave-one-out cross-validation results. Optimization residuals refer to the residuals when optimization is performed
with all observations. LOOCV errors refer to the errors over all predictions in the leave-one-out cross-validation, where each
observation is left out in one trial. If more than one calibration target appears in a single photograph, each calibration target
in the photograph is considered as a separate observation. Running times refer to the optimization where all images were used.
KE is short for kinematic estimation. The median and maximum columns refer to the absolute values of the residuals/errors. σ
for the synthetic experiements refers to the residual of the Zhang calibration (independent pose estimates for every observation)
and consequently the magnitude of the Gaussian noise of the synthetic experiments.

Running time Optimization Residuals (px) LOOCV Errors (px)
Experiment KE Opt. RMS Mean Med. Max RMS Mean Med. Max

Stereo pair 0.61 s 2.3 s 0.095 0.070 0.050 0.425 0.141 0.105 0.079 0.536
Spherical gantry 1.1 s 4.0 s 1.728 1.383 1.138 5.765 1.927 1.542 1.280 6.287
Stereo with tablet 0.39 s 5.1 s 0.381 0.199 0.101 3.960 4.911 2.038 0.414 25.817
Gantry, two-arm 3.3 s 4.3 s 0.186 0.146 0.119 0.617 0.229 0.177 0.139 0.786
Facing smartphones 0.79 s 1.4 s 0.144 0.110 0.088 0.631 2.622 1.984 1.457 8.064
Ad-hoc cluster 1.5 s 5.6 s 0.077 0.060 0.049 0.321 1.545 1.103 0.812 6.288
Ladybug 0.77 s 6.9 s 0.068 0.053 0.042 0.285 0.081 0.064 0.052 0.324

Optimization Residuals (px) LOOCV Errors (px)
Synthetic experiment σ (px) RMS Mean Med. Max RMS Mean Med. Max

Stereo pair 0.089 0.086 0.069 0.058 0.363 0.115 0.089 0.072 0.473
Spherical gantry 0.759 0.725 0.579 0.490 2.523 0.732 0.585 0.497 2.545
Stereo with tablet 0.157 0.156 0.125 0.105 0.600 0.969 0.328 0.148 4.885
Gantry, two-arm 0.052 0.051 0.041 0.034 0.199 0.052 0.041 0.034 0.199
Facing smartphones 0.135 0.136 0.108 0.092 0.485 1.075 0.816 0.673 3.893
Ad-hoc cluster 0.050 0.048 0.039 0.033 0.177 0.135 0.097 0.068 0.603
Ladybug 0.071 0.069 0.055 0.046 0.259 0.080 0.063 0.052 0.378



4 Albert Liu et al.

2 Example images

This section gives three sets of images for each calibration setup:

1. An example photograph for each camera with the detected and reprojected feature points superimposed on

them.

2. A plot of the camera and calibration target frames for every observation.

3. A plot of the reprojection errors before and after the nonlinear optimization.
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2.1 Stereo pair

Fig. 2 Examples of reprojections for the stereo pair experiment. The blue circles indicate observed checkerboard intersections. The
red crosses indicate reprojections of the complete optimization. Both images are from the same configuration. The first image is from
the left camera, and the second from the right camera.
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Fig. 3 A depiction of the camera and calibration target frames for each observation for the stereo pair experiment. The x, y, and z
axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the camera center for
cameras and one corner of the checkerboard for calibration targets.
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Fig. 4 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the stereo pair experiment. Colored points represent residuals for a single pixel of the
correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-colored obser-
vation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the change in scale
between plots.
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2.2 Spherical gantry

Fig. 5 Examples of reprojections for the spherical gantry experiment. The blue circles indicate observed checkerboard intersections.
The red crosses indicate reprojections of the complete optimization. The two images are from different positions of the camera arm.
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Fig. 6 A depiction of the camera and calibration target frames for each observation for the spherical gantry experiment. The x, y,
and z axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the camera center
for cameras and one corner of the checkerboard for calibration targets.
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Fig. 7 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the spherical gantry experiment. Colored points represent residuals for a single pixel
of the correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-colored
observation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the change in
scale between plots.
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2.3 Stereo pair with tablet

Fig. 8 Examples of reprojections for the stereo pair with tablet experiment. The blue circles indicate observed checkerboard inter-
sections. The red crosses indicate reprojections of the complete optimization. All three images are from the same configuration. The
first image is from the left camera, the second from the right, and the third from the tablet. The reprojected tablet camera position
in the first two images is indicated by a green diamond.
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Fig. 9 A depiction of the camera and calibration target frames for each observation for the stereo pair with tablet experiment. The
x, y, and z axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the camera
center for cameras and one corner of the checkerboard for calibration targets.
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Fig. 10 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the stereo pair with tablet experiment. Colored points represent residuals for a single pixel
of the correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-colored
observation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the change in
scale between plots.
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2.4 Two-arm spherical gantry

Fig. 11 Examples of reprojections for the two-arm spherical gantry experiment. The blue circles indicate observed checkerboard
intersections. The red crosses indicate reprojections of the complete optimization. Both checkerboards are visible in this image.



SL-Rigidity and Caliber: Camera Localization and Calibration Using Rigidity Constraints 15

Fig. 12 A depiction of the camera and calibration target frames for each observation for the two-arm spherical gantry experiment.
The x, y, and z axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the
camera center for cameras and one corner of the checkerboard for calibration targets.
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Fig. 13 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the two-arm spherical gantry experiment. Colored points represent residuals for a single
pixel of the correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-
colored observation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the
change in scale between plots.
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2.4.1 Model variations

Full model

Perpendicular camera arm joints

Perpendicular camera arm joints and aligned second arm axis

Fig. 14 Pixel residuals for optimizer and LOOCV for three variations on the two-arm gantry model. The first row is the model
we used. The middle row is for a model that assumes the two revolute joints of the camera arm are perpendicular. The last row
additionally assumes the second arm’s axis is aligned with the camera arm. This shows that our system can evaluate the strength of
competing models: the joints of the camera arm are very nearly perpendicular, but dropping the assumption does give a very small
improvement to the RMS LOOCV pixel residual. Meanwhile, the axes of the two arms are clearly not quite aligned.
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2.5 Facing smartphones

Fig. 15 Examples of reprojections for the facing smartphones experiment. The blue circles indicate observed checkerboard intersec-
tions. The red crosses indicate reprojections of the complete optimization.
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Fig. 16 A depiction of the camera and calibration target frames for each observation for the facing smartphones experiment. The
x, y, and z axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the camera
center for cameras and one corner of the checkerboard for calibration targets.
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Fig. 17 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the facing smartphones experiment. Colored points represent residuals for a single pixel
of the correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-colored
observation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the change in
scale between plots.
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2.6 Ad-hoc cluster

Fig. 18 Examples of reprojections for the ad-hoc cluster experiment. The blue circles indicate observed checkerboard intersections.
The red crosses indicate reprojections of the complete optimization. Although the fields of view of the cameras were not perfectly
non-overlapping, no checkerboard’s data was used for more than one camera.
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Fig. 19 A depiction of the camera and calibration target frames for each observation for the ad-hoc cluster experiment. The x, y,
and z axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the camera center
for cameras and one corner of the checkerboard for calibration targets.
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Fig. 20 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the ad-hoc cluster experiment. Colored points represent residuals for a single pixel of
the correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-colored
observation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the change in
scale between plots.
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2.7 Point Grey Ladybug

Fig. 21 Examples of reprojections for the Ladybug experiment. The blue circles indicate observed checkerboard intersections. The red
crosses indicate reprojections of the complete optimization. Although the frustra were not perfectly non-overlapping, no checkerboard’s
data was used for more than one camera.
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Fig. 22 A depiction of the camera and calibration target frames for each observation for the Ladybug experiment. The x, y, and z
axes are red, green, and blue respectively. Axes are labeled with the observation they came from. Origins are the camera center for
cameras and one corner of the checkerboard for calibration targets. We have opted for a camera-centered view here.
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Fig. 23 Pixel residuals after kinematic estimation (but before nonlinear optimization), solution after nonlinear optimization, and
leave-one-out cross validation (LOOCV) for the Ladybug experiment. Colored points represent residuals for a single pixel of the
correspondingly-colored observation. Colored polygons represent convex hulls for the residuals of the correspondingly-colored obser-
vation. There is one numbered box for each observation, at the average pixel residual for that observation. Note the change in scale
between plots.
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