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Abstract

Many tasks in computer vision can be formulated as energy minimization problems.
In this paper, we consider a natural class of energy functions that permits disconti-
nuities. We show that minimizing these energy functions is NP-hard. However, the
energy minimization problem can be solved by computing a minimum cost multiway
cut on an associated graph. This allows the use of approximation algorithms that
produce answers with quality guarantees. We present an efficient approximation algo-
rithm that produces a local minimum even if very large moves are allowed. We apply
our method to the tasks of image restoration and stereo. For both tasks we obtain

promising results on data with ground truth.

1 Energy minimization in early vision

Many early vision problems require estimating some spatially varying quantity (such as in-
tensity, disparity or texture) from noisy measurements. Such quantities tend to be piecewise
smooth; they vary smoothly at most points, but change dramatically at object boundaries.
Every pixel p € P must be assigned a label in some set £; for motion or stereo, the labels
are disparities, while for image restoration they represent intensities. The goal is to find a

labeling f : P — L that is both piecewise smooth and consistent with the observed data.
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These vision problems can be naturally formulated in terms of energy minimization. In

this framework, one seeks the labeling f that minimizes the energy

Esmooth(f) + Eda,ta(f)- (1)

Here F,,.0tn measures the extent to which f is not piecewise smooth, while E4,;, measures
the disagreement between f and the observed data. Many different energy functions have
been proposed in the literature, depending upon the exact vision problem. The form of Fyu,
is typically

Eaa(f) = > Dy(f(p)), (2)

pEP
where D, measures how appropriate a label is for the pixel p given the observed data. In

the image restoration problem, for example, usually D,(f(p)) = (f(p) — i(p))*, where i(p) is
the observed intensity of the pixel p.

The choice of E,,,..¢x 18 a critical issue, and many different functions have been proposed.
For example, in regularization-based vision [2, 15, 22|, E,.0tn makes f smooth everywhere.
This leads to poor results at object boundaries. Energy functions that do not have this
problem are called discontinuity-preserving. A large number of discontinuity-preserving en-
ergy functions have been proposed (see for example [14, 19, 27]). Geman and Geman’s
seminal paper [11] gave a Bayesian interpretation of many energy functions, and proposed a
discontinuity-preserving energy function based on Markov Random Fields (MREF’s).

The major difficulty with energy minimization for early vision lies in the enormous com-
putational costs. Typically these energy functions have many local minima (i.e., they are
non-convex). Worse still, the space of possible labelings has dimension |P|, which is many
thousands. There have been numerous attempts to design fast algorithms for energy mini-
mization; we will review this area in section 2. However, as a practical matter the computa-
tional problem remains unresolved.

In this paper we address a class of discontinuity-preserving energy functions. Let the
neighborhood system A denote the set of pairs of adjacent pixels in P. We consider functions
of the form

Ep(f) = Y upg 6(f(p) # f(@) + 3 Dy(f(p)), (3)

{p,a}eN peEP



where

L if f(p) # f(a),

0 otherwise.

§Fp) £ fla) = {

We allow D, to be an arbitrary function, as long as it is non-negative and finite.!

This energy function is in some sense the simplest energy that preserves discontinuities.
The smoothness term provides a penalty for assigning different labels to two adjacent pixels
{p,q}. This penalty does not depend on the labels assigned, as long as they are different.
Such energy functions naturally arise from a particular MRF that we call a generalized Potts
model; this derivation is given in the appendix. We will therefore refer to the energy function
Ep given in equation (3) as the Potts energy.

In early vision, there are a few energy functions whose global minimum can be rapidly
computed [7, 13, 16]. Unfortunately, we show in the appendix that minimizing the Potts
energy is NP-hard, so it very likely requires exponential time. In this paper we propose a
fast approximation algorithm for this energy minimization problem, and apply it to several
vision problems.

We begin with a survey of energy minimization methods in computer vision. In section 3
we turn the Potts energy minimization problem into the problem of computing the minimum
cost multiway cut on a graph. Section 4 presents our approximation algorithm and its quality
guarantees. In section 5 we give experimental results for both image restoration and stereo.
An appendix shows how to derive our energy function from a particular Markov Random

Field, and gives a proof that the Potts energy minimization problem is NP-hard.

2 Related work

Energy minimization is quite popular in computer vision, and a wide variety of methods
have been used. An exhaustive survey is beyond the scope of this paper; however, we will

briefly describe the energy minimization methods that are most prevalent in vision.

LQur results do not require that D, be finite, but this assumption simplifies the presentation considerably.

A proof of the main results in this paper without making this assumption is given in [7].



2.1 Global energy minimization

The problem of finding the global minimum of an arbitrary energy function is obviously
intractable (it includes the Potts energy minimization problem as a special case). As a
consequence, any general-purpose energy minimization algorithm will require exponential
time to find the global minimum, unless P=NP.

Simulated annealing was popularized for vision by [11], and is the only general-purpose
global energy minimization method in widespread use. With certain annealing schedules,
annealing can be guaranteed to find the global minimum. Unfortunately, the schedules that
lead to this guarantee are extremely slow. In practice, annealing is inefficient partly because
at each step it changes the value of a single pixel.

There are a few interesting energy functions where the global minimum can be rapidly
computed, via dynamic programming or graph cuts. Dynamic programming [1] is restricted
to energy functions which are essentially one-dimensional. This includes some important
cases, such as snakes [18]. In general, the two-dimensional energy functions that arise in
early vision cannot be solved via dynamic programming.

Graph cuts, however, can be used to find the global minimum of certain two-dimensional
energy functions. These algorithms permit D, to be arbitrary. [13] addressed the case of
|£| = 2. This result was generalized by [7, 16] to handle label sets of arbitrary size, when

the smoothness energy is of the form

o 1f(p) — fa)l. (4)

{p.a}eN
This smoothness energy, unfortunately, leads to oversmoothing at object boundaries. In
addition, there must be a natural total order on the label set £, which rules out some
significant problems such as motion.

Another alternative is to use methods that have optimality guarantees in certain cases.
Continuation methods, such as GNC [5], are the best-known example. These methods involve
approximating an intractable (non-convex) energy function by a sequence of energy functions,
beginning with a tractable (convex) approximation. At every step in the approximation, a

local minimum is found using the solution from the previous step as the starting point. There



are circumstances where these methods are known to compute the optimal solution (see [5]
for details). Continuation methods can be applied to a large number of energy functions,

but except for these special cases nothing is known about the quality of their output.

2.2 Local energy minimization

Due to the inefficiency of computing a global minimum, many authors have opted for a
local minimum. One problem with this is that it is difficult to determine the cause of an
algorithm’s failures. When an algorithm gives unsatisfactory results, it may be due either to
a poor choice of energy function, or to the fact the answer is far from the global minimum.
There is no obvious way to tell which of these is the problem.? Another issue is that local
minimization techniques are naturally sensitive to the initial estimate.

There are several ways in which a local minimum can be computed. By phrasing the en-
ergy minimization problem in continuous terms, variational methods can be applied. These
methods were popularized by Horn [15]. Variational techniques use the Euler equations,
which are guaranteed to hold at a local minimum (although they may also hold elsewhere).
For example, in the case of optical flow, the Euler equations result in a pair of elliptic second-
order partial differential equations. A number of methods have been proposed to speed up
the convergence of the resulting numerical problems, including (for example) multigrid tech-
niques [26]. To apply these algorithms to actual imagery, of course, requires discretization.
An alternative is to use discrete relaxation methods; this has been done by many authors,
including [8, 24, 25].

It is important to note that a local minimum is defined relative to a set of allowed moves.
Most existing minimization algorithms find a local minimum relative to moves that change
the label of a single pixel. In section 4 we will propose an algorithm that finds a local

minimum of Ep even when very large moves are allowed.

2Tn the special cases where the global minimum can be rapidly computed, it is possible to separate these
issues. For example, [13] points out that the global minimum of an Ising energy function is not necessarily
the desired solution for image restoration. [6, 13] analyze the performance of simulated annealing in cases

with a known global minimum.



3 Multiway cut formulation

We now show that the problem of minimizing the Potts energy Ep can be solved by com-
puting a minimum cost multiway cut on a certain graph. This construction will allow us to
apply new approximation algorithms to minimize the energy.

Consider a graph G = (V, £) with non-negative edge weights, along with a set of terminal
vertices £ C V. A subset of edges C C & is called a multiway cut if the terminals are
completely separated in the induced graph G(C) = (V,& — C). We will also require that no
proper subset of C separates the terminals in G(C). The cost of the cut C is denoted by |C|
and equals the sum of its edge weights. The multiway cut problem is to find the minimum
cost multiway cut [9)].

We take V = PUL. This means that G contains two types of vertices: p-vertices (pixels)
and [-vertices (labels). Note that [-vertices will serve as terminals for our multiway cut
problem. Two p-vertices are connected by an edge if and only if the corresponding pixels
are neighbors in the neighborhood system N. The set £y consists of the edges between

p-vertices, which we will call n-links. Each n-link {p, ¢} € Ex is assigned a weight

Wip,g} = U{p,q}- (5)

Each p-vertex is connected by an edge to each [-vertex. An edge {p,!} that connects a
p-vertex with a terminal (an [-vertex) will be called a t-link and the set of all such edges will

be denoted by £7. Each t-link {p, 1} € &7 is assigned a weight
wipy = Kp — Dy(l), (6)

where K, > max; D,(!) is a constant that is large enough to make the weights positive. The
edges of the graph are £ = £y U E7. Figure 1 shows the structure of the graph G.

We now establish a one-to-one correspondence between multiway cuts and labelings. As
an illustration, figure 3(a) shows an induced graph G(C) = (V, € — C) corresponding to some
multiway cut C on G given in figure 1. It is easy to see that in general there should be exactly
one t-link to each p-vertex in the induced graph G(C): if there were two or more ¢-links to

a pixel, C would not separate the corresponding terminals; while if there were no t¢-links, a



terminals (I-vertices or labels)

pixels
(p-vertices)

Figure 1: An example of the graph G = (V, &) with terminals £ = {1,...,k}. The pixels
p € P are shown as white squares. Each pixel has an n-link to its four neighbors. Each
pixel is also connected to all terminals by ¢-links (some of the ¢-links are omitted from the
drawing for legibility). The set of vertices V = P U £ includes all pixels and terminals. The

set of edges £ = Exr U &7 consists of all n-links and ¢-links.



proper subset of C would separate the terminals. This yields an isomorphism between the
set of all multiway cuts and the set of all possible labelings f. A multiway cut C corresponds
to the labeling f¢ which assigns the label [ to all pixels p which are ¢-linked to the [-vertex in
G(C). Tt is clear that the n-link between p and g is included in C just in case f€(p) # f°(q):
if such an n-link were not included, C would not be a cut; while if the n-link were in C, but

f€(p) = f¢(q), then a proper subset of C would be a cut.
Theorem 1 If C is a multiway cut on G, then |C| = Ep(f°) plus a constant.

PrOOF: The cost of the cut C is the sum of the weights of the n-links and the ¢-links in C.
If f€(p) # f°(q) then a pair of neighboring pixels {p, ¢} contributes wy,  to the sum of the

n-links in C which is

Y. wpg - () # f(a)) (7)

{p7q}e‘€/\/
The sum of the ¢-links is

2. 2 wpn =2 2, K =Dy() =2 >, K= ), Dyll)

cp Iec peP  IeL pcP  IeL pEP  IeL
PR ) 1 £ () 1 (p) 1 £ (p)

This can be re-written as
(€] =1)- >0 Ky = 2232 Du(l) + 32 Dy(f(p)). (8)
pEP pEPIEL pEP
Only the last term depends on C; the other terms are constants. So by adding the costs in

(7) and (8), we obtain Ep(fC€) from (3) plus a constant. u

Corollary 1 IfC is a minimum cost multiway cut on G, then f¢ minimizes Ep.

4 Fast approximate energy minimization

While the multiway cut problem is known to be NP-complete, there is a fast approximation
algorithm [9]. This algorithm works as follows. First, for each terminal { € £ it finds an

isolating two-way minimum cut C(I) that separates [ from all other terminals.> Then the

3A two terminal minimum cut problem can be efficiently solved, for example via the algorithm of Ford

and Fulkerson [10] or Goldberg and Tarjan [12].



algorithm generates a multiway cut C = Uy, C(I) where l,,,, = argmaxes |C(I)| is the

terminal with the largest cost isolating cut. This “isolation heuristic” algorithm produces a

2

cut which is optimal to within a factor of 2 — i

However, the isolation heuristic algorithm

suffers from two problems that limits its applicability to our energy minimization problem.

e The algorithm will assign many pixels a labeling that is chosen essentially arbitrarily.
Note that the union of all isolating cuts U;cC(l) may leave some vertices disconnected

from any terminal. The multiway cut C = Uy, C(I) connects all those vertices to

mazx

the terminal /,,4z.

¢ While the multiway cut C produced is close to optimal, this does not imply that the
resulting labeling f¢ is close to optimal. This is due to the constant that appears in
theorem 1; this results from equation (6), where we needed to add constants to each
t-link to ensure that the weights were positive. As a result, the isolation heuristic
algorithm does not produce a labeling whose energy is within a constant factor of

optimal.

We have therefore developed a new approximation method that is designed specifically for
minimizing Fp. This method iteratively improves multiway cuts on the graph described in
section 3. Thus, our algorithm can be thought of as a greedy energy minimization technique.
The key point is that a single move of our graph-cut approach may simultaneously change
the labels of an arbitrarily large set of pixels. We will show in theorem 3 that our algorithm
produces a local minimum even if very large moves are allowed.

The algorithm takes as input some multiway cut C. The basic steps are shown in figure 2.
We will call a single execution of steps 3.1-3.2 an iteration, and an execution of steps 2-4 a
cycle. In each cycle, the algorithm performs an iteration for every pair of labels {a, 5} C £
in a certain (fixed or random) order. At step 3.1 of each iteration we find a new cut C' by
reallocating pixels between the terminals a and 3, in an optimal way described below. The
new cut C' is guaranteed to be at least as good as C. A cycle is successful if a strictly better
cut is found for at least one pair of labels. The algorithm stops after the first unsuccessful

cycle since no further improvement is possible.



1. Start with an arbitrary cut C
2. Set success := 0
3. For each pair of labels {a,(} C L
3.1. Optimally reallocate pixels between a and [

to form a new cut C' such that |C'| <|C|
3.2. If |[C'|<|C|, set C := C' and success := 1

4. If success = 1 goto 2

5. Return C

Figure 2: Our approximation algorithm.

We now describe step 3.1 in detail, using figure 3 for illustration. Each multiway cut
separates the pixels in P into distinct groups where pixels of each group P, are assigned
the same terminal [ € £. To be precise, any multiway cut C on a graph G constructed as
in section 3 can be uniquely represented by a partition {P; | I € L} of the set of pixels P,
where each subset P, contains all p € P such that f¢(p) = [. In figure 3(a) we use shading
to show a partition generated by some multiway cut C on the graph G given in figure 1. It
is important to note that the pixels of a given subset P; do not have to be connected. For
example, the set Ps in figure 3(a) consists of two subsets that are disconnected from each
other. In general, our scheme works for any partition of pixels.

At each iteration of step 3.1 we consider a fixed pair of distinct labels {a,3} C £. The
basic operation of step 3.1 is to improve the current multiway cut C, that is the current
partition {P; |l € L}, by reallocating pixels in P, U Pz between the terminals a and f.
Specifically, we solve a standard two terminal minimum cut problem on a graph G,z =
(Viag)s €1a,py), With vertices Vi, gy = PaUPgUaUS and edges ;4 gy including all edges in £
that connect vertices in Vi, g. In figure 3(b) we give an example of Gy, gy corresponding to
the partition in part (a) of the same figure and to the pair of terminals @ = 1 and § = 3. As
illustrated in figure 3(c), the standard two-way minimum cut on Gy, gy divides the pixels in
PoUPp between the terminals o and 3, and thus generates new subsets P, and Pz. We thus

obtain a new partition of pixels in P, where the subsets P, and Py are replaced by P, and

10



(a) The current multiway cut C defines (b) The graph G133 contains the pixels
some partition {P4, ..., Px} of pixels. in P; and Ps, the pair of terminals

{1, 3}, and all connecting edges.

(c) The minimum cut on Gy 5y divides (d) The partition {Pi, P2, Pj,...,Pr}
pixels in P; U P; into new sets P; defines a new multiway cut C’, where

and P!, 'l < [c).

Figure 3: This example illustrates step 3.1 of our algorithm. Consider the graph G = (V, )
given in figure 1. In (a) we show the graph G(C) = (V,€ — C) induced by some multiway
cut C. The corresponding partition of pixels is shaded in gray. In (b), (c), and (d) we show
a single iteration of step 3.1 for o = 1 and [ = 3 generating a new partition of pixels and a

better multiway cut C'.
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Pj, tespectively. All other subsets P, for terminals [ # a, 3 are not changed in the current
iteration of our algorithm. An example of such a new partition is given in figure 3(d). Note
that the new partition defines a new labeling f and, therefore, a new multiway cut C'.

We now prove that this algorithm is greedy. More precisely, we show that if we start

with a multiway cut C, a single iteration produces a new cut C’ that is at least as good as C.

Theorem 2 Let C be the current multiway cut, and consider a single iteration of step 3.1
for the arbitrary fized pair of labels {a, 3} C L. This generates a multiway cut C' such that
'] < [c].

Proor: The set of edges C N &, 5y is a cut on the graph Gy, gy. Therefore the minimum
cut Cyqp On the graph Gy, gy has no larger cost, that is, |Cia gy < |C N Eap- It is easy to
check that C' consists of edges in Ct, 6y and edges in C — E(qp3. Thus,

IC'] = [Clapy| + IC—Eapy| < [CNE@apl + IC—Eapl = [C]
and the theorem follows. ]

Our algorithm terminates with a cut C such that the corresponding labeling f¢ is a local
minimum of the Potts energy Ep from (3) in a strong sense described in the next theorem.
Consider an arbitrary set of pixels A all of which are currently labeled with «, and another
arbitrary set B currently labeled with 3. We define a swap move to re-label all pixels in A

with 3 and all pixels in B with a.

Theorem 3 The algorithm in figure 2 terminates with a cut C such that Ep(f¢) cannot be

decreased by any swap move.

PrOOF: Assume that a swap move for A and B would decrease the energy. Since the last
cycle of the algorithm was unsuccessful then the ultimate multiway cut C was not modified
at any of its iterations. Consider the iteration of the last cycle corresponding to the pair
of labels {®,3}. Note that A C P, and B C Ps. The swap move for A and B would
correspond to a new partition where P, = P, — A+ B and Ps = Ps — B+ A. This defines a

new cut C, which we assume decreases the energy. It follows from theorem 1 that |C| < [C|.

12



The reallocation of pixels between the labels a and  at step 3.1 is optimal, and would
thus generate a cut C' with cost |C'| < |C| < |C|. This contradicts the assumption that our

algorithm returned C. [
The following corollary is the special case of a swap move where B = §).

Corollary 2 The algorithm in figure 2 terminates with a cut C such that Ep(f€) cannot be

decreased by switching any subset of pixels with one common label to another common label.

Each cycle of the algorithm is quadratic in the number of labels, and has the same effec-
tively linear time complexity in the number of nodes as a standard minimum cut algorithm.
The algorithm is guaranteed to terminate in a finite number of cycles, although there is no
bound beyond the trivial one of |£|”l. Nevertheless, in the applications we considered the
algorithm stops after three or four cycles. Moreover, most of the improvements occur during
the first cycle. In the remaining cycles the number of pixels whose label is changed becomes

increasingly insignificant.

5 Experimental results

In this section we apply our method to image restoration and stereo, on both synthetic and
real data. We compare our method with simulating annealing. For stereo, we also provide
a comparison with standard fast methods based on correlation. Note that all images in this

section are also posted at http://www.cs.cornell.edu/home/yura/ijcv99/index.html.

5.1 Image Restoration

The task of image restoration is to produce the original image given an image corrupted by
noise. For the experiments of this section we used the image in figure 4(b) which we created
by adding independent gaussian noise distributed N(0,16) to the image in figure 4(a).

To set up the energy minimization problem, the following parameters are used. £ is the
set of all gray-level values. A is the standard 4-connected neighborhood system. If i(p) is
the intensity of pixel p in the input image, then D,(f(p)) = (f(p) — i(p))?, the standard L,
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(a) The original image. The inten- (b) The noisy image. The distri-
sities of rectangles are 65, 105, bution of noise at each pixel is

145, 185, and 225. N(0, 16).
Figure 4: Diamond images.

distance. We use uy,q3 = A for various values of \. The smaller A is, the more important
the data term in Ep(f) is, relative to the smoothness term.

To evaluate how well our optimization technique works, we need to compare the energy
we compute with the energy of the global minimum. Unfortunately the global minimum
cannot be computed in reasonable time since this is an NP-hard problem. Thus we can
only compare the energy we get to the energy computed by standard optimization methods.
Blake [6] compared a number of different annealing methods; for our study, we implemented
all of these and selected the one that performed best. This turned out to be the “Metropolis-
Heatbath” version of simulated annealing with a truncated logarithmic cooling schedule.

Comparative results for A = 40 are shown in figure 5. Starting from the initial energy
of about 800,000 our method converges to the energy of 201,860 in 90 seconds. Most of the
progress occurs in the first 30 seconds. In 120 seconds simulated annealing reduces the same
initial energy to the energy of about 406,000, and from this point on it makes very little
progress in the 6 hours that we ran it. Even though our algorithm finds a local minimum, its
value is two times better than what simulated annealing finds in 15 hours. Clearly if speed
is important, then our algorithm is superior to simulated annealing for this restricted class
of energy functions.

To assess how well our algorithm solves the image restoration problem we compare the

14
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Figure 5: Performance comparison on the image restoration task. The data points for our

method correspond to the 4 cycles the algorithm takes until convergence.
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Figure 6: Restored images for various values of A.
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labeling computed by our method with the labeling of the original scene. Figure 6 shows
the restored images for several values of \. For A\ = 1 the restored image is fairly close to
the original image. For A = 40 the restored image is almost exactly the same as the original
image. For A = 20000 the restored image almost has no discontinuities. Figure 7 plots mean
absolute error versus A, and figure 8 plots the percentage of absolute errors versus A. As
expected, for small values of A the algorithm performs poorly because it overemphasizes the
data. For large values of A\ the algorithms performs poorly due to oversmoothing. However
for a large range of A\ the algorithm finds the original labeling almost exactly. This shows

that our algorithm is robust in the choice of parameters.

5.2 Stereo

In stereo we are given two images of the same scene. A pixel in one image corresponds to
a pixel in the other if both pixels are projections along lines of sight of the same physical
scene element. The problem is to determine this correspondence between pixels.

Following convention, we will arbitrarily select one image as the primary image, and the
other as the secondary image. For each pixel p on the primary image we want to estimate
its disparity d. If the disparity of p is d, then the pixel p in the primary image corresponds
to the pixel p + d in the secondary image. Here p + d stands for the pixel whose coordinates
are shifted by d relative to the coordinates of p. For simplicity, we don’t compute disparities
at subpixel resolution, and we assume that the cameras are aligned so that epipolar lines are
scan lines. Thus the label set £ is a set of integers in a limited range {0,...,k}. We will
write the intensity of a pixel p in the primary image as i(p), and in the secondary image as
(p).

In our experiments, N is again the 4-connected neighborhood system. We will discuss
choice of ug, 43 and Dp in sections 5.2.1 and 5.2.2 respectively. We test our algorithm
on several stereo pairs. We perform quantative comparison with ground truth whenever
available.

Comparisons with simulated annealing and normalized correlation are also provided. For

normalized correlation we chose parameters that work best empirically. Simulated annealing
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was initialized with the results of normalized correlation, since a good starting point makes
a significant difference for this algorithm. Empirically, the initial labeling for our method
is not important. The speed improves by about 1.5 when we initialize with the results of
normalized correlation, but the final answers differ by less than 2% for any starting point we

tried.

5.2.1 Choosing u(,,) to express contextual information

The intensities of pixels in the primary image contain information that can significantly bias
our assessment of disparities without even considering the secondary image. For example,
two neighboring pixels p and ¢ are much more likely to have the same disparity if we know
that i(p) =~ i(q). Most methods for computing correspondence do not make use of this kind
of contextual information. An exception is [21], which describes a method based on MRF’s.
In their approach, intensity edges are used to bias the line process. They allow discontinuities
to form without penalty on intensity edges.

We can easily incorporate contextual information into our framework by allowing uy, &3

to vary depending on their intensities i(p) and i(q). Let

Up,q = U(li(p) — i(q)]) (9)

Each uy, . represents a penalty for assigning different disparities to neighboring pixels p and
g. The value of the penalty uy,, should be smaller for pairs {p,q} with larger intensity
differences |i(p) — i(¢)|. In practice we use an empirically selected decreasing function U(-).
Note that instead of (9) we could also set the coefficients uy, 41 according to an output of an
edge detector on the primary image. For example, uy, o1 can be made small for pairs {p, ¢}
where an intensity edge was detected and large otherwise. Segmentation of the primary
image can also be used.

The following example shows the importance of contextual information. Consider the
pair of synthetic images below, with a uniformly black rectangle in front of a black and

white background.
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Primary image Secondary image

There is a one pixel horizontal shift in the location of the rectangle, and there is no noise.
Without noise, the problem of estimating f is reduced to minimizing the smoothness term
Esmootn(f) under the constraint that pixel p can be assigned disparity d only if i(p) = 7' (p+d).

If ug, 41 is the same for all pairs of neighbors {p, ¢} then Eponn(f) is minimized at the

labeling shown in the left picture below.

n

Ufpq} = CONSL Ufpq} 7 CONSL

Suppose now that the penalty uy, ) is much smaller if i(p) # i(¢) than it is if i(p) = i(q).
In this case the minimum of E,,.0(f) is achieved at the disparity configuration shown in

the right picture. This result is much closer to human perception.

5.2.2 Choosing D, insensitive to image sampling

If pixels p and g correspond, then i(p) and 7'(g) are assumed to be similar. Thus (i(p) —7'(q))?

is frequently used as a penalty for deciding that p and ¢ correspond. This penalty has a heavy
weight unless i(p) ~ i'(¢). However there are special circumstances when corresponding
pixels have very different intensities due to the effects of image sampling. Suppose that the
true disparity is not an integer. If a pixel overlaps a scene patch with high intensity gradient,
then the corresponding pixel may have significantly different intensity. This is illustrated in

figure 9.
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pixel p pixel q
intensity intensity
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(a) Discretization into pixels by (b) Discretization into pixels by

the left camera the right camera

Figure 9: The difference in intensities of corresponding pixels p and ¢ is 25 even if there is

no camera noise.

We use the technique in [4] to develop a D, that is insensitive to image sampling. First
we measure how well p fits into the range of disparities (d — 1,d + 1) by

Ctuwa(p,d) =~ min  i(p) —i'(p+ )

1 1
d—5<z<d+;

We get fractional values ¢'(p + z) by linear interpolation between discrete pixel values. For
symmetry we also measure
Creu(pyd) =  min i(z) —4'(p+d)|.
p—5<z<p+3x

Both Cfya(p, d) and Cyey(p, d) can be computed with a few comparisons. The final measure
is C(p, d) = min(Cfya(p, d), Cres(p, d)), which we then square to get D,(d) = C(p,d)>.

5.2.3 Real imagery with ground truth

Figure 10(a) shows the left image of a real stereo pair where the ground truth is known at
each pixel. We obtained this image pair from the University of Tsukuba Multiview Image
Database. Figure 10(b) shows the ground truth, and figures 10(d),(e) and (f) show the results
of our algorithm, simulated annealing, and normalized correlation. Figure 10(c) shows the
pixels where our algorithm doesn’t compute the right answer. Pixels where the answer is
wrong by £1 are shown in gray, and pixels where the answer is wrong by more than £1 are

shown in white.

20



&
\
A

(a) Left image (b) Ground truth

(c) Errors in our result
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(e) Simulated annealing (f) Normalized correlation

Figure 10: Real imagery with ground truth
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Figure 11: Performance comparison of our method with simulated annealing. The data

points for our method correspond to the 4 cycles the algorithm takes until convergence.

The table below summarizes the errors made by all three algorithms. In approximately
20 minutes simulated annealing reduces the total errors normalized correlation makes by
about one fifth and it cuts the number +1 errors in half. It makes very little additional
progress in the rest of 19 hours that we ran it. If run to convergence, our method makes
4 times fewer total errors and 5 times fewer +1 errors compared to normalized correlation.

Our method makes most of its progress in the very first iteration.

Method % of total errors  %of errors > 41 Running time
Our method 6.4 1.9 263 sec
Our method after first iteration 8.5 3.3 60 sec
Simulated annealing 20.3 5.0 1200 sec
Normalized correlation 24.7 10.0 5 sec

Most pixels in real images have nearby pixels with very similar intensities. Thus for
most pixels p there are a few disparities d for which D,(d) is approximately the same and
small. For the rest of d’s D,(d) is quite large. This latter group of disparities are essentially
excluded from consideration by energy minimizing algorithms. The remaining choices of d
are more or less equally likely. Thus the Fg,;, term of the energy function has very similar

values for our method and simulated annealing. Figure 11 shows the graph of F,,,.0:n versus
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time for our algorithm and simulated annealing. Our method quickly reduces the energy
to around 17,000 whereas the best simulated annealing can produce in 19 hours is around

30,000, nearly twice as bad.

5.2.4 Other real imagery

Figures 12, 13, and 14 show the results on other standard benchmark image pairs. Simulating
annealing was run until it was making very slow progress. Our method was run for two cycles.
We show the running times for all algorithms and the final energies for our algorithm and
simulated anealing.

Our method correctly localized many details in the images. Examples include the tree
trunks and the stump in figure 12, the front parking meter and the car in figure 13, and the
sign in the figure 14. Even fine details such as tree branches in figure 12 and the thin pole

on the right in figure 13 can be discerned in the output.

6 Conclusions

The class of energy function that we have described has a number of interesting properties.
While it is NP-hard to compute the exact minimum, it is possible to efficiently compute a
local minimum even when very large moves are allowed. Empirically, this approximation
algorithm performs well, both for image restoration and for stereo, on a variety of imagery.
We believe combinatorial optimization techniques, such as graph cuts or linear programming,

will prove to be powerful tools for solving a variety of problems in computer vision.
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(a) Left image (b) Normalized correlation: 2 seconds

(c) Annealing:  Eg, = 228,611, (d) Our result: FEgupe = 220,734,
Eomooth = 223,110 730 seconds Eomootn = 179,730 49 seconds

Figure 12: The SRI tree image
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(a) Left image (b) Normalized correlation: 2 seconds

(c) Annealing:  Eg, = 211,508, (d) Our result: FEgue = 207,672,
Eomooth = 87,215 530 sec FEomooth = 66,680 55 seconds

Figure 13: The MU meter image
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(a) Left image (b) Normalized correlation: 15 seconds

(c) Annealing: FEg,, = 1,010,140, (d) Our result: FEgu, = 874,620,
Eomooth = 1,137,840 7745 sec FEomooth = 528,270 577 seconds

Figure 14: The shrub image

26



A end A es n de tono t e ottsene g nct on

We now derive the problem of minimizing the energy E given in equation (3) from the

problem of estimating the maximum (MAP) configuration of a particular Markov
Random Field. A Markov Random Field has several components: a set = 1,..., of
sites p, which will be pixels a neighborhood system = p| D where each

is a subset of pixels in  describing the neighbors of p and a field (or set) of random

variables = ,|p . Each random variable , takes a value f(p) in some set
= 4,..., of the possible labels (i.e., intensities). Following Li [20] a oint event
1 = f(1),..., m = f( ) is abbreviated as = f where f = f(p)|p is a

of , corresponding to a realization of the field. For simplicity, we will write

Pr( = f)as Pr(f) and Pr( , = f(p)) as Pr(f(p)).

In order to be an MRF, the random variables in the field  must satisfy the conditions
Pr(f)>0, f ™

Pr(f(o)f —@) =Pr(fOIf ), »

where ™ = and f represents a oint event , = f(p)|p for any

The first condition exists for technical reasons. The second (Markov) condition states that
each random variable , depends on other random variables in  only through its neighbors
in = Ja P -

The key result concerning Markov Random Fields is the Hammersley- lifford theorem,
described in [3]. This states that Pr(f) exp(— (f)), where the sum is over all
cliques in the neighborhood system . Here, is a , which describes the
prior probability of a particular realization of the elements of the clique C'.

In general, the field is not directly observable in the experiment. We have to estimate
its realized configuration f based on the observation , which is related to f by means of
the likelihood function Pr( |f). Bayes’ rule states that the posterior probability Pr(f| ) of
the hypothesis f given the observations is proportional to the product of the likelihood
Pr( |f) and the prior probability Pr(f). If the noise is independent, then



where the function D, gives the probability of the observation , at pixel p given the true
label of p is f(p). The configuration with highest posterior probability for an MRF thus

maximizes

Pr(f] ) exp(= (f) De(f(p))-

This is equivalent to minimizing
(f) = In(Dp(f(p)))- (10)
P

We are now ready to consider a particular MRF called the Potts model [23]. In this MRF
there are only pairwise clique potentials, which means that vanishes except at elements

of  (i.e., ad acent pixels). The Potts model clique potential is

wa = (f(p) # f(q))-

Our energy functions arise from a more general clique potential, where

oy = Wpgy  (f(0) # f(q))- (11)

We refer to this as a
To compute the MAP estimate for a generalized Potts model under independent noise,

we must find the f that minimizes
Upgy  (f(p) # f(9) — In (D,(f(p)))-
{r,q} P

This is of the same form as equation (3).

A end e ottseneg mnm ton o lem s d

In section 3 we showed that the problem of minimizing the Potts energy £ (f) in (3) over
all possible labelings f can be solved by computing a minimum multiway cut on a certain
graph. In this appendix we make the reduction in the opposite direction. Specifically,
for an arbitrary fixed graph =, we will construct an instance of the Potts energy

minimization problem where the optimal labeling f determines a minimum multiway cut on
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. This will prove that a polynomial-time method for finding f would provide a polynomial-
time algorithm for finding the minimum cost multiway cut, which is known to be NP-hard
[9]. This NP-hardness proof is based on a construction due to Jon Kleinberg.

The energy minimization problem we address takes as input a set of pixels , a neighbor-
hood relation  and alabel set , as well as a set of weights u; 43 and a function D,( ). The

problem is to find the labeling f that minimizes the Potts energy E given in equation (3).

Let = , be an arbitrary weighted graph with terminal vertices ti,...,¢
and edge weights (.. We will do the energy minimization using = , = , and
Ufpg} = {pq}- Lhe label set will be = 1,..., . Let  be a constant such that

> E(f ) for example, we can select  to be the sum of all (3. Our function D,( )
will force f (t ) = if p=1t is a terminal vertex,

0 =,
Dp( )= .
otherwise.

For a non-terminal vertex p all labels are equally good,
D,()=0.

We will define a labeling f to be if the set of pixels labeled by f forms a
connected component that includes ¢ . Feasible labelings obviously correspond one-to-one

with multiway cuts.

heorem 4 f

To prove that f 1is feasible, suppose that there were a set  of pixels that f
labeled  which were not part of the component containing ¢ . We could then obtain a
labeling with lower energy by switching this set to the label of some pixel on the boundary

of . The energy of a feasible labeling f is

upgy  (f(p) # f(9),
{r,q}

which is the cost of the multiway cut corresponding to f. [
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This shows that minimizing the Potts energy on an arbitrary and is intractable. In
computer vision, however, is usually a planar grid, and combinatorial problems that are
intractable on arbitrary graphs sometimes become tractable on the plane or grid.

We now sketch a proof that the energy minimization problem is intractable even when
restricted to a planar grid. The reduction is from a special case of the multiway cut problem,
where is a planar graph with degree 11 and all the edges have weight 1, which is shown to
be NP-hard in [9]. We first must embed in a grid of pixels, which happens in two stages.
In the first stage we convert into a planar graph of degree 4. In the second stage we embed
this graph in the grid by using a method given in [17]. This embedding can be done in
polynomial time after it is done, each vertex corresponds to a connected set of pixels

() in the grid, and the ad acency relationships among vertices in  has been preserved.

The proof now proceeds along the same lines as theorem 4, except for three subtleties.
First, we need to ensure that for every vertex all pixels in ( ) are given the same label.
We address this by making the edge weights  between ad acent pixels in ( ). Second,
when we embed in the grid, there will be gaps. We can solve this by adding additional

grid pixels , which D forces to have the extra label 0 (D will prevent non-grid pixels from
having label 0 by making D,(0) = ) and by taking the edge weights between grid pixels and
non-grid pixels to be one. The cost of a feasible labeling will be the cost of the corresponding
multiway cut plus a constant. Third, the constant > E(f ) must be now chosen more

carefully.
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