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1 Summa

Throughout this semester, we have built a hierarchy of constructions. At the bottom of this
hierarchy are computationally difficult problems, embodied as one-way functions, one-way
permutations, collision-resistant hash functions, and trapdoor permutations. Our efficient con-
structions of these objects were further based on specific number-theoretic assumptions, in-
cluding factoring, RSA, discrete log, and decision Diffie-Hellman.

Using these hard problems, we constructed several primitives: pseudorandom generators, pseu-
dorandom functions, private-key encryption schemes, message authentication codes, and dig-
ital signatures. Although our constructions were usually based on one-way permutations, it
is possible to construct all these using one-way functions. Further, one-way functions are a
minimal assumption, because the existence of any of these primitives implies the existence of
one-way functions.

Public-key encryption schemes are noticeably absent from the list of primitives above. Al-
though we did construct a scheme, it is unknown how to base such a construction on one-way
functions. Moreover, it is known to be impossible to create a black-box construction from
one-way functions.

More recently, we began examining basic cryptographic protocols. We have seen bit com-
mitment schemes and zero-knowledge proofs for NP . These also have one-way functions
as a minimal assumption (with the caveat that, for zero-knowledge, there must exist zero-
knowledge proofs for non-trivial languages; see Goldreich §4.5.2 for more details).

We finish this semester by discussing secure computation, an advanced cryptographic protocol,
and a specific example of it called oblivious transfer. As with public-key encryption schemes,
there are no black-box constructions of these from one-way functions.

2 Secure Computation

Let P1, . . . , Pn be a set of parties, with private inputs x1, . . . , xn, that want to compute a func-
tion f(x1, . . . , xn). Without loss of generality, suppose that the output of function f is a single
public value. (If private outputs are instead desired, each party can supply a public key as part
of its input, and the output can be a tuple with an encrypted element per party.) If a trusted
external party T existed, all the parties could give their inputs to T , which would then compute
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f and publish the output; we call this the ideal model. In this model, T is trusted for both:

Correctness: The output is consistent with f and the inputs xi, and

Privacy: Nothing about the private inputs is revealed beyond whatever information is con-
tained in the public output.

In the absence of T , the (mutually distrusting) parties must instead engage in a protocol among
themselves; we call this the real model. The challenge of secure computation is to emulate the
ideal model in the real model, obtaining both correctness and privacy without a trusted external
party, even when an adversary corrupts some of the parties.

Definition 1 A protocol securely computes a function f if for every PPT adversary control-
ling a subset of parties in the real model, there exists a PPT simulator controlling the same
subset of parties in the ideal model, such that the output of all parties in the real model is
computationally indistinguishable from their outputs in the ideal model.

Goldreich, Micali, and Wigderson, building on a result of Yao, showed the feasibility of secure
computation for any function. [Oded Goldreich, Silvio Micali, and Avi Wigderson. How to
Play any Mental Game or A Completeness Theorem for Protocols with Honest Majority. In
19th ACM Symposium on Theory of Computing, 1987, pages 218–229.]

Theorem 1 Let f : ({0, 1}m)n → ({0, 1}m)n be a poly-time computable function, and let t be
less than n/2. Assume the existence of trapdoor permutations. Then there exists an efficient
n-party protocol that securely computes f in the presence of up to t corrupted parties.

The restriction on n/2 parties in this theorem is due to fairness: all parties must receive their
outputs. A simple induction on the length of the protocol shows that fairness is impossible
for n = 2. We can also define secure computation without fairness, in which the simulator is
additionally allowed to decide which honest parties receive their outputs, to remove the n/2
restriction.

3 Oblivious Transfer

A 1/k-oblivious transfer protocol is a secure computation for party A to learn one of k secret
bits held by party B, without B learning which secret A obtains. More concretely, in a 1/4-
oblivious transfer, A has bits a1, a2, a3, a4, and B has an integer b ∈ [1..4]. The function being
computed is:

OT 1/4(a1, a2, a3, a4, b) = (⊥, ab).

Here we make use of private outputs: A receives a constant output ⊥, and B receives the
requested bit. Secure computation of OT 1/4 is particularly interesting because it is sufficient
for the implementation of any other secure computation.
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Theorem 2 The existence of a secure computation of OT 1/4 implies the existence of secure
computation, using OT 1/4 as a black box, for any function f .

Toward constructing an oblivious transfer protocol, we first consider a weakening of our adver-
sarial model. Define an honest-but-curious adversary as one that follows the protocol exactly
as it is defined yet afterwards attempts to learn additional information. This model makes the
construction of secure protocols easier. Unfortunately, real adversaries are not necessarily hon-
est, but it is sometimes possible to enforce honesty. For example, honesty might be enforced
externally to the protocol by trusted hardware or software. Or, honesty might be enforced
by the protocol itself through the use of coin-tossing protocols and zero-knowledge proofs of
knowledge, which can allow parties to prove that they are following the protocol honestly.

Now we construct a protocol for OT 1/4 in the honest-but-curious model.

Protocol 1 Let {fi}i∈I be a family of trapdoor permutations, Gen sample a function from the
family, and h be a hardcore predicate for any function from the family.

A: i, t← Gen(1k)
A→ B: i
B: if j 6= b then yj ← {0, 1}n

else x← {0, 1}n; yj ← fi(x)
B → A: y1, y2, y3, y4

A: zj = h(f−1(yj))⊕ aj

A→ B: z1, z2, z3, z4

B: output h(x)⊕ zb

Intuitively, the protocol satisfies the privacy property: A learns nothing, because the yj it re-
ceives are all uniformly distributed and independent of b, and B learns nothing beyond ab,
because if it did it would be able to predict the hardcore predicate.
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