
COM S 687 Introduction to Cryptography August 29, 2006

Lecture 2: Information-Theoretic Security
Instructor: Rafael Pass Scribe: Michael Clarkson

1 Review

In the previous lecture, we introduced the classical cryptographic problem: Alice and
Bob want to communicate privately over an insecure channel. We assume that the
adversary, Eve, can listen to all messages on this channel but cannot interject or modify
any messages. To defend against Eve, Alice and Bob employ a private-key encryption
scheme.

Definition 1 A private-key encryption scheme is a tuple (M,K,Gen,Enc,Dec), where
M is the message space and K is the key space, such that:

1. Gen is the key-generation algorithm, a randomized algorithm that produces a key
k ∈ K. We write k ← Gen to denote the sampling of k from the probability
distribution induced by Gen.

2. Enc is the encryption algorithm, an algorithm (either randomized or deterministic)
that accepts a key k ∈ K, a plaintext message m ∈ M, and yields a ciphertext c
that is the encryption of m using k. We denote this as c = Enck(m). We denote
{c | ∃k . c ∈ Enck(m)}, the set of all possible encryptions of m under any key k
and any randomization of Enc, as Enc(m).

3. Dec is the decryption algorithm, a deterministic algorithm that accepts a key k ∈ K,
a ciphertext message c, and yields a plaintext m that is the decryption of c using k.
We denote this as m = Deck(c). We denote {m | ∃k . m = Deck(c)}, the set of all
possible decryptions of c under any key k, as Dec(c).

4. Decryption is the inverse of encryption. Formally, for all m ∈M and k ∈ K,

Pr [Deck(Enck(m)) = m] = 1.

Alice and Bob meet in advance, run Gen to obtain a key, and use the encryption scheme
to communicate over the insecure channel.

But has this effort been worthwhile—has Eve’s ability to learn Alice and Bob’s private
information been blunted? To answer this question, we need to define security for a
private-key encryption scheme.
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2 Defining Security

One might näıvely imagine the following flawed definitions of security.

1. The adversary cannot learn (all or part of) the key from the ciphertext. Rather,
the plaintext messages must be protected.

2. The adversary cannot learn (all, part of, any letter of, any function of, or any
partial information about) the plaintext. Too strong—the adversary may already
possess some partial information about the plaintext that is acceptable to reveal.

Informed by these attempts, we take as our intuitive definition of security:

Given some a priori information, the adversary cannot learn any additional
information about the plaintext by observing the ciphertext.

3 Perfect Secrecy

Formalizing our intuition about security, we obtain the following definition.

Definition 2 A private-key encryption scheme (M,K,Gen,Enc,Dec) is perfectly secret
if for all m1 and m2 in M, and for all c,

Pr [k ← Gen : Enck(m1) = c] = Pr [k ← Gen : Enck(m2) = c] .

Note that the probability is taken with respect to the random output of Gen and the
randomization of Enc. This definition requires that the distribution of ciphertexts must
be the same, regardless of whether m1 or m2 is encrypted. So having intercepted a
ciphertext, there is no way for the adversary to determine the plaintext, because the
ciphertext contains no information about the plaintext.

Claude Shannon (1916–2001) originally formulated perfect secrecy in a different, though
equivalent, way. [C.E. Shannon. Communication Theory of Secrecy Systems. Bell Sys-
tems Technical Journal, 28:656–715, Oct. 1949.]

Definition 3 Let D be a probability distribution over M. A private-key encryption
scheme (M,K,Gen,Enc,Dec) is Shannon secret with respect to D if for all m1 ∈ M
and for all c,

Pr [k ← Gen; m2 ← D : m1 = m2 | Enck(m2) = c] = Pr [m2 ← D : m1 = m2] .

An encryption scheme is Shannon secret if it is Shannon secret with respect to all D.
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In the probability equation above, the quantity on the left represents the adversary’s
a posteriori distribution on plaintexts after observing a ciphertext; the quantity on the
right, the a priori distribution. Since these distributions are required to be equal, the
adversary cannot learn any additional information by observing the ciphertext.

Proposition 1 Perfect secrecy is equivalent to Shannon secrecy.

Proof. (By mutual implication.)

(Perfect secrecy =⇒ Shannon secrecy.) Assume perfect secrecy, and let D, m1,
and c be arbitrary. We must show that

Prk,m2 [m1 = m2 | Enck(m2) = c] = Prm2 [m1 = m2] .

(For conciseness, we switch to an alternate form of notating probability for experiments.)
By the definition of conditional probability,

Prk,m2 [m1 = m2 | Enck(m2) = c] =
Prk,m2 [m1 = m2 ∩ Enck(m2) = c]

Prk,m2 [Enck(m2) = c]
.

In the numerator, since m1 is fixed, we can substitute m1 for m2 in Enck(m2). Since this
results in independent events, we have

Prk,m2 [m1 = m2 | Enck(m2) = c] =
Prm2 [m1 = m2] Prk [Enck(m1) = c]

Prk,m2 [Enck(m2) = c]
. (1)

Consider the denominator, which we can rewrite as

Prk,m2 [Enck(m2) = c] =
∑

m∈M

Prm2 [m = m2] Prk [Enck(m) = c] .

By the assumption of perfect secrecy, we have for all m that Prk [Enck(m)] is constant
w.r.t. m and equals, e.g., Prk [Enck(m1)]. Thus we can pull the constant out of the sum,
yielding

Prk,m2 [Enck(m2) = c] = Prk [Enck(m1) = c]
∑

m∈M

Prm2 [m = m2] .

The sum reduces to 1, so we have

Prk,m2 [Enck(m2) = c] = Prk [Enck(m1) = c] .

Substituting this in (1) and canceling, we obtain

Prk,m2 [m1 = m2 | Enck(m2) = c] = Prm2 [m1 = m2] .
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(Shannon secrecy =⇒ perfect secrecy.) Assume Shannon secrecy, let m1, m2, and
c be arbitrary, and assume that Pr [mi] > 0 for i ∈ {1, 2}. We need to show that

Prk [Enck(m1) = c] = Prk [Enck(m2) = c] .

We know by Shannon secrecy that

Prk,m [m = m1 | Enck(m) = c] = Prm [m = m1] ,

and by the same reasoning as equation (1) above, we have that

Prk,m [m = m1 | Enck(m) = c] =
Prm [m = m1] Prk [Enck(m1) = c]

Prk,m [Enck(m) = c]
.

Combining these two equalities, we have

Prm [m = m1] =
Prm [m = m1] Prk [Enck(m1) = c]

Prk,m [Enck(m) = c]
.

Canceling and redistributing terms, we have

Prk [Enck(m1) = c] = Prk,m [Enck(m) = c] .

Reasoning symmetrically for m2, we can conclude

Prk [Enck(m2) = c] = Prk,m [Enck(m) = c] .

Combining these final two equalities, we establish

Prk [Enck(m1) = c] = Prk [Enck(m2) = c] .

Having defined perfection, it is reasonable to wonder whether we can achieve it. For the
encryption schemes we have seen so far (Caesar and Substitution), the answer is yes, but
only if messages have length 1: both schemes reveal whether the two elements in a length
2 message are equal. This suggests that we might obtain perfect secrecy by somehow
adapting these schemes so that they operate on each element of a message independently.
This is the intuition behind one-time pad encryption, invented by Gilbert Vernam and
Joseph Mauborgne and patented in 1919.

Definition 4 The One-Time Pad (OTP) encryption scheme is:

M = {0, 1}n
K = {0, 1}n

Gen = k = k1k2. . .kn ← {0, 1}n
Enck(m1m2. . .mn) = c1c2. . .cn where ci = mi ⊕ ki

Deck(c1c2. . .cn) = m1m2. . .mn where mi = ci ⊕ ki
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Proposition 2 OTP is perfectly secure.

Proof. Let m be any string in {0, 1}n and c be any string in {0, 1}∗. If |c| 6= n then,
since Enc preserves length and OTP is an encryption scheme, c /∈ Enc(m). So

Pr [Enc(m) = c] = 0.

If |c| = n, then for c to be an encryption of m, k must be c ⊕m. Since Gen picks keys
uniformly at random, k is picked with probability 2−n. So

Pr [Enc(m) = c] = 2−n.

Since the above holds for any m, it holds for any pair m1, m2 in M. Note that |m1| =
|m2| = n. Thus

Pr [Enc(m1) = c] = Pr [Enc(m2) = c] ,

as required by perfect secrecy.

So perfect secrecy is obtainable, but at what cost? When Alice and Bob meet to generate
a key, they must generate one as long as all the messages they will send until next they
meet. Unfortunately, this is not a consequence of the design of OTP, but rather of perfect
secrecy.

Theorem 1 (Shannon) If an encryption scheme E = (M,K,Gen,Enc,Dec) is per-
fectly secret, then |K| ≥ |M|.

Proof. (By contradiction.) Assume there exists a perfectly secret E such that |K| < |M|.
Take any m1 ∈M, k ∈ K, and let c← Enck(m1). Consider Dec(c), the decryption of c
with all possible keys. This set has size at most |K|. But since |M| > |K|, there exists
some message m2 not in Dec(c). So by the definition of an encryption scheme,

Pr [Enc(m2) = c] = 0.

And by the definition of c,
Pr [Enc(m1) = c] = 1.

But together, these formulae contradict the definition of perfect secrecy. So no such E
can exist.

So perfect secrecy requires long keys—but do we really need perfect secrecy?
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4 Statistical Secrecy

Perhaps instead of requiring that encryptions of different messages have the same distri-
bution, we could relax secrecy to require that distributions merely be “close.” We do so
in the next two definitions.

Definition 5 Two random variables X and Y over a set of outcomes S are ε-close if
for every event T ⊆ S,

|Pr [X ∈ T ]− Pr [Y ∈ T ]| < ε.

Definition 6 A private-key encryption scheme (M,K,Gen,Enc,Dec) is ε-statistically
secret if for all messages m1 and m2 in M, Enc(m1) and Enc(m2) are ε-close.

So in an ε-statistically secret encryption scheme, an adversary can distinguish messages
with probability no better than ε, and we can try to force ε quite low. Unfortunately,
the next theorem demonstrates that we will not succeed.

Theorem 2 Let E = (M,K,Gen,Enc,Dec) be a deterministic private-key encryption
scheme whereM = {0, 1}n and K = {0, 1}n−1. Then E is not more than 1/2-statistically
secret.

Proof. We need to show that there exist m1, m2, and T such that

Pr [Enc(m1) ∈ T ]− Pr [Enc(m2) ∈ T ] ≥ 1/2.

Let m1 = 0n and T = Enc(m1), the set of all encryptions of m1. By definition,

Pr [Enc(m1) ∈ Enc(m1)] = 1. (2)

As Enc is deterministic, |T | = |K| = 2n−1. Consider a fixed k. The set S = {c | c ∈
Enck(m), m ∈ M} of all possible encryptions using k has size |M| = 2n. By their
cardinalities, S 6⊆ T . In fact, since |S| = 2|T |, at most 1/2 of the ciphertexts in S can
be in T . Thus, for all k,

Pr [m← {0, 1}n : Enck(m) ∈ Enc(m1)] ≤ 1/2.

Since this holds for all k, it also holds for any randomly chosen k:

Pr [m← {0, 1}n; k ← Gen : Enck(m) ∈ Enc(m1)] ≤ 1/2.

Because this has positive probability for some randomly chosen m, there must exist at
least one such m2 where

Pr [Enc(m2) ∈ Enc(m1)] ≤ 1/2. (3)
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Thus by (2) and (3),

Pr [Enc(m1) ∈ Enc(m1)]− Pr [Enc(m2) ∈ Enc(m1)] ≥ 1/2.

Note the use of the probabilistic method as a (nonconstructive) proof technique here: to
show the existence of some object with certain properties, we showed that a randomly
selected object satisfied those properties with probability strictly greater than 0.

In fact, this theorem suggests the following attack on any encryption scheme satisfying
the requirements of the theorem. Suppose that Eve observes a ciphertext c and knows
that c is the encryption of either m1 or m2, and further that the probability of it being
each message is 1/2. To guess which message it is, Eve decrypts c using all possible keys,
i.e., she constructs Dec(c). If m1 ∈ Dec(c), she guesses that c = m1. Otherwise, she
guesses c = m2. If c is actually an encryption of m1, then Dec(c) includes m1, so Eve will
guess correctly. By the distribution on plaintexts, this happens with probability 1/2. If c
is actually an encryption of m2, then sometimes Eve will guess correctly, and other times
incorrectly. By formula (3) above, the probability that m2 could have encrypted to a
ciphertext in Enc(m1) is at most 1/2. In this case, Eve will guess incorrectly, and by the
distribution on plaintexts, this will happen with probability at most (1/2)(1/2) = 1/4.
Otherwise, with probability at least 1/4, she guesses correctly. So the probability that
Eve guesses correctly is at least 1/2 + 1/4 = 3/4. This is a very effective attack!

Rather than giving up on cryptography, we should note that this attack requires the
adversary to do an exponential amount of work. Realistically, adversaries are compu-
tationally bounded. In the next lecture, we begin considering definitions of security for
such adversaries.
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