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In the past lectures we have always talked about games without uncertainty. Things like the number
of players and the players’ utility functions were all assumed to be common information to every player
in the game. What if we remove these assumptions and think about games with uncertainty? This is
what Bayesian games is about. In Bayesian games, the number of players and the utility function of
each player are not known to the players. Instead, they must reason about these probabilistically.

A first example: Atomic Routing

Recall the atomic routing example we considered a few weeks ago. In this setting there are n players
on a directed graph G = (V,E), and each player i has a source-destination pair si → ti. Each player
chooses a path Pi from si to ti. Also, each arc e ∈ E has a delay function de(x), which represents the
delay when x people are using e. Then, the cost of each player is the sum of the delays on the arcs in
the path Pi that he chose:

ci(P1, . . . , Pn) =
∑
e∈Pi

de(f(e)),

where f(e) = #{i : e ∈ Pi}.

Today we look at a Bayesian version of this atomic routing game. The modification we will make is that
instead of each player always showing up, there will be a probability that each given player does not
show up. More specifically, for each player i, we assume that there is a probability pi of player i showing
up. Furthermore, we assume that

• Each player shows up with probability pi independently of everyone else, and

• The probabilities pi are known in advance to all of the players.

Consider the following example graph, with 4 players.
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In the game shown above, players 1 and 2 are both trying to get from u1 to u2. Player 3 is trying to get
from v1 to v2, and player 4 wants to go from a to d. The cost functions on the edges are all 0 except for
the two edges bc and fe, for which the cost function is de(x) = x.

Let pi, i = 1, 2, 3, 4 be the probability that player i shows up to play the game. Let si be the strategy
of player i. That is, si is a path from player i’s origin to player i’s destination. We assume that each
player picks a fixed deterministic strategy in advance, before knowing which players have shown up to
play the game. In other words, if player i shows up to play, then he will play si for sure, and incur the
corresponding cost (which will depend on which other players show up and which strategies they play).
Otherwise, he will play nothing and incur no cost. Observe that players 1, 2 and 3 have a unique path
from their source to destination, so they must choose that path if they show up to play the game.

Player 4 has two possible paths: The “up” path abcd, and the “down” path afed. We can calculate
player 4’s expected cost in terms of the probabilities pi.

• If player 4 picks the “down” path afed, his expected cost is 1+p3. This is because with probability
(1 − p3), he does not share fe and incurs a cost of 1, and with probability p3, he shares fe and
incurs a cost of 2. A more intuitive way to see this is to observe that player 4 will incur a cost of 1
no matter what (from himself taking the edge fe), and with probability p3, player 3 will also take
the edge fe and add 1 to player 4’s cost.

• If player 4 picks the “up” path abcd, his expected cost is 1 + p1 + p2. You can calculate this by
summing over all the possibilities multiplied by the corresponding probability. Alternatively, just
like the case above, you can see this intuitively by observing that player 4 will incur a cost of 1
no matter what, and with probability p1, player 1 will add 1 to this cost, and with probability p2,
player 2 will add 2 to this cost.

The rigorous justification of this is to use linearity of expectation. Define the random variable Xi

if i shows up and 0 otherwise. Then the cost of player 4 is 1 + X1 + X2. Therefore player 4’s
expected cost is 1 + EX1 + EX2, which is 1 + p1 + p2.

Atomic Routing with Linear Delays

We continue to look at the example of atomic routing, but we will now restrict our attention to the
special case where the delay functions are linear. Recall from a previous lecture that the atomic routing
game with linear delays is a smooth game. In fact, it is (5/3, 1/3)-smooth, which means that if s is a
Nash and s∗ is any other strategy profile, then∑

i

ci(s
∗
i , s−i) ≤

5

3

∑
i

ci(s
∗) +

1

3

∑
i

ci(s)

We want to apply the machinery we developed to smooth games to Bayesian games. However, a first
challenge is to define what it means to be a Nash equilibrium in a game with uncertainty.

Question 1. What does it mean to be Nash in a game with uncertainty?

Definition 1 (Bayes Nash). A Bayes Nash is a strategy vector s = (s1, . . . , sn) such that for every
player i and all strategies s′i,

ci(s) := EA⊂[n] [ci(sA)] ≤ EA⊂[n]
[
ci(s

′
i, sA−i

)
]

Here, the expectations over A ⊂ [n] are taken with respect to the probabilities pi. That is to say, the
probability that A is picked is exactly

∏
i∈A pi

∏
i 6∈A(1− pi).
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In words, s = (s1, . . . , sn) is a Bayes Nash if any single player changing his strategy can only increase
his expected cost, where the expectation is taken over whether or not the other players show up.

Now that we have a definition of Nash for games with uncertainty, we want to apply our smoothness
proof to bound the price of anarchy of these games. Recall that in our original smoothness proof, we
started off with an inequality like ci(s) ≤ ci(s

∗
i , s−i) (which holds because s was Nash), and summed

over all i. Then we applied the magic smoothness inequality to conclude the price of anarchy bound.
This leads us to our second question:

Question 2. What is the “optimum” that we should compare to?

One natural proposal, suggested by a student in class, is to define the optimum s∗ to be the strategy
vector that minimizes EA⊂[n]

∑
i∈A ci(s

∗
A). This is very natural: the best single strategy that minimizes

the expected cost, but in fact we will compare to a more unfair optimum. It turns out that we can
bound the quality of the Nash to the quality of this unfair optimum using our smoothness proof.

Definition 2 (Unfair Optimum). Let A be a subset of players, and let OPT(A) be the optimum cost for
this subset of players. That is, OPT(A) is the minimum social cost for the game where only the subset
A of players is present. We define our unfair optimum to be OPT = EA⊂[n] OPT(A). Note that the
optimum strategy achieving OPT(A) can be wildly different for different subsets A. The unfair optimum
OPT is the average of all of these costs OPT(A).

It is clear that cost of “unfair opt” ≤ cost of “fair opt” ≤ cost of Nash, where “fair opt” is the definition
of optimum suggested by the student in class, and the second inequality tolds as the fair opt, like
Nash makes players choose their strategy without knowing who will be present. What we will do next
compares the cost of the unfair optimum to the cost of Nash, but we don’t know where fair optimum
lies in between the two.

Finally, we conclude the lecture by defining the strategy s∗ that we will use in the smoothness proof.
Define s∗i as follows:

• Player i selects Ai ⊂ [n] \ {i} at random, according to the probabilities p.

• Compute OPT(i + Ai), which is the social optimum in the problem where only the players i ∪ Ai

are present.

• Let s∗i be the route that player i takes in this solution.

Note that s∗ is a random strategy. We will complete the smoothness proof in the next lecture.
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