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Motivations

• LOTS of data to store

• Storage must be reliable and available

• Lots of cheap distributed storage

• High bandwidth data links
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• Pond: the OceanStore Prototype
• Internet-scale untrusted storage

• Distributed storage, distributed control

• The Google Filesystem
• Google’s trusted, managed Datacenters

• Distributed storage, centralized control



GFS vs OceanStore

GFS OceanStore

Scale Google Internet

Architecture Master + chunkservers
Primary + Secondary 

Replica

Control and Data Separate Combined

Target Datacenters
Wide-area, distributed 

networks

Trust Trust Everything Untrusted nodes 
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Rising disk capacity per unit price

High bandwidth Internet connections
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OceanStore Principles
• The unit of storage is the data object

• Information must be universally accessible

• Balance between the shared and the private

• Consistency, Performance and Durability

• Privacy complements integrity



Design A System ...

untrusted and changing base

Expressive Storage Interface



OceanStore
Data Model

The model is designed to be general with full 
ACID semantics



Name Meaning Description
BGUID block GUID secure hash of a block of data
VGUID version GUID BGUID of the root block of a version
AGUID active GUID names a complete stream of versions

Table 1: Summary of Globally Unique Identifiers (GUIDs).

ter and exit the network, often without warning. Such
constant flux has historically proven difficult for admin-
istrators to handle. At a minimum, the system must be
self-organizing and self-repairing; ideally, it will be self-
tuning as well. Achieving such a level of adaptability
requires both the redundancy to tolerate faults and dy-
namic algorithms to efficiently utilize this redundancy.

The challenge of OceanStore, then, is to design a
system which provides an expressive storage interface
to users while guaranteeing high durability atop an un-
trusted and constantly changing base. In this paper, we
present Pond, the OceanStore prototype. This prototype
contains most of the features essential to a full system;
it is built on a self-organizing location and routing in-
frastructure, it automatically allocates new replicas of
data objects based on usage patterns, it utilizes fault-
tolerant algorithms for critical services, and it durably
stores data in erasure-coded form. Most importantly,
Pond contains a sufficiently complete implementation of
the OceanStore design to give a reasonable estimate of
the performance of a full system.

The remainder of this paper is organized as follows.
We present the OceanStore interface in Section 2, fol-
lowed by a description of the system architecture in Sec-
tion 3. We discuss implementation details particular to
the current prototype in Section 4, and in Sections 5 and 6
we discuss our experimental framework and performance
results. We discuss related work in Section 7, and we
conclude in Section 8.

2 Data Model
This section describes the OceanStore data model—the
view of the system that is presented to client applications.
This model is designed to be quite general, allowing
for a diverse set of possible applications—including file
systems, electronic mail, and databases with full ACID
(atomicity, consistency, isolation, and durability) seman-
tics. We first describe the storage layout.

2.1 Storage Organization
An OceanStore data object is an analog to a file in a tra-
ditional file system. These data objects are ordered se-
quences of read-only versions, and—in principle—every
version of every object is kept forever. Versioning sim-
plifies many issues with OceanStore’s caching and repli-
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Figure 1: A data object is a sequence of read-only versions,
collectively named by an active GUID, or AGUID. Each ver-
sion is a B-tree of read-only blocks; child pointers are secure
hashes of the blocks to which they point and are called block
GUIDs. User data is stored in the leaf blocks. The block GUID
of the top block is called the version GUID, or VGUID. Here,
in version , only data blocks 6 and 7 were changed from
version , so only those two new blocks (and their new parents)
are added to the system; all other blocks are simply referenced
by the same BGUIDs as in the previous version.

cation model. As an additional benefit, it allows for time
travel, as popularized by Postgres [34] and the Elephant
File System [30]; users can view past versions of a file or
directory in order to recover accidentally deleted data.

Figure 1 illustrates the storage layout of a data object.
Each version of an object contains metadata, the actual
user-specified data, and one or more references to pre-
vious versions. The entire stream of versions of a given
data object is named by an identifier we call its active
globally-unique identifier, or AGUID for short, which
is a cryptographically-secure hash of the concatenation
of an application-specified name and the owner’s public
key. Including this key securely prevents namespace col-
lisions between users and simplifies access control.

To provide secure and efficient support for versioning,
each version of a data object is stored in a data structure
similar to a B-tree, in which a block references each child
by a cryptographically-secure hash of the child block’s
contents. This hash is called the block GUID, or BGUID,
and we define the version GUID, or VGUID, to be the
BGUID of the top block. When two versions of a data
object share the same contents, they reference the same
BGUIDs; a small difference between versions requires
only a small amount of additional storage. Because they
are named by secure hashes, child blocks are read-only.
It can be shown that this hierarchical hashing technique
produces a VGUID which is a cryptographically-secure
hash of the entire contents of a version [20]. Table 1
enumerates the types of GUIDs in the system.
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Application-specific 
Consistency

• An update adds a version to the head of an update stream

• Updates are applied atomically

• Updates are:

• an array of potential actions

• each action is guarded by a predicate

• Support a variety of consistency semantics

• No support for explicit locks; reliance on atomic update 
model instead



System Architecture

• Unit of synchronization is the data object

• Changes to different objects are independent



Virtualization through Tapestry

• Resources are identified by a GUID

• Not tied to any particular hardware

• Tapestry is a decentralized object location 
and routing system

• Objects addressed via GUID, not IP

• Tapestry routes messages to a physical host 
containing a resource with matching GUID



Replication and Consistency

• Hosts publish BGUIDs of blocks they store

• Primary-copy replication

• Digital Certificates: Heartbeats

• Let’s take a closer look at primary replicas



Primary Replicas
• Primary Replica is a virtual resource 

• The Inner Ring is a small set of servers

• A Byzantine fault-tolerance protocol

• Push based update of secondaries

• Application level multicast tree



Primary Replicas Continued
• (3f + 1) servers, at most f may fail

• Use public key cryptography to 
communicate outside the Inner Ring

• Secondaries can locally verify authenticity

• Updates without authenticating individually

• Proactive threshold signatures and the 
responsible parties



Storage and Caching
• Durability:

• Erasure codes achieve higher fault tolerance for 
the same additional cost

• New blocks are erasure code and fragments are 
distributed across Tapestry

• Performance (whole block caching):

• First hosts retrieves and combines fragments

• First host publishes the cached block

• Second host finds the cached copy
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Figure 2: The path of an OceanStore update. An update pro-
ceeds from the client to the primary replica for its target data
object. There, it is serialized with other updates and applied to
that target. A heartbeat is generated, certifying the new latest
version, and multicast along with the update down the dissem-
ination tree to other replicas. Simultaneously, the new version
is erasure-coded and sent to archival storage servers.

replica applies an update to create a new version, it sends
the corresponding update and heartbeat down the dissem-
ination tree. Updates are thus multicast directly to sec-
ondary replicas. The dissemination tree is built in a self-
organizing fashion; each new secondary replica utilizes
Tapestry to locate a nearby, pre-existing replica to serve
as a parent in this tree. A more sophisticated version of
this algorithm is examined elsewhere [5].

3.5 The Full Update Path
In this section, we review the full path of an update. We
will postpone the description of the primary replica until
the next section.

Figure 2 shows the path of an update in OceanStore.
As shown, updates to an object are passed through
Tapestry to the primary replica for that object. Once
the updates are serialized and committed by the primary
replica, they are passed down the dissemination tree to
secondary replicas that are currently caching the object.
These updates are applied to replicas, thereby keeping
them up-to-date. Once updates are applied, they become
visible to clients sharing that object. Simultaneous with
updating secondary replicas, the primary replica encodes
new data in an erasure code, sending the resulting frag-
ments to other OceanStore servers for long-term storage.

Note that Figure 2 illustrates the path of updates for a
single object. As shown in Section 6, the process of com-
mitting updates by the primary replica is computationally
intensive. Thus, it is an important aspect of the system
that primary replicas can be distributed among inner ring
servers to balance load.

3.6 The Primary Replica
Section 3.2 shows that each data object in OceanStore is
assigned an inner ring, a set of servers that implement the
object’s primary replica. These servers securely apply
updates and create new versions. They serialize concur-
rent writes, enforce access control, check update predi-
cates, and sign a heartbeat for each new version.

To construct this primary replica in a fault-tolerant
manner, we adapt a Byzantine agreement protocol devel-
oped by Castro and Liskov [4]. Byzantine agreement is a
distributed decision process in which all non-faulty par-
ticipants reach the same decision as long as more than
two-thirds of the participants follow the protocol cor-
rectly. That is, for a group of size , no more
than servers may be faulty. The faulty machines may
fail arbitrarily: they may halt, send incorrect messages,
or deliberately try to disrupt the agreement. Unfortu-
nately, Byzantine agreement requires a number of mes-
sages quadratic in the number of participants, so it is in-
feasible for use in synchronizing a large number of repli-
cas; this infeasibility motivates our desire to keep the pri-
mary replicas of an object small in number.

The Castro and Liskov algorithm has been shown to
perform quite well in a fault-tolerant network file system.
We modify the algorithm for our distributed file system
in the following important ways.

Public Key Cryptography: Byzantine agreement pro-
tocols require that participants authenticate the messages
they send. There are two versions of the Castro-Liskov
protocol. In the first version, this authentication was ac-
complished with public-key cryptography. A more re-
cent version used symmetric-key message authentication
codes (MACs) for performance reasons: a MAC can be
computed two or three orders of magnitude faster than a
public-key signature.

MACs, however, have a downside common to all sym-
metric key cryptography: they only authenticate mes-
sages between two fixed machines. Neither machine can
subsequently prove the authenticity of a message to a
third party. MACs complicate Castro and Liskov’s lat-
ter algorithm, but they feel the resulting improvement in
performance justifies the extra complexity.

In OceanStore we use aggressive replication to im-
prove data object availability and client-perceived access
latency. Without third-party verification, each machine
would have to communicate directly with the inner ring
to validate the integrity of the data it stores. The compu-
tation and communication required to keep each replica
consistent would limit the maximum number of copies
of any data object–even for read-only data.

We therefore modified the Castro-Liskov protocol to
use MACs for all communication internal to the inner
ring, while using public-key cryptography to commu-
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4 Prototype
This section describes important aspects of the imple-
mentation of the prototype, as well as the ways in which
it differs from our system description.

4.1 Software Architecture
We built Pond in Java, atop the Staged Event-Driven Ar-
chitecture (SEDA) [39], since prior research indicates
that event-driven servers behave more gracefully under
high load than traditional threading mechanisms [39].
Each Pond subsystem is implemented as a stage, a self-
contained component with its own state and thread pool.
Stages communicate with each other by sending events.

Figure 3 shows the main stages in Pond and their in-
terconnections. Not all components are required for all
OceanStore machines; stages may be added or removed
to reconfigure a server. Stages on the left are necessary
for servers in the inner ring, while stages on the right are
generally associated with clients’ machines.

The current code base of Pond contains approximately
50,000 semicolons and is the work of five core graduate
student developers and as many undergraduate interns.

4.2 Language Choice
We implemented Pond in Java for several reasons. The
most important was speed of development. Unlike C or
C++, Java is strongly typed and garbage collected. These
two features greatly reduce debugging time, especially
for a large project with a rapid development pace.

The second reason we chose Java was that we wanted
to build our system using an event driven architecture,
and the SEDA prototype, SandStorm, was readily avail-
able. Furthermore, unlike multithreaded code written
in C or C++, multithreaded code in Java is quite easy
to port. To illustrate this portability, our code base,
which was implemented and tested solely on Debian
GNU/Linux workstations, was ported to Windows 2000
in under a week of part-time work.

Unfortunately our choice of programming language
also introduced some complications; foremost among
these is the unpredictability introduced by garbage col-
lection. All current production Java Virtual Machines
(JVMs) we surveyed use so-called “stop the world” col-
lectors, in which every thread in the system is halted
while the garbage collector runs2. Any requests cur-
rently being processed when garbage collection starts are
stalled for on the order of one hundred milliseconds. Re-
quests that travel across machines may be stopped by
several collections in serial. While this event does not

2We currently use JDK 1.3 for Linux from IBM. See
http://www.ibm.com/developerworks/java/jdk/linux130/.
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Figure 3: Prototype Software Architecture. Pond is built
atop SEDA. Components within a single host are implemented
as stages (shown as boxes) which communicate through events
(shown as arrows). Not all stages run on every host; only inner
ring hosts run the Byzantine agreement stage, for example.

happen often, it can add several seconds of delay to a
task normally measured in tens of milliseconds.

To adjust for these anomalies, we report the median
value and the 0th and 95th percentile values for exper-
iments that are severely effected by garbage collection
instead of the more typical mean and standard deviation.
We feel this decision is justified because the effects of
garbage collection are merely an artifact of our choice of
language rather than an inherent property of the system;
an implementation of our system in C or C++ would not
exhibit this behavior.

4.3 Inner Ring Issues
Most of the core functionality of the inner ring is imple-
mented in Pond, with the following exception. We do
not currently implement view changes or checkpoints,
two components of the Castro-Liskov algorithm which
are used to handle host failure. However, this defi-
ciency should not sufficiently affect our results; Castro
and Liskov found only a 2% performance degradation
due to recovery operations while running the Andrew500
benchmark [4] on their system.

Lastly, our current signature scheme is a threshold ver-
sion of RSA developed by Shoup [32]. We plan to im-
plement a proactive algorithm, most likely Rabin’s [22],
soon; since the mathematics of the two schemes is simi-
lar, we expect similar performance from them as well.

5 Experimental Setup
We use two experimental test beds to measure our sys-
tem. The first test bed consists of a local cluster of forty-
two machines at Berkeley. Each machine in the cluster is
a IBM xSeries 330 1U rackmount PC with two 1.0 GHz
Pentium III CPUs, 1.5 GB ECC PC133 SDRAM, and
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Time (ms)
Phase 4 kB Update 2 MB Update
Check Validity 0.3 0.4
Serialize 6.1 26.6
Update 1.5 113.0
Archive 4.5 566.9
Sign Result 77.8 75.8

Table 3: Latency Breakdown of an Update. The majority
of the time in a small update performed on the cluster is spent
computing the threshold signature share over the result. With
larger updates, the time to apply and archive the update domi-
nates signature time.

Inner Avg. Update Update Latency (ms)
Ring Client Ping Size 5% Median 95%
Cluster Cluster 0.2 4 kB 98 99 100

2 MB 1098 1150 1448
Cluster UCSD 27.0 4 kB 125 126 128

2 MB 2748 2800 3036
Bay UCSD 23.2 4 kB 144 155 166
Area 2 MB 8763 9626 10231

Table 4: Results of the Latency Microbenchmark Run in the
Wide Area. All tests were run with the archive enabled using
1024-bit keys. “Avg. Ping” is the average ping time in millisec-
onds from the client machine to each of the inner ring servers.
UCSD is the University of California at San Diego.

the latency of the median, the fifth percentile, and the
ninety-fifth percentile.

We run this benchmark with a variety of parameters,
placing the nodes in various locations through the net-
work. Table 2 presents the results of several experiments
running the benchmark on the cluster, which show the
performance of the system apart from wide-area network
effects. This isolation highlights the computational cost
of an update. While 512-bit RSA keys do not provide
sufficient security, we present the latency of the system
using them as an estimate of the effect of increasing
processor performance. Signature computation time is
quadratic in the number of bits; a 1024-bit key signature
takes four times as long to compute as a 512-bit one. The
performance of the system using 512-bit keys is thus a
conservative estimate of its speed after two iterations of
Moore’s law (roughly 36 months).

Table 3 presents a breakdown of the latency of an
update on the cluster. In the check validity phase, the
client’s signature over the object is checked. In the se-
rialization phase, the inner ring servers perform the first
half of the Byzantine agreement process, ensuring they
all process the same updates in the same order. In the
update and archive phases, the update is applied to a data
object and the resulting version is archived. The final
phase completes the process, producing a signed heart-
beat over the new version. It is clear from Table 3 that
most of the time in a small update is spent computing the
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Figure 5: Throughput in the Local Area. This graph shows
the update throughput in terms of both operations per second
(left axis) and bytes per second (right axis) as a function of up-
date size. While the ops/s number falls off quickly with update
size, throughput in bytes per second continues to increase. All
experiments are run with 1024-bit keys. The data shown is the
average of three trials, and the standard deviation for all points
is less than 3% of the mean.

threshold signature share over the result. With larger up-
dates, the time to apply and archive the update is large,
and the signature time is less important. Although we
have not yet quantified the cost of increasing the ring
size, the serialize phase requires quadratic communica-
tion costs in the size of the ring. The other phases, in
contrast, scale at worst linearly in the ring size.

Table 4 presents the cost of the update including net-
work effects. Comparing rows one and two, we see that
moving the client to UCSD adds only the network la-
tency between it and the inner ring to the total update
time for small updates. Comparing rows two and three
we see that distributing the inner ring throughout the
Bay Area increases the median latency by only 23% for
small updates. Since increased geographic scale yields
increased failure independence, this point is very en-
couraging. For larger updates, bandwidth limitations be-
tween the PlanetLab machines prevent optimal times in
the wide area; it is thus important that a service provider
implementing a distributed inner ring supply sufficient
bandwidth between sites.

The Throughput Microbenchmark: In the second mi-
crobenchmark, a number of clients submit updates of
various sizes to a four-node inner ring. Each client sub-
mits updates for a different data object. The clients create
their objects, synchronize themselves, and then update
the object as many times as possible in a 100 second pe-
riod. We measure the number of updates completed by
all clients and report the update and data throughput.

Figure 5 shows the results of running the throughput

9
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Takeaways
• Internet-scale persistent data storage

• Incremental scalability, secure sharing 
and durability

• Byzantine updates, push updates, 
archival by erasure coding

• Pond prototype supporting multiple 
applications



Questions and 
Comments?
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Outline
• Problems and Assumptions

• Design Overview

• System Interactions

• Master Operation

• Measurements

• Takeaways



Google-scale Problems
• Component failures are the norm

• Files are huge by traditional standards

• Appending is more common than over-
writing

• Benefits of co-designing apps and file 
system



Assumptions
• Targeting Google Datacenters

• Cheap commodity components that fail often

• System stores a modest number of large files

• Large streaming and small random reads

• Many large, sequential writes

• Well-defined semantics for concurrent appends

• High sustained bandwidth over low latency



Legend:
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Figure 1: GFS Architecture

and replication decisions using global knowledge. However,
we must minimize its involvement in reads and writes so
that it does not become a bottleneck. Clients never read
and write file data through the master. Instead, a client asks
the master which chunkservers it should contact. It caches
this information for a limited time and interacts with the
chunkservers directly for many subsequent operations.

Let us explain the interactions for a simple read with refer-
ence to Figure 1. First, using the fixed chunk size, the client
translates the file name and byte o!set specified by the ap-
plication into a chunk index within the file. Then, it sends
the master a request containing the file name and chunk
index. The master replies with the corresponding chunk
handle and locations of the replicas. The client caches this
information using the file name and chunk index as the key.

The client then sends a request to one of the replicas,
most likely the closest one. The request specifies the chunk
handle and a byte range within that chunk. Further reads
of the same chunk require no more client-master interaction
until the cached information expires or the file is reopened.
In fact, the client typically asks for multiple chunks in the
same request and the master can also include the informa-
tion for chunks immediately following those requested. This
extra information sidesteps several future client-master in-
teractions at practically no extra cost.

2.5 Chunk Size
Chunk size is one of the key design parameters. We have

chosen 64 MB, which is much larger than typical file sys-
tem block sizes. Each chunk replica is stored as a plain
Linux file on a chunkserver and is extended only as needed.
Lazy space allocation avoids wasting space due to internal
fragmentation, perhaps the greatest objection against such
a large chunk size.

A large chunk size o!ers several important advantages.
First, it reduces clients’ need to interact with the master
because reads and writes on the same chunk require only
one initial request to the master for chunk location informa-
tion. The reduction is especially significant for our work-
loads because applications mostly read and write large files
sequentially. Even for small random reads, the client can
comfortably cache all the chunk location information for a
multi-TB working set. Second, since on a large chunk, a
client is more likely to perform many operations on a given
chunk, it can reduce network overhead by keeping a persis-

tent TCP connection to the chunkserver over an extended
period of time. Third, it reduces the size of the metadata
stored on the master. This allows us to keep the metadata
in memory, which in turn brings other advantages that we
will discuss in Section 2.6.1.

On the other hand, a large chunk size, even with lazy space
allocation, has its disadvantages. A small file consists of a
small number of chunks, perhaps just one. The chunkservers
storing those chunks may become hot spots if many clients
are accessing the same file. In practice, hot spots have not
been a major issue because our applications mostly read
large multi-chunk files sequentially.

However, hot spots did develop when GFS was first used
by a batch-queue system: an executable was written to GFS
as a single-chunk file and then started on hundreds of ma-
chines at the same time. The few chunkservers storing this
executable were overloaded by hundreds of simultaneous re-
quests. We fixed this problem by storing such executables
with a higher replication factor and by making the batch-
queue system stagger application start times. A potential
long-term solution is to allow clients to read data from other
clients in such situations.

2.6 Metadata
The master stores three major types of metadata: the file

and chunk namespaces, the mapping from files to chunks,
and the locations of each chunk’s replicas. All metadata is
kept in the master’s memory. The first two types (names-
paces and file-to-chunk mapping) are also kept persistent by
logging mutations to an operation log stored on the mas-
ter’s local disk and replicated on remote machines. Using
a log allows us to update the master state simply, reliably,
and without risking inconsistencies in the event of a master
crash. The master does not store chunk location informa-
tion persistently. Instead, it asks each chunkserver about its
chunks at master startup and whenever a chunkserver joins
the cluster.

2.6.1 In-Memory Data Structures
Since metadata is stored in memory, master operations are

fast. Furthermore, it is easy and e"cient for the master to
periodically scan through its entire state in the background.
This periodic scanning is used to implement chunk garbage
collection, re-replication in the presence of chunkserver fail-
ures, and chunk migration to balance load and disk space
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Architecture
• Single master, multiple chunk servers

• 64MB chunk size with 64 bit handle

• Master metadata

• File and chunk namespaces

• Mapping from files to chunks

• Location of chunk replicas (volatile)
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Figure 2: Write Control and Data Flow

becomes unreachable or replies that it no longer holds
a lease.

3. The client pushes the data to all the replicas. A client
can do so in any order. Each chunkserver will store
the data in an internal LRU bu!er cache until the
data is used or aged out. By decoupling the data flow
from the control flow, we can improve performance by
scheduling the expensive data flow based on the net-
work topology regardless of which chunkserver is the
primary. Section 3.2 discusses this further.

4. Once all the replicas have acknowledged receiving the
data, the client sends a write request to the primary.
The request identifies the data pushed earlier to all of
the replicas. The primary assigns consecutive serial
numbers to all the mutations it receives, possibly from
multiple clients, which provides the necessary serial-
ization. It applies the mutation to its own local state
in serial number order.

5. The primary forwards the write request to all sec-
ondary replicas. Each secondary replica applies mu-
tations in the same serial number order assigned by
the primary.

6. The secondaries all reply to the primary indicating
that they have completed the operation.

7. The primary replies to the client. Any errors encoun-
tered at any of the replicas are reported to the client.
In case of errors, the write may have succeeded at the
primary and an arbitrary subset of the secondary repli-
cas. (If it had failed at the primary, it would not
have been assigned a serial number and forwarded.)
The client request is considered to have failed, and the
modified region is left in an inconsistent state. Our
client code handles such errors by retrying the failed
mutation. It will make a few attempts at steps (3)
through (7) before falling back to a retry from the be-
ginning of the write.

If a write by the application is large or straddles a chunk
boundary, GFS client code breaks it down into multiple
write operations. They all follow the control flow described
above but may be interleaved with and overwritten by con-
current operations from other clients. Therefore, the shared

file region may end up containing fragments from di!erent
clients, although the replicas will be identical because the in-
dividual operations are completed successfully in the same
order on all replicas. This leaves the file region in consistent
but undefined state as noted in Section 2.7.

3.2 Data Flow
We decouple the flow of data from the flow of control to

use the network e"ciently. While control flows from the
client to the primary and then to all secondaries, data is
pushed linearly along a carefully picked chain of chunkservers
in a pipelined fashion. Our goals are to fully utilize each
machine’s network bandwidth, avoid network bottlenecks
and high-latency links, and minimize the latency to push
through all the data.

To fully utilize each machine’s network bandwidth, the
data is pushed linearly along a chain of chunkservers rather
than distributed in some other topology (e.g., tree). Thus,
each machine’s full outbound bandwidth is used to trans-
fer the data as fast as possible rather than divided among
multiple recipients.

To avoid network bottlenecks and high-latency links (e.g.,
inter-switch links are often both) as much as possible, each
machine forwards the data to the “closest” machine in the
network topology that has not received it. Suppose the
client is pushing data to chunkservers S1 through S4. It
sends the data to the closest chunkserver, say S1. S1 for-
wards it to the closest chunkserver S2 through S4 closest to
S1, say S2. Similarly, S2 forwards it to S3 or S4, whichever
is closer to S2, and so on. Our network topology is simple
enough that “distances” can be accurately estimated from
IP addresses.

Finally, we minimize latency by pipelining the data trans-
fer over TCP connections. Once a chunkserver receives some
data, it starts forwarding immediately. Pipelining is espe-
cially helpful to us because we use a switched network with
full-duplex links. Sending the data immediately does not
reduce the receive rate. Without network congestion, the
ideal elapsed time for transferring B bytes to R replicas is
B/T + RL where T is the network throughput and L is la-
tency to transfer bytes between two machines. Our network
links are typically 100 Mbps (T ), and L is far below 1 ms.
Therefore, 1 MB can ideally be distributed in about 80 ms.

3.3 Atomic Record Appends
GFS provides an atomic append operation called record

append. In a traditional write, the client specifies the o!-
set at which data is to be written. Concurrent writes to
the same region are not serializable: the region may end up
containing data fragments from multiple clients. In a record
append, however, the client specifies only the data. GFS
appends it to the file at least once atomically (i.e., as one
continuous sequence of bytes) at an o!set of GFS’s choosing
and returns that o!set to the client. This is similar to writ-
ing to a file opened in O APPEND mode in Unix without the
race conditions when multiple writers do so concurrently.

Record append is heavily used by our distributed applica-
tions in which many clients on di!erent machines append
to the same file concurrently. Clients would need addi-
tional complicated and expensive synchronization, for ex-
ample through a distributed lock manager, if they do so
with traditional writes. In our workloads, such files often
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Consistency Model
usage across chunkservers. Sections 4.3 and 4.4 will discuss
these activities further.

One potential concern for this memory-only approach is
that the number of chunks and hence the capacity of the
whole system is limited by how much memory the master
has. This is not a serious limitation in practice. The mas-
ter maintains less than 64 bytes of metadata for each 64 MB
chunk. Most chunks are full because most files contain many
chunks, only the last of which may be partially filled. Sim-
ilarly, the file namespace data typically requires less then
64 bytes per file because it stores file names compactly us-
ing prefix compression.

If necessary to support even larger file systems, the cost
of adding extra memory to the master is a small price to pay
for the simplicity, reliability, performance, and flexibility we
gain by storing the metadata in memory.

2.6.2 Chunk Locations
The master does not keep a persistent record of which

chunkservers have a replica of a given chunk. It simply polls
chunkservers for that information at startup. The master
can keep itself up-to-date thereafter because it controls all
chunk placement and monitors chunkserver status with reg-
ular HeartBeat messages.

We initially attempted to keep chunk location information
persistently at the master, but we decided that it was much
simpler to request the data from chunkservers at startup,
and periodically thereafter. This eliminated the problem of
keeping the master and chunkservers in sync as chunkservers
join and leave the cluster, change names, fail, restart, and
so on. In a cluster with hundreds of servers, these events
happen all too often.

Another way to understand this design decision is to real-
ize that a chunkserver has the final word over what chunks
it does or does not have on its own disks. There is no point
in trying to maintain a consistent view of this information
on the master because errors on a chunkserver may cause
chunks to vanish spontaneously (e.g., a disk may go bad
and be disabled) or an operator may rename a chunkserver.

2.6.3 Operation Log
The operation log contains a historical record of critical

metadata changes. It is central to GFS. Not only is it the
only persistent record of metadata, but it also serves as a
logical time line that defines the order of concurrent op-
erations. Files and chunks, as well as their versions (see
Section 4.5), are all uniquely and eternally identified by the
logical times at which they were created.

Since the operation log is critical, we must store it reli-
ably and not make changes visible to clients until metadata
changes are made persistent. Otherwise, we e!ectively lose
the whole file system or recent client operations even if the
chunks themselves survive. Therefore, we replicate it on
multiple remote machines and respond to a client opera-
tion only after flushing the corresponding log record to disk
both locally and remotely. The master batches several log
records together before flushing thereby reducing the impact
of flushing and replication on overall system throughput.

The master recovers its file system state by replaying the
operation log. To minimize startup time, we must keep the
log small. The master checkpoints its state whenever the log
grows beyond a certain size so that it can recover by loading
the latest checkpoint from local disk and replaying only the

Write Record Append

Serial defined defined
success interspersed with
Concurrent consistent inconsistent
successes but undefined
Failure inconsistent

Table 1: File Region State After Mutation

limited number of log records after that. The checkpoint is
in a compact B-tree like form that can be directly mapped
into memory and used for namespace lookup without ex-
tra parsing. This further speeds up recovery and improves
availability.

Because building a checkpoint can take a while, the mas-
ter’s internal state is structured in such a way that a new
checkpoint can be created without delaying incoming muta-
tions. The master switches to a new log file and creates the
new checkpoint in a separate thread. The new checkpoint
includes all mutations before the switch. It can be created
in a minute or so for a cluster with a few million files. When
completed, it is written to disk both locally and remotely.

Recovery needs only the latest complete checkpoint and
subsequent log files. Older checkpoints and log files can
be freely deleted, though we keep a few around to guard
against catastrophes. A failure during checkpointing does
not a!ect correctness because the recovery code detects and
skips incomplete checkpoints.

2.7 Consistency Model
GFS has a relaxed consistency model that supports our

highly distributed applications well but remains relatively
simple and e"cient to implement. We now discuss GFS’s
guarantees and what they mean to applications. We also
highlight how GFS maintains these guarantees but leave the
details to other parts of the paper.

2.7.1 Guarantees by GFS
File namespace mutations (e.g., file creation) are atomic.

They are handled exclusively by the master: namespace
locking guarantees atomicity and correctness (Section 4.1);
the master’s operation log defines a global total order of
these operations (Section 2.6.3).

The state of a file region after a data mutation depends
on the type of mutation, whether it succeeds or fails, and
whether there are concurrent mutations. Table 1 summa-
rizes the result. A file region is consistent if all clients will
always see the same data, regardless of which replicas they
read from. A region is defined after a file data mutation if it
is consistent and clients will see what the mutation writes in
its entirety. When a mutation succeeds without interference
from concurrent writers, the a!ected region is defined (and
by implication consistent): all clients will always see what
the mutation has written. Concurrent successful mutations
leave the region undefined but consistent: all clients see the
same data, but it may not reflect what any one mutation
has written. Typically, it consists of mingled fragments from
multiple mutations. A failed mutation makes the region in-
consistent (hence also undefined): di!erent clients may see
di!erent data at di!erent times. We describe below how our
applications can distinguish defined regions from undefined
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Figure 3(a) shows the aggregate read rate for N clients
and its theoretical limit. The limit peaks at an aggregate of
125 MB/s when the 1 Gbps link between the two switches
is saturated, or 12.5 MB/s per client when its 100 Mbps
network interface gets saturated, whichever applies. The
observed read rate is 10 MB/s, or 80% of the per-client
limit, when just one client is reading. The aggregate read
rate reaches 94 MB/s, about 75% of the 125 MB/s link limit,
for 16 readers, or 6 MB/s per client. The e!ciency drops
from 80% to 75% because as the number of readers increases,
so does the probability that multiple readers simultaneously
read from the same chunkserver.

6.1.2 Writes
N clients write simultaneously to N distinct files. Each

client writes 1 GB of data to a new file in a series of 1 MB
writes. The aggregate write rate and its theoretical limit are
shown in Figure 3(b). The limit plateaus at 67 MB/s be-
cause we need to write each byte to 3 of the 16 chunkservers,
each with a 12.5 MB/s input connection.

The write rate for one client is 6.3 MB/s, about half of the
limit. The main culprit for this is our network stack. It does
not interact very well with the pipelining scheme we use for
pushing data to chunk replicas. Delays in propagating data
from one replica to another reduce the overall write rate.

Aggregate write rate reaches 35 MB/s for 16 clients (or
2.2 MB/s per client), about half the theoretical limit. As in
the case of reads, it becomes more likely that multiple clients
write concurrently to the same chunkserver as the number
of clients increases. Moreover, collision is more likely for 16
writers than for 16 readers because each write involves three
di"erent replicas.

Writes are slower than we would like. In practice this has
not been a major problem because even though it increases
the latencies as seen by individual clients, it does not sig-
nificantly a"ect the aggregate write bandwidth delivered by
the system to a large number of clients.

6.1.3 Record Appends
Figure 3(c) shows record append performance. N clients

append simultaneously to a single file. Performance is lim-
ited by the network bandwidth of the chunkservers that
store the last chunk of the file, independent of the num-
ber of clients. It starts at 6.0 MB/s for one client and drops
to 4.8 MB/s for 16 clients, mostly due to congestion and
variances in network transfer rates seen by di"erent clients.

Our applications tend to produce multiple such files con-
currently. In other words, N clients append to M shared
files simultaneously where both N and M are in the dozens
or hundreds. Therefore, the chunkserver network congestion
in our experiment is not a significant issue in practice be-
cause a client can make progress on writing one file while
the chunkservers for another file are busy.

6.2 Real World Clusters
We now examine two clusters in use within Google that

are representative of several others like them. Cluster A is
used regularly for research and development by over a hun-
dred engineers. A typical task is initiated by a human user
and runs up to several hours. It reads through a few MBs
to a few TBs of data, transforms or analyzes the data, and
writes the results back to the cluster. Cluster B is primarily
used for production data processing. The tasks last much

Cluster A B

Chunkservers 342 227
Available disk space 72 TB 180 TB
Used disk space 55 TB 155 TB
Number of Files 735 k 737 k
Number of Dead files 22 k 232 k
Number of Chunks 992 k 1550 k
Metadata at chunkservers 13 GB 21 GB
Metadata at master 48 MB 60 MB

Table 2: Characteristics of two GFS clusters

longer and continuously generate and process multi-TB data
sets with only occasional human intervention. In both cases,
a single “task” consists of many processes on many machines
reading and writing many files simultaneously.

6.2.1 Storage
As shown by the first five entries in the table, both clusters

have hundreds of chunkservers, support many TBs of disk
space, and are fairly but not completely full. “Used space”
includes all chunk replicas. Virtually all files are replicated
three times. Therefore, the clusters store 18 TB and 52 TB
of file data respectively.

The two clusters have similar numbers of files, though B
has a larger proportion of dead files, namely files which were
deleted or replaced by a new version but whose storage have
not yet been reclaimed. It also has more chunks because its
files tend to be larger.

6.2.2 Metadata
The chunkservers in aggregate store tens of GBs of meta-

data, mostly the checksums for 64 KB blocks of user data.
The only other metadata kept at the chunkservers is the
chunk version number discussed in Section 4.5.

The metadata kept at the master is much smaller, only
tens of MBs, or about 100 bytes per file on average. This
agrees with our assumption that the size of the master’s
memory does not limit the system’s capacity in practice.
Most of the per-file metadata is the file names stored in a
prefix-compressed form. Other metadata includes file own-
ership and permissions, mapping from files to chunks, and
each chunk’s current version. In addition, for each chunk we
store the current replica locations and a reference count for
implementing copy-on-write.

Each individual server, both chunkservers and the master,
has only 50 to 100 MB of metadata. Therefore recovery is
fast: it takes only a few seconds to read this metadata from
disk before the server is able to answer queries. However, the
master is somewhat hobbled for a period – typically 30 to
60 seconds – until it has fetched chunk location information
from all chunkservers.

6.2.3 Read and Write Rates
Table 3 shows read and write rates for various time pe-

riods. Both clusters had been up for about one week when
these measurements were taken. (The clusters had been
restarted recently to upgrade to a new version of GFS.)

The average write rate was less than 30 MB/s since the
restart. When we took these measurements, B was in the
middle of a burst of write activity generating about 100 MB/s
of data, which produced a 300 MB/s network load because
writes are propagated to three replicas.
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Figure 3: Aggregate Throughputs. Top curves show theoretical limits imposed by our network topology. Bottom curves
show measured throughputs. They have error bars that show 95% confidence intervals, which are illegible in some cases
because of low variance in measurements.

Cluster A B

Read rate (last minute) 583 MB/s 380 MB/s
Read rate (last hour) 562 MB/s 384 MB/s
Read rate (since restart) 589 MB/s 49 MB/s
Write rate (last minute) 1 MB/s 101 MB/s
Write rate (last hour) 2 MB/s 117 MB/s
Write rate (since restart) 25 MB/s 13 MB/s
Master ops (last minute) 325 Ops/s 533 Ops/s
Master ops (last hour) 381 Ops/s 518 Ops/s
Master ops (since restart) 202 Ops/s 347 Ops/s

Table 3: Performance Metrics for Two GFS Clusters

The read rates were much higher than the write rates.
The total workload consists of more reads than writes as we
have assumed. Both clusters were in the middle of heavy
read activity. In particular, A had been sustaining a read
rate of 580 MB/s for the preceding week. Its network con-
figuration can support 750 MB/s, so it was using its re-
sources e!ciently. Cluster B can support peak read rates of
1300 MB/s, but its applications were using just 380 MB/s.

6.2.4 Master Load
Table 3 also shows that the rate of operations sent to the

master was around 200 to 500 operations per second. The
master can easily keep up with this rate, and therefore is
not a bottleneck for these workloads.

In an earlier version of GFS, the master was occasionally
a bottleneck for some workloads. It spent most of its time
sequentially scanning through large directories (which con-
tained hundreds of thousands of files) looking for particular
files. We have since changed the master data structures to
allow e!cient binary searches through the namespace. It
can now easily support many thousands of file accesses per
second. If necessary, we could speed it up further by placing
name lookup caches in front of the namespace data struc-
tures.

6.2.5 Recovery Time
After a chunkserver fails, some chunks will become under-

replicated and must be cloned to restore their replication
levels. The time it takes to restore all such chunks depends
on the amount of resources. In one experiment, we killed a
single chunkserver in cluster B. The chunkserver had about

15,000 chunks containing 600 GB of data. To limit the im-
pact on running applications and provide leeway for schedul-
ing decisions, our default parameters limit this cluster to
91 concurrent clonings (40% of the number of chunkservers)
where each clone operation is allowed to consume at most
6.25 MB/s (50 Mbps). All chunks were restored in 23.2 min-
utes, at an e"ective replication rate of 440 MB/s.

In another experiment, we killed two chunkservers each
with roughly 16,000 chunks and 660 GB of data. This double
failure reduced 266 chunks to having a single replica. These
266 chunks were cloned at a higher priority, and were all
restored to at least 2x replication within 2 minutes, thus
putting the cluster in a state where it could tolerate another
chunkserver failure without data loss.

6.3 Workload Breakdown
In this section, we present a detailed breakdown of the

workloads on two GFS clusters comparable but not identi-
cal to those in Section 6.2. Cluster X is for research and
development while cluster Y is for production data process-
ing.

6.3.1 Methodology and Caveats
These results include only client originated requests so

that they reflect the workload generated by our applications
for the file system as a whole. They do not include inter-
server requests to carry out client requests or internal back-
ground activities, such as forwarded writes or rebalancing.

Statistics on I/O operations are based on information
heuristically reconstructed from actual RPC requests logged
by GFS servers. For example, GFS client code may break a
read into multiple RPCs to increase parallelism, from which
we infer the original read. Since our access patterns are
highly stylized, we expect any error to be in the noise. Ex-
plicit logging by applications might have provided slightly
more accurate data, but it is logistically impossible to re-
compile and restart thousands of running clients to do so
and cumbersome to collect the results from as many ma-
chines.

One should be careful not to overly generalize from our
workload. Since Google completely controls both GFS and
its applications, the applications tend to be tuned for GFS,
and conversely GFS is designed for these applications. Such
mutual influence may also exist between general applications
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Figure 3: Aggregate Throughputs. Top curves show theoretical limits imposed by our network topology. Bottom curves
show measured throughputs. They have error bars that show 95% confidence intervals, which are illegible in some cases
because of low variance in measurements.

Cluster A B

Read rate (last minute) 583 MB/s 380 MB/s
Read rate (last hour) 562 MB/s 384 MB/s
Read rate (since restart) 589 MB/s 49 MB/s
Write rate (last minute) 1 MB/s 101 MB/s
Write rate (last hour) 2 MB/s 117 MB/s
Write rate (since restart) 25 MB/s 13 MB/s
Master ops (last minute) 325 Ops/s 533 Ops/s
Master ops (last hour) 381 Ops/s 518 Ops/s
Master ops (since restart) 202 Ops/s 347 Ops/s

Table 3: Performance Metrics for Two GFS Clusters

The read rates were much higher than the write rates.
The total workload consists of more reads than writes as we
have assumed. Both clusters were in the middle of heavy
read activity. In particular, A had been sustaining a read
rate of 580 MB/s for the preceding week. Its network con-
figuration can support 750 MB/s, so it was using its re-
sources e!ciently. Cluster B can support peak read rates of
1300 MB/s, but its applications were using just 380 MB/s.

6.2.4 Master Load
Table 3 also shows that the rate of operations sent to the

master was around 200 to 500 operations per second. The
master can easily keep up with this rate, and therefore is
not a bottleneck for these workloads.

In an earlier version of GFS, the master was occasionally
a bottleneck for some workloads. It spent most of its time
sequentially scanning through large directories (which con-
tained hundreds of thousands of files) looking for particular
files. We have since changed the master data structures to
allow e!cient binary searches through the namespace. It
can now easily support many thousands of file accesses per
second. If necessary, we could speed it up further by placing
name lookup caches in front of the namespace data struc-
tures.

6.2.5 Recovery Time
After a chunkserver fails, some chunks will become under-

replicated and must be cloned to restore their replication
levels. The time it takes to restore all such chunks depends
on the amount of resources. In one experiment, we killed a
single chunkserver in cluster B. The chunkserver had about

15,000 chunks containing 600 GB of data. To limit the im-
pact on running applications and provide leeway for schedul-
ing decisions, our default parameters limit this cluster to
91 concurrent clonings (40% of the number of chunkservers)
where each clone operation is allowed to consume at most
6.25 MB/s (50 Mbps). All chunks were restored in 23.2 min-
utes, at an e"ective replication rate of 440 MB/s.

In another experiment, we killed two chunkservers each
with roughly 16,000 chunks and 660 GB of data. This double
failure reduced 266 chunks to having a single replica. These
266 chunks were cloned at a higher priority, and were all
restored to at least 2x replication within 2 minutes, thus
putting the cluster in a state where it could tolerate another
chunkserver failure without data loss.

6.3 Workload Breakdown
In this section, we present a detailed breakdown of the

workloads on two GFS clusters comparable but not identi-
cal to those in Section 6.2. Cluster X is for research and
development while cluster Y is for production data process-
ing.

6.3.1 Methodology and Caveats
These results include only client originated requests so

that they reflect the workload generated by our applications
for the file system as a whole. They do not include inter-
server requests to carry out client requests or internal back-
ground activities, such as forwarded writes or rebalancing.

Statistics on I/O operations are based on information
heuristically reconstructed from actual RPC requests logged
by GFS servers. For example, GFS client code may break a
read into multiple RPCs to increase parallelism, from which
we infer the original read. Since our access patterns are
highly stylized, we expect any error to be in the noise. Ex-
plicit logging by applications might have provided slightly
more accurate data, but it is logistically impossible to re-
compile and restart thousands of running clients to do so
and cumbersome to collect the results from as many ma-
chines.

One should be careful not to overly generalize from our
workload. Since Google completely controls both GFS and
its applications, the applications tend to be tuned for GFS,
and conversely GFS is designed for these applications. Such
mutual influence may also exist between general applications
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Operation Read Write Record Append
Cluster X Y X Y X Y

0K 0.4 2.6 0 0 0 0
1B..1K 0.1 4.1 6.6 4.9 0.2 9.2
1K..8K 65.2 38.5 0.4 1.0 18.9 15.2
8K..64K 29.9 45.1 17.8 43.0 78.0 2.8
64K..128K 0.1 0.7 2.3 1.9 < .1 4.3
128K..256K 0.2 0.3 31.6 0.4 < .1 10.6
256K..512K 0.1 0.1 4.2 7.7 < .1 31.2
512K..1M 3.9 6.9 35.5 28.7 2.2 25.5
1M..inf 0.1 1.8 1.5 12.3 0.7 2.2

Table 4: Operations Breakdown by Size (%). For
reads, the size is the amount of data actually read and trans-
ferred, rather than the amount requested.

and file systems, but the e!ect is likely more pronounced in
our case.

6.3.2 Chunkserver Workload
Table 4 shows the distribution of operations by size. Read

sizes exhibit a bimodal distribution. The small reads (un-
der 64 KB) come from seek-intensive clients that look up
small pieces of data within huge files. The large reads (over
512 KB) come from long sequential reads through entire
files.

A significant number of reads return no data at all in clus-
ter Y. Our applications, especially those in the production
systems, often use files as producer-consumer queues. Pro-
ducers append concurrently to a file while a consumer reads
the end of file. Occasionally, no data is returned when the
consumer outpaces the producers. Cluster X shows this less
often because it is usually used for short-lived data analysis
tasks rather than long-lived distributed applications.

Write sizes also exhibit a bimodal distribution. The large
writes (over 256 KB) typically result from significant bu!er-
ing within the writers. Writers that bu!er less data, check-
point or synchronize more often, or simply generate less data
account for the smaller writes (under 64 KB).

As for record appends, cluster Y sees a much higher per-
centage of large record appends than cluster X does because
our production systems, which use cluster Y, are more ag-
gressively tuned for GFS.

Table 5 shows the total amount of data transferred in op-
erations of various sizes. For all kinds of operations, the
larger operations (over 256 KB) generally account for most
of the bytes transferred. Small reads (under 64 KB) do
transfer a small but significant portion of the read data be-
cause of the random seek workload.

6.3.3 Appends versus Writes
Record appends are heavily used especially in our pro-

duction systems. For cluster X, the ratio of writes to record
appends is 108:1 by bytes transferred and 8:1 by operation
counts. For cluster Y, used by the production systems, the
ratios are 3.7:1 and 2.5:1 respectively. Moreover, these ra-
tios suggest that for both clusters record appends tend to
be larger than writes. For cluster X, however, the overall
usage of record append during the measured period is fairly
low and so the results are likely skewed by one or two appli-
cations with particular bu!er size choices.

As expected, our data mutation workload is dominated
by appending rather than overwriting. We measured the
amount of data overwritten on primary replicas. This ap-

Operation Read Write Record Append
Cluster X Y X Y X Y

1B..1K < .1 < .1 < .1 < .1 < .1 < .1
1K..8K 13.8 3.9 < .1 < .1 < .1 0.1
8K..64K 11.4 9.3 2.4 5.9 2.3 0.3
64K..128K 0.3 0.7 0.3 0.3 22.7 1.2
128K..256K 0.8 0.6 16.5 0.2 < .1 5.8
256K..512K 1.4 0.3 3.4 7.7 < .1 38.4
512K..1M 65.9 55.1 74.1 58.0 .1 46.8
1M..inf 6.4 30.1 3.3 28.0 53.9 7.4

Table 5: Bytes Transferred Breakdown by Opera-
tion Size (%). For reads, the size is the amount of data
actually read and transferred, rather than the amount re-
quested. The two may di!er if the read attempts to read
beyond end of file, which by design is not uncommon in our
workloads.

Cluster X Y

Open 26.1 16.3
Delete 0.7 1.5
FindLocation 64.3 65.8
FindLeaseHolder 7.8 13.4
FindMatchingFiles 0.6 2.2
All other combined 0.5 0.8

Table 6: Master Requests Breakdown by Type (%)

proximates the case where a client deliberately overwrites
previous written data rather than appends new data. For
cluster X, overwriting accounts for under 0.0001% of bytes
mutated and under 0.0003% of mutation operations. For
cluster Y, the ratios are both 0.05%. Although this is minute,
it is still higher than we expected. It turns out that most
of these overwrites came from client retries due to errors or
timeouts. They are not part of the workload per se but a
consequence of the retry mechanism.

6.3.4 Master Workload
Table 6 shows the breakdown by type of requests to the

master. Most requests ask for chunk locations (FindLo-
cation) for reads and lease holder information (FindLease-
Locker) for data mutations.

Clusters X and Y see significantly di!erent numbers of
Delete requests because cluster Y stores production data
sets that are regularly regenerated and replaced with newer
versions. Some of this di!erence is further hidden in the
di!erence in Open requests because an old version of a file
may be implicitly deleted by being opened for write from
scratch (mode “w” in Unix open terminology).

FindMatchingFiles is a pattern matching request that sup-
ports “ls” and similar file system operations. Unlike other
requests for the master, it may process a large part of the
namespace and so may be expensive. Cluster Y sees it much
more often because automated data processing tasks tend to
examine parts of the file system to understand global appli-
cation state. In contrast, cluster X’s applications are under
more explicit user control and usually know the names of all
needed files in advance.

7. EXPERIENCES
In the process of building and deploying GFS, we have

experienced a variety of issues, some operational and some
technical.
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Figure 4: Storage Overhead. Objects of size less than the
block size of 8 kB still require one block of storage. For suffi-
ciently large objects, the metadata is negligible. The cost added
by the archive is a function of the encoding rate. For example,
a rate 1/4 code increases the storage cost by a factor of 4.8.

two 36 GB IBM UltraStar 36LZX hard drives. The ma-
chines use a single Intel PRO/1000 XF gigabit Ethernet
adaptor to connect to a Packet Engines PowerRail giga-
bit switch. The operating system on each node is Debian
GNU/Linux 3.0 (woody), running the Linux 2.4.18 SMP
kernel. The two disks run in software RAID 0 (striping)
mode using md raidtools-0.90. During our experiments
the cluster is otherwise unused.

The second test bed is PlanetLab, an open, global test
bed for developing, deploying, and accessing new net-
work services (see http://www.planet-lab.org/). The sys-
tem currently operates on 101 nodes spread across 43
sites throughout North America, Europe, Australia, and
New Zealand. While the hardware configuration of the
machines varies slightly, most of the nodes are 1.2 GHz
Pentium III CPUs with 1 GB of memory.

For some of our experiments we use a subset of Plan-
etLab distributed throughout the San Francisco Bay Area
in California, USA. The machines that comprise the
group of “Bay Area” servers include one machine from
each of the following sites: University of California in
Berkeley, CA; Lawrence Berkeley National Laboratories
in Berkeley, CA; Intel Research Berkeley in Berkeley,
CA; and Stanford University in Palo Alto, CA.

6 Results

In this section, we present a detailed performance anal-
ysis of Pond. Our results demonstrate the performance
characteristics of the system and highlight promising
areas for further research.

Key Update Update Latency (ms)
Size Size Archive 5% Median 95%
512 4 kB off 36 37 38

on 39 40 41
2 MB off 494 513 778

on 1037 1086 1348
1024 4 kB off 94 95 96

on 98 99 100
2 MB off 557 572 875

on 1098 1150 1448

Table 2: Results of the Latency Microbenchmark in the Local
Area. All nodes are hosted on the cluster. Ping latency between
nodes in the cluster is 0.2 ms. We run with the archive enabled
and disabled while varying the update size and key length.

6.1 Storage Overhead
We first measure the storage overhead imposed by our
data model. As discussed in Section 2, the data object
is represented as a B-tree with metadata appended to the
top block. When the user data portion of the data object
is smaller than the block size, the overhead of the top
block dominates the storage overhead. As the user data
increases in size, the overhead of the top block and any
interior blocks becomes negligible. Figure 4 shows the
overhead due to the B-tree for varying data sizes.

The storage overhead is further increased by erasure
coding each block. Figure 4 shows that this increase is
proportional to the inverse of the rate of encoding. En-
coding an 8kB block using a rate (

) and ( ) code increases the
storage overhead by a factor of 2.7 and 4.8, respectfully.
The overhead is somewhat higher than the inverse rate
of encoding because some additional space is required to
make fragments self-verifying. See [38] for details.

6.2 Update Performance
We use two benchmarks to understand the raw update
performance of Pond.

The Latency Microbenchmark: In the first mi-
crobenchmark, a single client submits updates of vari-
ous sizes to a four-node inner ring and measures the time
from before the request is signed until the signature over
the result is checked. To warm the JVM3, we update 40
MB of data or perform 1000 updates, depending on the
size of the update being tested. We pause for ten sec-
onds to allow the system to quiesce and then perform a
number of updates, pausing 100 ms between the response
from one update and the request for the next. We report

3Because Java code is generally optimized at runtime, the first sev-
eral executions of a line of code are generally slow, as the runtime sys-
tem is still optimizing it. Performing several passes through the code
to allow this optimization to occur is called warming the JVM.

8
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Time (ms)
Phase 4 kB Update 2 MB Update
Check Validity 0.3 0.4
Serialize 6.1 26.6
Update 1.5 113.0
Archive 4.5 566.9
Sign Result 77.8 75.8

Table 3: Latency Breakdown of an Update. The majority
of the time in a small update performed on the cluster is spent
computing the threshold signature share over the result. With
larger updates, the time to apply and archive the update domi-
nates signature time.

Inner Avg. Update Update Latency (ms)
Ring Client Ping Size 5% Median 95%
Cluster Cluster 0.2 4 kB 98 99 100

2 MB 1098 1150 1448
Cluster UCSD 27.0 4 kB 125 126 128

2 MB 2748 2800 3036
Bay UCSD 23.2 4 kB 144 155 166
Area 2 MB 8763 9626 10231

Table 4: Results of the Latency Microbenchmark Run in the
Wide Area. All tests were run with the archive enabled using
1024-bit keys. “Avg. Ping” is the average ping time in millisec-
onds from the client machine to each of the inner ring servers.
UCSD is the University of California at San Diego.

the latency of the median, the fifth percentile, and the
ninety-fifth percentile.

We run this benchmark with a variety of parameters,
placing the nodes in various locations through the net-
work. Table 2 presents the results of several experiments
running the benchmark on the cluster, which show the
performance of the system apart from wide-area network
effects. This isolation highlights the computational cost
of an update. While 512-bit RSA keys do not provide
sufficient security, we present the latency of the system
using them as an estimate of the effect of increasing
processor performance. Signature computation time is
quadratic in the number of bits; a 1024-bit key signature
takes four times as long to compute as a 512-bit one. The
performance of the system using 512-bit keys is thus a
conservative estimate of its speed after two iterations of
Moore’s law (roughly 36 months).

Table 3 presents a breakdown of the latency of an
update on the cluster. In the check validity phase, the
client’s signature over the object is checked. In the se-
rialization phase, the inner ring servers perform the first
half of the Byzantine agreement process, ensuring they
all process the same updates in the same order. In the
update and archive phases, the update is applied to a data
object and the resulting version is archived. The final
phase completes the process, producing a signed heart-
beat over the new version. It is clear from Table 3 that
most of the time in a small update is spent computing the
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Figure 5: Throughput in the Local Area. This graph shows
the update throughput in terms of both operations per second
(left axis) and bytes per second (right axis) as a function of up-
date size. While the ops/s number falls off quickly with update
size, throughput in bytes per second continues to increase. All
experiments are run with 1024-bit keys. The data shown is the
average of three trials, and the standard deviation for all points
is less than 3% of the mean.

threshold signature share over the result. With larger up-
dates, the time to apply and archive the update is large,
and the signature time is less important. Although we
have not yet quantified the cost of increasing the ring
size, the serialize phase requires quadratic communica-
tion costs in the size of the ring. The other phases, in
contrast, scale at worst linearly in the ring size.

Table 4 presents the cost of the update including net-
work effects. Comparing rows one and two, we see that
moving the client to UCSD adds only the network la-
tency between it and the inner ring to the total update
time for small updates. Comparing rows two and three
we see that distributing the inner ring throughout the
Bay Area increases the median latency by only 23% for
small updates. Since increased geographic scale yields
increased failure independence, this point is very en-
couraging. For larger updates, bandwidth limitations be-
tween the PlanetLab machines prevent optimal times in
the wide area; it is thus important that a service provider
implementing a distributed inner ring supply sufficient
bandwidth between sites.

The Throughput Microbenchmark: In the second mi-
crobenchmark, a number of clients submit updates of
various sizes to a four-node inner ring. Each client sub-
mits updates for a different data object. The clients create
their objects, synchronize themselves, and then update
the object as many times as possible in a 100 second pe-
riod. We measure the number of updates completed by
all clients and report the update and data throughput.

Figure 5 shows the results of running the throughput
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IR Location Client Location Throughput (MB/s)
Cluster Cluster 2.59
Cluster PlanetLab 1.22
Bay Area PlanetLab 1.19

Table 5: Throughput in the Wide Area. The throughput for a
distributed ring is limited by the wide-area bandwidth. All tests
are run with the archive on and 1024-bit keys.
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Figure 6: Latency to Read Objects from the Archive. The
latency to read data from the archive depends on the latency to
retrieve enough fragments for reconstruction.

test on the cluster. Again, running the test in the local
area illustrates the computational limitations of the inner
ring. Lines sloping downward show the number of oper-
ations completed per second as a function of the update
size and archival policy; lines sloping upward show the
corresponding throughput in megabytes per second.

If the inner ring agrees about each update individually,
the maximum possible number of operations completed
per second is bounded by the speed of threshold signa-
ture generation, or approximately 10 operations per sec-
ond. Instead, the inner ring batches updates and agrees
on them in groups (as suggested by [4]); because of this,
we have found that the throughput of the system does
not change much when using 512-bit keys. Unfortu-
nately, there are other costs associated with each update,
so batching only helps to a degree. As suggested by Ta-
ble 3, however, as the update size increases the signature
phase becomes only a small part of the load, so through-
put in megabytes per second continues to increase. From
Figure 5, we see the maximum throughput of the proto-
type with the archive disabled is roughly 8 MB/s.

The throughput of the prototype with the archival sub-
system enabled is significantly lower. This is not sur-
prising given the effect of the computationally-intensive
archiving process we observed in Table 2. From Figure 5,
we see that the maximum sustainable throughput of the
archival process is roughly 2.6 MB/s. As such, we plan

to focus a significant component of our future work on
tuning the archival process.

Table 5 shows the results of running the throughput
test with the archive running and hosts located through-
out the network. In the wide area, throughput is limited
by the bandwidth available.

6.3 Archive Retrieval Performance
To read a data object in OceanStore, a client can lo-
cate a replica in Tapestry. If no replica exists, one
must be reconstructed from archival fragments. The
latency of accessing a replica is simply the latency of
through Tapestry. Reconstructing data from the archive
is a more complicated operation that requires retrieving
several fragments through Tapestry and recomputing the
data from them.

To measure the latency of reading data from the
archive, we perform a simple experiment. First, we pop-
ulate the archive by submitting updates of various sizes
to a four-node inner ring. Next, we delete all copies
of the data in its reconstructed form. Finally, a single
client submits disjoint read events synchronously, mea-
suring the time from each request until a response is re-
ceived. We perform 1,000 reads to warm the JVM, pause
for thirty seconds, then perform 1,000 more, with 5 ms
between the response to each read and the subsequent
request. For comparison, we also measure the cost of
reading remote replicas through Tapestry. We report the
minimum, median, and 95th percentile latency.

Figure 6 presents the latency of reading objects from
the archive running on the cluster. The archive is using a
rate code; the system must retrieve 16 frag-
ments to reconstruct a block from the archive. The graph
shows that the time to read an object increases with the
number of kB blocks that must be retrieved. The me-
dian cost of reading an object from the archive is never
more the 1.7 times the cost of reading from a previously
reconstructed remote replica.

6.4 Secondary Replication
In this section, we describe two benchmarks designed to
evaluate the efficiency and performance of the dissemi-
nation tree that connects the second tier of replicas.

The Stream Benchmark: The first benchmark mea-
sures the network resources consumed by streaming data
through the dissemination tree from a content creator to
a number of replicas. We define the efficiency of the tree
as the percentage of bytes sent down high-latency links
while distributing an update to every replica. We assume
that most high-latency links will either have low band-
width or high contention; local, low-latency links should
be used whenever possible.
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Figure 7: Results of the Stream Benchmark. The graph shows
the percentage of bytes sent over links of different latency as
the number of replicas varies.

In this benchmark, we create a Tapestry network with
500 virtual OceanStore nodes spread across the hosts
in 30 PlanetLab sites. We then create a single shared
OceanStore data object with a Bay Area inner ring and a
variable number of replicas hosted on the seven largest
PlanetLab sites. One of these sites lies in the United
Kingdom; the other six are in the United States. A single
replica repeatedly submits updates that append data to
the object. We measure the bandwidth consumed push-
ing the updates to all other replicas.

Figure 7 shows the percentage of bytes sent across net-
work links of various latencies in this benchmark. Ac-
cording to our metric, the dissemination tree distributes
the data efficiently. With only 10 replicas, there are 1.4
replicas per site on average, and 64% of all bytes sent are
transmitted across links of latency greater than 20 ms.
With 50 replicas, however, there are an average of 7.1
replicas per site, and only 24% of all bytes are sent across
links of latency greater than 20 ms.

The Tag Benchmark: The next benchmark measures
data sharing in a more interactive scenario, such as a chat
room. We arrange for a group of OceanStore replicas to
play a distributed game of “tag”. To play tag, replicas
pass a small piece of data—or token—among the group
and measure how quickly the token is passed.

In this benchmark, we create a Tapestry network with
200 virtual OceanStore nodes spread across the same 30
PlanetLab sites used in the stream benchmark. We create
a single shared data object with a Bay Area inner ring
and 50 replicas hosted on the large PlanetLab sites. To
pass the token, the replica holding it writes the name of
another replica into the data object. A replica receives the
token when it reads the new version and finds its name.
We measure the average latency over 500 passes.

To put these latencies in perspective, we run two con-
trol experiments without using Pond. In these experi-
ments, a coordinator node is placed on one of the ma-

Tokens Passed Using Latency per Tag (ms)
OceanStore 329
Tapestry 104
TCP/IP 73

Table 6: Results of the Tag Microbenchmark. Each experiment
was run at least three times, and the standard deviation across
experiments was less than 10% of the mean. All experiments
are run using 1024-bit keys and with the archive disabled.

chines that hosted an inner ring node in the OceanStore
experiment. To pass the token, a replica sends a mes-
sage to the coordinator; the coordinator forwards the to-
ken to the next recipient. In one control experiment,
Tapestry is used to communicate between nodes; in the
other, TCP/IP is used.

As demonstrated by the stream benchmark, the dis-
semination tree is bandwidth efficient; the tag benchmark
shows that this efficiency comes at the cost of latency.
Table 6 presents the results of the tag benchmark. In the
control cases, the average time to pass the token is 73 ms
or 104 ms, depending on whether TCP/IP or Tapestry
is used. Using OceanStore, passing the token requires an
average of 329 ms. Subtracting the minimum time to per-
form an update (99 ms, according to Table 4), we see that
the latency to pass the token through the dissemination
tree is 2.2 times slower than passing the token through
Tapestry and 3.2 times slower than using TCP/IP.

6.5 The Andrew Benchmark
To illustrate the performance of Pond on a workload fa-
miliar to systems researchers, we implemented a UNIX
file system interface to OceanStore using an NFS loop-
back server [19] and ran the Andrew benchmark. To map
the NFS interface to OceanStore, we store files and direc-
tories as OceanStore data objects. We use a file’s AGUID
as its NFS file handle; directories are represented as sim-
ple lists of the files that they contain. The information
normally stored in a file’s inode is stored in the metadata
portion of the OceanStore object.

When an application references a file, the replica code
creates a local replica and integrates itself into the cor-
responding object’s dissemination tree. From that point
on, all changes to the object will be proactively pushed
to the client down the dissemination tree, so there is no
need to consult the inner ring on read-only operations.

Write operations are always sent directly to the in-
ner ring. NFS semantics require that client writes not
be comingled, but imposes no ordering between them.
The inner ring applies all updates atomically, so enclos-
ing each write operation in a single update is sufficient
to satisfy the specification; writes never abort. Directo-
ries must be handled more carefully. On every directory
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