
Consistency

Scaling
Distribute

partition data and computation across multiple machine
Java applets, DNS, WWW

Replicate
make copies of data available at different machines

mirrored web sites, replicated fs, replicated db

Cache
allow client processes to access local copies

Web caches, file cachingCon
sist

enc
y

The Model

Shared data is kept in a data store

a register, a file system, a database...

Clients access the data store through read and 
write operations

Consistency Semantics: a contract between the 
data store and its clients that specifies the 
results that clients can expect to obtain when 
accessing the data store

Sequential Consistency
“The result of any execution is the same as if the operations of all the 
processes were executed in some sequential order and the operations 
of each individual process appear in this sequence in the order specified 
by its program” (Lamport, 1979)



Sequential Consistency
“The result of any execution is the same as if the operations of all the 
processes were executed in some sequential order and the operations 
of each individual process appear in this sequence in the order specified 
by its program” (Lamport, 1979)

In other words:, create a total order that includes all the operations  
of the execution, such that:

the total order respects the local history of each process

every read returns the result of the latest write, according to the 
total order (data coherence)

Sequential Consistency
“The result of any execution is the same as if the operations of all 
the processes were executed in some sequential order and the 
operations of each individual process appear in this sequence in the 
order specified by its program” (Lamport, 1979)
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p4 :

W (x)a

W (x)b

Is this data store sequentially consistent?

R(x)a

R(x)b

R(x)b

R(x)a
1 2

2 1

Sequential Consistency
“The result of any execution is the same as if the operations of all 
the processes were executed in some sequential order and the 
operations of each individual process appear in this sequence in the 
order specified by its program” (Lamport, 1979)
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p2 :

p3 :
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W (x)a

W (x)b

R(x)b
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Is this data store sequentially consistent?
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1 2
R(x)a

R(x)b

Linearizability
“The result of any execution is the same as if the operations of all 
the processes were executed in some sequential order and the 
operations of each individual process appear in this sequence in the 
order specified by its program.

In addition, if                         , then operation           should 
precede           in this sequence (Herlihy & Wing, 1991)

tsOP1(x) < tsOP2(y) OP1(x)

OP2(y)



Linearizability
“The result of any execution is the same as if the operations of all 
the processes were executed in some sequential order and the 
operations of each individual process appear in this sequence in the 
order specified by its program.

In addition, if                         , then operation           should 
precede           in this sequence (Herlihy & Wing, 1991)

Lamport’s atomic registers are linearizable

tsOP1(x) < tsOP2(y) OP1(x)

OP2(y)

Weakening Sequential Consistency: 
Causal Consistency

Writes that are potentially causally related must be seen by all 
processes in the same order. Concurrent writes may be seen in a 
different order on different machines. (Hutto and Ahamad, 1990)

Weakening Sequential Consistency: 
Causal Consistency

Writes that are potentially causally related must be seen by all 
processes in the same order. Concurrent writes may be seen in a 
different order on different machines. (Hutto and Ahamad, 1990)

The following pairs of operations are  causally related:

Two writes by the same process to any memory location

A read followed by a write of the same process (even if the write 
addresses a different memory location)

A read that returns the value of a write from any process

Two operations that are transitively related according to the 
above conditions

Is this data store sequentially consistent?  
Causally consistent? 
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Weakening Sequential Consistency: 
Causal Consistency

Writes that are potentially causally related must be seen by all 
processes in the same order. Concurrent writes may be seen in a 
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Writes that are potentially causally related must be seen by all 
processes in the same order. Concurrent writes may be seen in a 
different order on different machines. (Hutto and Ahamad, 1990)
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Weakening Sequential Consistency: 
Causal Consistency

No
Is this data store causally consistent? No



Writes that are potentially causally related must be seen by all 
processes in the same order. Concurrent writes may be seen in a 
different order on different machines. (Hutto and Ahamad, 1990)
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Weakening Sequential Consistency: 
Causal Consistency

YesIs this data store causally consistent? 

More Weakening:
FIFO Consistency

“Writes done by a single process are seen by all other processes in 
the order in which they were issued, but writes from different 
processes may be seen in a different order by different 
processes” (PRAM consistency, Lipton and Sandberg 1988)
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More Weakening:
FIFO Consistency

“Writes done by a single process are seen by all other processes in 
the order in which they were issued, but writes from different 
processes may be seen in a different order by different 
processes” (PRAM consistency, Lipton and Sandberg 1988)
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Is this data store causally consistent? No
Is this data store FIFO consistent? Yes



The Joys of 
Programming

Process 

if         then
kill

Process

if    then
kill

x :=1

(y = 0)

(p2) (p1)

(x = 0)

y :=1

p1 p2

What are the possible outcomes?

Initially, x = y = 0

Lessons

The stronger the consistency model, the 
easier to program in it (sequential, atomic)

The weaker the consistency model, the least 
expensive it is to enforce it (FIFO) 

Can we have our cake and it it too?

Have you heard about 
them Epidemic Protocols?

(or, Gossip is good)
Thanks to Robbert van Renesse

Data dissemination

Want efficiency, robustness, speed, scale

Tree distribution is efficient...



Data dissemination

Want efficiency, robustness, speed, scale

Tree distribution is efficient, but fragile

plus, configuration is difficult

Data dissemination

Want efficiency, robustness, speed, scale

Tree distribution is efficient, but fragile

plus, configuration is difficult

Flooding is robust, but inefficient

Gossip is both efficient and robust

but has relatively high latencyGossip

Tree Floodfast

ro
bu

st

efficient

History

Gossips and Telephones (Baker, Shostack 1972)

There are n ladies, each of whom knows some item of gossip not 
known to the others. They communicate by telephone, and whenever 
one lady calls another, they tell each other all that they know 
at the time. How many calls are required before each gossip knows 
everything?

n > 4: 2n� 4

0

n = 1 n = 2

1

n = 3

3 4

n = 4
1

2

34

History

Gossips and Telephones (Baker, Shostack 1972)

Grapevine/Clearinghouse Directory Service
          (Demers et al., Xerox PARC 1987)

Refdbms (Golding, UCSC 1993)

Bayou (Terry et al., Xerox PARC 1995)

Bimodal Multicast (Birman et al., Cornell 1998)

Astrolabe (Van Renesse, Cornell 1999)



Gossip Protocol

Active Thread (P)

Forever
selectPeer(&Q)
selectToSend(&bufs)
sendTo(Q, bufs)

receiveFrom(Q, &bufr)
selectToKeep(cache, bufr)
processData(cache)

Passive thread (Q)

Forever

receiveFromAny(&P, &bufr)
selectToSend(&bufs)
sendTo(P, bufs)
selectToKeep(cache, bufr)
processData(cache)

Psst! Psst!

Psst! Psst!

Round 1: 2Round 2: 4Round 3: 7 Round 3: 7

Psst! Psst!



Gossip propagation time

Time

%
 in

fe
ct

ed

1/n

1.0

Time to complete “infection”: O(log n)

Anti-Entropy

Gossip scheme with monotonic merge:

Merges received state and local state such that new 
state includes both local and gossiped state

Corresponding protocol: simple epidemic

How fast does gossip 
really spread?

Epidemic theory (Bailey 1957)
fixed population of size 

homogeneous spreading

anybody can infect anyone else with equal 
probability

Assume

  members are already infected

infection occurs in rounds

n

k

Unclean!

What is the probability Pinfect          that a 
particular uninfected member is infected in a 
round if   are already infected?

(k, n)

k

Pinfect          = 1 - P(nobody infects member)

     =  

(k, n)

1� (1� 1/n)k

E(# of newly infected members) =

     Pinfect (n� k)⇥ (k, n)



Rate of spread

Two phases

Phase 1:            - infection grows fast

Phase 2:            - uninfection declines fast 

For large  , Pinfect

1 ! n/2

n/2 ! n

n

50%50%
Infected
Uninfectd

(n/2, n) ⇡ 1� (1/e)0.5 ⇡ 0.4

Rate of spread

Two phases

Phase 1:            - infection grows fast

Phase 2:            - uninfection declines fast 

For large  , Pinfect

1 ! n/2

n/2 ! n

n (n/2, n) ⇡ 1� (1/e)0..5 ⇡ 0.4

Infected
Newly Infected
Uninfectd

30%

20%

50%

Infection up by factor 1.4
Uninfection down by a factor 0.4

30%

70%

Rate of spread

Two phases

Phase 1:            - infection grows fast

Phase 2:            - uninfection declines fast 

For large  , Pinfect

1 ! n/2

n/2 ! n

n (n/2, n) ⇡ 1� (1/e)0..5 ⇡ 0.4

Infected
Uninfectd

Infection up by factor 1.4
Uninfection down by a factor 0.4


