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Prelim Reminder:

Tuesday, October 22, 7:30-9:00 PM Statler Aud

Covers material up to but not including Policy Iteraction

Closed books/notes/technology
Relevant algorithms/formulas will be provided when relevant

(See Piazza post)



Office Hours:

Extra office hours tomorrow 11am-12pm
(This will be my new time for office hours)



Karma Lectures

Th 10/24 4:30pm, Statler Aud David Lazer, 
Northeastern

“Democracy, Today: Fake news, Social Networks, and 
Algorithms”

Th 11/14 11:40am, Gates G01 Christopher Potts, 
Stanford

TBD (Computational Linguistics/NLP)

Tu 11/14 4:30pm, Physical 
Sciences Building, Room 120

Marion Fourcade, UC 
Berkeley

“A Maussian Bargain: Accumulation by Gift in Digital 
Capitalism” (Algorithms and Fairness seminar)

Th 11/21 11:40am, Gates G01 Peter Stone, TU Austin TBA (Machine Learning, Robotics)

Th 12/5 11:40am, Gates G01 Jim Baker TBD (AI and Policy)

Th 10/31 11:40am, Gates G01 Tim Roughgarden
(Cornell PhD ’02)

TBD?



MDPs: What We’ve See So Far

• Value of a policy: Expected cumulative discounted reward

UΠ(s) = E σ𝑡=0
∞ γ𝑡𝑅 𝑠𝑡,Π(𝑠𝑡 , apply(𝑠𝑡,Π (𝑠𝑡))) [where 𝑠𝑡+1 = apply(𝑠𝑡 ,Π (𝑠𝑡))]

= σs′ ∈ SP(s′|s,Π(s))[R(𝑠, Π(s), 𝑠′) + γ UΠ(𝑠′)]

• Optimal Policy Π*

Π*(s) = argmaxΠUΠ(s)

U*(s) = UΠ∗(s) = maxΠUΠ(s)

U*(s) = E σ𝑡=0
∞ γ𝑡𝑅 𝑠𝑡 ,Π

∗
(𝑠𝑡 ), apply(𝑠𝑡,Π

∗
(𝑠𝑡)))

= max a ∈ A σs′ ∈ SP(s′|s,a)[R(𝑠, 𝑎, 𝑠′)+γ UΠ∗(𝑠′)]



Finding Π*: Policy Iteration
Notation:

ො: Evolving approximation of policy

ො𝑖: Approximation on iteration I

U: Evolving approximation of U

U𝑖: Approximation on iteration i

Want these to get closer and closer
to Π* and U*



Finding Π*: Policy Iteration

Basic idea:  Use this:

UΠ(s) =σs′ ∈ SP(s′|s,Π(s))[R(𝑠, Π(s), 𝑠′) + γ UΠ(𝑠′)]

UΠ∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ UΠ∗(𝑠′)]

Use previous iteration’s estimates for Π∗ and U* on right 
hand side to get value on left hand side for next iteration



For each state:
Given (1) Π and

(2) U for your neighbors:
Compute your new U

Use:
UΠ∗(s) = σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ UΠ∗(𝑠′)]

For each state:
Given U for your neighbors:

See if your Π needs to 
change 

Use:
Π*(s) = argmax a∈A σs′∈SP(s′|s,a)U∗(s′)

Initial values:
Random policy Π

U(s)=0 for all states
Intuition



Finding Π*: Policy Iteration

Policy_Iteration(S,A,P,R,):

For all sS { ො0(s) ← <random aA>;  U0(s) ← 0; i ← 0 }

Repeat

i ← i+1

For all sS

U𝑖(s) ← σ
s′∈S

𝑃 s′ s,𝑖−1(s)) [R(𝑠𝑡,𝑖−1(s), 𝑠′) +  U𝑖−1(s′)]

For all sS

If max
a∈A

σ
s′∈S

[𝑃 s′ s, a)[R s, a, s′ + U𝑖 s
′ ]] >

σ
s′∈S

[𝑃 s′ s,𝑖−1(s))[R(s,a,s’)+  U𝑖(s′)]]

Then 𝑖(s) ← argmax
a∈A

σ
s′∈S

[𝑃 s′ s, a)[R s, a, s′ + U𝑖 s
′ ]]

Else 𝑖 s ← 𝑖−1 s

Until <stopping condition>     /* for example: doesn’t change */

Initialization

Iteration numberSet U𝑖 based on

𝑖−1 and U𝑖−1

Set 𝑖 based on
new U𝑖’s



All this assumes we know P and R



What if we don’t know P and R?
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Are we

learning while moving about in the world
(active reinforcement learning)?

or

learning from historical traces
(passive reinforcement learning)?
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Active Reinforcement Learning

Key concept:

You need to explore the world to learn what rewards you get

How do you balance learning about what rewards the world gives you
vs wasting time exploring when you could be exploiting what you’ve learned?

When do you stop exploring because you’ve learned enough?



Active Reinforcement Learning

Key concept:

You need to explore the world to learn what rewards you get

How do you balance learning about what rewards the world gives you
vs wasting time exploring when you could be exploiting what you’ve learned?

When do you stop exploring because you’ve learned enough?

Exploration vs Exploitation Tradeoff



Active Reinforcement Learning
with Q Learning

Key idea: 

Define a new function, Q: S x A → ℝ

Q(s,a): Expected value of taking action a and acting optimally thereafter



Active Reinforcement Learning
with Q Learning

Q gives you everything you need to know to act

as if you have U* and Π*

U*(s) = maxa∈AQ(s, a)

Π*(s) = argmaxa∈AQ(s, a)

These formulas don’t use P and R



Active Reinforcement Learning
with Q Learning

Q gives you everything you need to know to act

as if you have U* and Π*

U*(s) = maxa∈AQ(s, a)

Π*(s) = argmaxa∈AQ(s, a)

These formulas don’t use P and R
We’re going to learn Q from acting in the world



Q Learning

How do we learn Q?



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]

Analogously: Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ U∗(𝑠′)]



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]

Analogously: Q(s,a) =σs′ ∈ SP(s′|s,a)[R(𝑠, a, 𝑠′) + γ U∗(𝑠′)]

But: U*(s) = maxa∈AQ(s, a)



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]

Analogously: Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ U∗(𝑠′)]

But: U*(s) = maxa∈AQ(s, a)



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]

Analogously: Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ U∗(𝑠′)]

But: U*(s) = maxa∈AQ(s, a)

Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈AQ(s′,a′)]
[value of doing a, then acting optimally]



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]

Analogously: Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ U∗(𝑠′)]

But: U*(s) = maxa∈AQ(s, a)

Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈AQ(s′,a′)]
[value of doing a, then acting optimally]No more U* 🙂



Q Learning

How do we learn Q?

Recall: U∗(s) =σs′ ∈ SP(s′|s,Π∗(s))[R(𝑠, Π∗(s), 𝑠′) + γ U∗(𝑠′)]

Analogously: Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ U∗(𝑠′)]

But: U*(s) = maxa∈AQ(s, a)

Q(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈AQ(s′,a′)]
No more U* 🙂 Still have P and R ☹️[value of doing a, then acting optimally]



Q Learning

Policy iteration update rule:

U𝑖(s) ← σ
s′∈S

𝑃 s′ s,ෝ𝑖−1(s)) [R(𝑠𝑡,ෝ𝑖−1(s), 𝑠′) +  U𝑖−1(s′)]

Replaces U𝑖(s) with one-step lookahead using U𝑖−1(s′)

Can we do something analogous for Q(s,a)?
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Q Learning

Policy iteration update rule:

U𝑖(s) ← σ
s′∈S

𝑃 s′ s,ෝ𝑖−1(s)) [R(𝑠𝑡,ෝ𝑖−1(s), 𝑠′) +  U𝑖−1(s′)]

Replaces U𝑖(s) with one-step lookahead using U𝑖−1(s′)

Can we do something analogous for Q(s,a)?

Q𝑖(s,a) = σ
s′∈S

P(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)]?

Still uses P and R



Q Learning

Q𝑖(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)]

Let’s rewrite this to focus instead on how much Q changes by

across consecutive iterations

Q𝑖(s,a) = Q𝑖−1(s,a) + ∆Q𝑖(s,a)
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Q Learning

Q𝑖(s,a) =σs′ ∈ S P(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)]

Let’s rewrite this to focus instead on how much Q changes by

across consecutive iterations

Q𝑖(s,a) = Q𝑖−1(s,a) + ∆Q𝑖(s,a)
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∆Q𝑖(s,a) = σs′ ∈ SP(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)]

− Q𝑖−1(s,a)



Q Learning

∆Q𝑖(s,a) = σs′ ∈ SP(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

A key insight: We’re doing active reinforcement learning

We were in state s, took some action a, wound up in s’, got R(s,a,s’)

Rewrite the above as:

∆Q𝑖(s,a) = [R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

Got rid of P, only use the R value that we just observed



Q Learning

∆Q𝑖(s,a) = σs′ ∈ SP(s′|s,a)[R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

A key insight: We’re doing active reinforcement learning

We were in state s, took some action a, wound up in s’, got R(s,a,s’)

Rewrite the above as:

∆Q𝑖(s,a) = [R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

Got rid of P, only use the R value that we just observed

Haven’t said where a comes from yet



Q Learning
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Q Learning
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Q Learning

∆Q𝑖(s,a) = [R(𝑠, a, 𝑠′) + γ maxa′∈A
Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

Problem: This is just one sample of what action Π∗ might take us to

Need to take it with a grain of salt

Instead of

Q𝑖(s,a) = Q𝑖−1(s,a) + ∆Q𝑖(s,a)

let’s use

Q𝑖(s,a) = Q𝑖−1(s,a) + α[s,a] ∆Q𝑖(s,a)

0<α<1 is the
“learning rate”,

goes down depending
on how many times
we’ve been in s and

done a



Q Learning Summary

• We’re in state s

• We do action a

• We wind up in s’

• We get reward R(s,a,s’)

• We do one update, just for Q(s,a)
• We compute  ∆Q𝑖(s,a) = = [R(𝑠, a, 𝑠′) + γ maxa′∈A

Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

• We generate new Q estimate for s,a
Q𝑖(s,a) = Q𝑖−1(s,a) + α[s,a] ∆Q𝑖(s,a)

• Repeat
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Q Learning Summary

• We’re in state s

• We do action a

• We wind up in s’

• We get reward R(s,a,s’)

• We do one update, just for Q(s,a)
• We compute  ∆Q𝑖(s,a) = = [R(𝑠, a, 𝑠′) + γ maxa′∈A

Q𝑖−1(s′,a′)] − Q𝑖−1(s,a)

• We generate new Q estimate for s,a
Q𝑖(s,a) = Q𝑖−1(s,a) + α[s,a] ∆Q𝑖(s,a)

• Repeat

Iterations represent a single step of acting in the world,
and updating one Q(s,a) value only. 

It is NOT a pass through all SxA to compute
new values for everything

haven′t said how a is picked yet


