
CS 322 Homework 4 — Solutions

out: Thursday 1 March 2007
due: Wednesday 7 March 2007

Problem 1: QR mechanics

1 Prove that a Householder reflection is symmetric and orthogonal.

Answer: Symmetry:HT = (I− ρuuT )T = IT − ρ(uT )TuT = I − ρuuT = H

Orthogonal:

HHT = HH

=
(
I− 2uuT

uTu

) (
I− 2uuT

uTu

)
= I− 4uuT

uTu
+ 4

u(uTu)uT

(uTu)2

= I− 4uuT

uTu
+ 4

uuT

uTu
= I

SinceHHT = I, we can conclude that the matrixH is orthogonal.

2 Show that the Householder vector given on p. 147 in Moler produces a transformation
that zeros out all but thekth element ofx.

Hx =
(
I− 2uuT

uTu

)
x

= x− 2uTx
uTu

u

= x− 2uTx
uTu

(x + ‖x‖ek)

=
(

1− 2uTx
uTu

)
x + ‖x‖ek

1
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We note that the second vector will always be zero except for thek-th component.

Thus, we just need to show that
(
1− 2uT x

uT u

)
= 0. In order to prove this, we note

that:

uTx = (x + ‖x‖ek)Tx

= xTx + ‖x‖xk

= ‖x‖2 + ‖x‖xk

and similarly

uTu = (x + ‖x‖ek)T (x + ‖x‖ek)

= xTx + 2‖x‖xk + ‖x‖2

= 2‖x‖2 + 2‖x‖xk

Substituting these expressions into
(
1− 2uT x

uT u

)
, we see that in fact1−2(‖x‖2+‖x‖xk)

2‖x‖2+2‖x‖xk
=

1 − 1 = 0. Thus,Hx = 0x + ‖x‖ek = ‖x‖ek, which as we have already noted, is
zero everywhere except possibly thek-th component.

?3 Explain why Moler’s recommendation for choosing the sign ofσ improves accuracy.

Answer: Suppose we choseσ to be the sign opposite ofxk. Then the computation of
thek-th component ofu will be a subtraction instead of an addition. If these numbers
are relatively close to each other (i.e.x lies close toek), then there is the possibility of
massive cancellation in thek-th component ofu. This is problematic due to the fixed
number of mantissa bits in our floating point representation — subtracting two similar
numbers reduces the number of significant digits left in the answer. If the numbers
are close to each other, then we may end up with only one significant digit left,
greatly reducing the accuracy in the answer. Choosing the sign as we do preserves
the number of significant digits in thek-th component ofu and so improves the
accuracy in the computed answer.

4 How many floating-point operations (flops) are required to multiply anm×n matrix
by a Householder reflection?

Answer: We note that we can exploit the structure of the Householder transformation
H to speed up multiplication:
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HA =
(
I− 2uuT

uTu

)
A

= A− 2
uTu

uuTA

= A− ρuuTA

It will take 2m + 1 flops to computeρ. ComputinguTA is matrix-vector multipli-
cation and will take2mn flops. Computingρu is scaling a vector and will takem
flops. Computing(ρu)(uTA) is an outer product between two vectors, takingmn
flops. Finally, subtracting the outer product fromA takesmn flops, for a total of
4mn + 3m + 1 flops, or4mn flops if we only care about the leading term.

5 What size matrices are updated by then − 1 steps of a QR factorization of anm by
n matrix?

Answer: Each stepi updates the lower right(m − i + 1) × (n − i + 1) portion of
the matrix. This is due to both zeros in the Householder transform and in the already
processed columns of the matrix. Thus, on the first step we update anm× n matrix
(i.e. the whole matrix), on the second step we update an(m − 1) × (n − 1) matrix
(everything but the first row and column), and so on.

6 If the Q factor is computed as part of the factorization, What size matrices are updated
by then− 1 steps of that process? What factor of additional work does this add?

Answer: ComputingQ requires multiplying all of then Householder transforma-
tions together. We can exploit the zero structure in the HH transform, but this
will only allow us to reduce one of the dimensions of data – we will update an
(m − i + 1) × m matrix on each iteration. Using the answer from Part 4, we can
compute the total cost of these multiplications by summing up the cost of each one as
4m(m− i + 1) for i = 1 to n, obtaining4m2n− 2mn2. The work in just computing
R is 2mn2 − 2

3n3, or just2mn2 for large values ofm relative ton. Thus, the total
work done when computing bothQ andR increases by a factor of roughly1 + 2m

n

7 Time the Matlab operations “qr(A); ” and “[Q,R] = qr(A); ” using tic and
toc , for matrices large enough to take a few seconds to factor. Is your answer to (6)
borne out? Explain.

Answer: We timedqr(A); and[Q, R] = qr(A); for variousA = rand(1000 * i,
1000 * j) with i andj varying from1 to4. Below is the result of the times, where the
table is showing the time of[Q, R] = qr(A); divided by the time ofqr(A);

n = 1000 2000 3000 4000
m = 1000 2.0235 1.3982 1.2494 1.1889
2000 4.2413 2.0014 1.5839 1.4006
3000 6.6932 2.9356 1.9973 1.6746
4000 10.7686 4.0557 2.6357 2.0965
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And the table for the computed fraction of additional work1 + 2m
n

n = 1000 2000 3000 4000
m = 1000 3.0000 2.0000 1.6667 1.5000
2000 5.0000 3.0000 2.3333 2.0000
3000 7.0000 4.0000 3.0000 2.5000
4000 9.0000 5.0000 3.6667 3.0000

We can see that we are a bit off, but we are definitely close to capturing a trend in the
data. Possible explanations for this may include variation in the trials (we only timed
each matrix once due to the length of time it was taking), but the primary reason is
the fact that FLOP counts are not a terribly accurate way of measuring computation
time. There are certainly memory transfer and cache hit/miss factors that are not
accounted for in our performance analysis, and these can and do play a large role in
overall performance. However, overall it appears as if our approximate calculations
are supported by this experiment.
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Problem 2: Subspaces

Find the subspacesran(A), ran(A)⊥, null(A), andnull(A)⊥ for each of the following full-
rank matrices. Give orthonormal bases for each subspace and explain how you computed
them in your head or by using the QR factorization. Simpler bases found by reasoning are
preferable to messier ones found by computation.

Note: A single score was assigned to this problem; however, it was weighted by 5 when the
final grade was computed.

1.

3 3 8
2 8 3
7 2 3


Answer: Because the matrix is full rank, we know that for any vectorb ∈ R3, there is
somex such thatAx = b. Thus, it follows thatran(A) = R3. An easy orthonormal
basis for this subspace is the standard basis vectorse1 = [1; 0; 0], e2 = [0; 1; 0],
e3 = [0; 0; 1]. Because the range isR3, there are no non-zero length vectors that are
orthogonal, and so it follows thatran(A)⊥ = {0}, with the empty basis. Similarly,
sinceA is nonsingular, the only vectorx such thatAx = 0 is in factx = 0. Thus,
null(A) = {0}, with the empty basis. By the reverse of the argument used for
ran(A)⊥, it follows thatnull(A)⊥ = R3, and so an orthonormal basis for it is the
canonical basis vectorse1, e2, ande3.

2.


1 6 7
8 5 4
2 3 9
0 0 0
0 0 0


Answer: Again, because the matrix is full rank, we can conclude that for any vec-
tor b = [d; e; f ; 0; 0], there is some vectorx such thatAx = b. As such, one
simple orthonormal basis forran(A) is {[1; 0; 0; 0; 0], [0; 1; 0; 0; 0], [0; 0; 1; 0; 0]}. A
simple set of orthonormal basis vectors forran(A)⊥ is then easily shown to be
{[0; 0; 0; 1; 0], [0; 0; 0; 0; 1]}, since these are obviously orthonormal toran(A). As for
the null space, an argument identical to the one used in Part 1 shows that an orthonor-
mal basis fornull(A) is the empty basis, and an orthonormal basis fornull(A)⊥ is
{[1; 0; 0], [0; 1; 0], [0; 0; 1]}.

3.


1 6 9
6 7 4
9 5 7
7 8 8
4 4 5


Answer: We cannot come up with a simple orthonormal basis for the range. As
such, we need to resort to the QR factorization ofA. The first three columns ofQ
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are orthonormal basis vectors forran(A), and the last two columns are orthonormal
basis vectors forran(A)⊥. Running[Q,R] = qr(A); in MATLAB gives us

ran(A) = span




−0.0739
−0.4435
−0.6653
−0.5175
−0.2957

 ,


0.7940
0.2476
−0.4851
0.2630
0.0613

 ,


−0.5056
0.7238
−0.4266
0.0976
−0.1703




ran(A)⊥ = span




−0.2638
−0.4607
−0.2436
0.8050
−0.1036

 ,


−0.1973
−0.0759
−0.2841
−0.0741
0.9323




We can, however, come up with a simple orthonormal basis fornull(A) andnull(A)⊥

by using the knowledge that the matrix is full rank. Much like in part 1 and 2, an
identical argument shows that an orthonormal basis fornull(A) is the empty basis,
and an orthonormal basis fornull(A)⊥ is {[1; 0; 0], [0; 1; 0], [0; 0; 1]}.

4.

1 6 7 0 0
8 5 4 0 0
2 3 9 0 0


Answer: Because it is full rank, it follows from an argument similar to part 1 that
ran(A) = span{[1; 0; 0], [0; 1; 0], [0; 0; 1]} and the orthonormal basis forran(A)⊥ is
the empty basis. Here, though, we have a nontrivial nullspace: any vector with zeros
in the first three entries produces the zero vector. As such, it follows thatnull(A) =
span{[0; 0; 0; 1; 0], [0; 0; 0; 0; 1]}. An orthogonal basis for the subspace perpendicular
to these vectors is easy as well;null(A)⊥ = span{[1; 0; 0; 0; 0], [0; 1; 0; 0; 0], [0; 0; 1; 0; 0]}.

5.

3 9 1 4 5
7 6 7 7 1
3 4 8 2 4


Answer: Much like part 4, because it is full rank an orthonormal basis for the range
is trivial to compute, and it follows thatran(A) = span{[1; 0; 0], [0; 1; 0], [0; 0; 1]}
and the orthonormal basis forran(A)⊥ is the empty basis. We know we have a
nontrivial nullspace of dimension 2 because any set of5 vectors inR3 must be linearly
dependent, and we know the size of the subspace through the rank-nullity theorem.
However, it is not easy to see what an orthonormal basis for the null space should
be, and so we need to resort to the QR factorization ofAT . If AT = QR, then
A = RTQT , and we can see that any linear combination of the last two rows inQT

(and thus the last two columns ofQ) will be multiplied by zeros inRT and so will



CS 322 Homework 4 — Solutions 7

result in the zero vector. Thus, the last two columns ofQ is an orthonormal basis
for the null space, and the first three columns are an orthonormal basis fornull(A)T .
Using MATLAB to compute the QR factorization, we obtain:

null(A) = span




−0.7428
−0.0611
0.1433
0.6511
0.0062

 ,


0.3000
−0.5792
−0.2271
0.3318
0.6425




null(A)⊥ = span




−0.2611
−0.7833
−0.0870
−0.3482
−0.4352

 ,


0.4791
−0.2011
0.6695
0.3840
−0.3666

 ,


0.2459
0.0820
−0.6871
0.4443
−0.5131





