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ABSTRACT 
Since it was first described in 1993, IP anycast has 
been a promising technology for simple, efficient, and 
robust service discovery, and for connectionless 
services.  Over a decade later, there is very little 
anycast deployment (it is used for root DNS servers), 
and certainly no general IP anycast service.  This is in 
large part due to the difficulty of deploying anycast 
service, in spite of the fact that IP anycast requires no 
protocol changes in the Internet.  This position paper 
sketches out an alternative approach to IP anycast 
deployment that could make it easy for hosts to join 
anycast groups without burdening the IP routing 
infrastructure.  Based on a proxy overlay model, this 
service adds functionality to IP anycast, such as load 
balancing, stickiness, and scoped delivery.  We 
describe this service, and describe several new 
applications for IP anycast service. 

1 Introduction 
Partridge et.al. first proposed the idea of IP anycast in 
1993 [RFC1546].  The basic idea is simple, elegant, 
and powerful:  Assign an otherwise unicast IP address 
IPA to multiple hosts, and advertise all of them into the 
routing infrastructure.  Packets addressed to IPA will be 
forwarded to one or the other of the hosts, nominally 
the one nearest to the packet source1.  This works 
without any changes to unicast routing  routers do 
not distinguish between multiple routes to multiple 
different hosts and multiple routes to the same host. 

IP anycast can be used as a simple, scalable, and robust 
service discovery mechanism.  An IP address is 
selected as the service discovery address IPS.  Hosts 
operating the service are assigned address IPS.  Clients 
wishing to discover the service transmit packets to IPS, 
and the packets are routed to the “nearest” such 
service.  This discovery service is robust in the sense 
that if one of the service hosts crashes, the routing 
algorithm responds (eventually) by routing to a 
different service host.  Accordingly, subsequent 
packets to the service address reach another service 

                                                           
1 “Nearest” according to the routing metrics used by 
the routing protocols. 

host transparent to the client.  This service scales well 
by the number of service hosts, the number of clients, 
and the number of service discovery requests (though 
not by the number of anycast groups).  This is 
essentially because its operation is spread over the 
routing infrastructure. 

In cases where the service itself consists of a 
connectionless query/reply, IP anycast can be used for 
the service itself (as opposed to only discovery of the 
service as just described).  The best working example 
of this is the use of IP anycast to implement root DNS 
servers [ISC, RFC3258].  This allows the DNS server 
to be replicated transparently to clients, improving its 
scalability and, perhaps more importantly, hardening it 
against denial-of-service attacks. 

A third and important use of IP anycast is to allow IP 
packets to reach one member of some form of routing 
substrate, after which the packet is forwarded on 
according to the rules of that substrate.  An early 
example of this is from Katabi, who suggested that IP 
anycast could be used to reach a shared multicast tree 
core router, thus distributing the core router 
functionality and improving path quality [ABT].  This 
concept was subsequently picked up by the IETF for 
use with Protocol Independent Multicast (PIM) and 
Multicast Source Discovery Protocol (MSDP) 
[RFC3446].  Another example of this type of IP 
anycast usage is to route packets to an IPv6 transition 
box of some kind ([RFC3068] is one of several 
examples).  IP anycast could also be used in the context 
of Distributed Hash Tables (DHT) like Pastry and 
Chord, both for new DHT members to find existing 
ones (service discovery), and for non-members to route 
queries to the DHT (routing service). 

Together, these three styles of IP anycast usage, service 
discovery, query/reply services, and routing services, 
constitute a powerful set of tools that can ease 
configuration, and improve robustness and efficiency 
for many applications or lower-layer protocols.  In 
spite of this potential, there has been very little IP 
anycast deployment to date, especially on a global 
scale.  Perhaps the only fully operational (i.e. in a 
production sense) example is the use of IP anycast to 
route to a root DNS server [ISC], though limited or 
experimental deployments such as [RFC3068] certainly 
exist. 
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Almost certainly the reason for this lack of deployment 
is that there are alternative approaches to IP anycast 
that are much easier to deploy and, in some ways, 
superior in functionality to IP anycast.  Specifically, 
application-layer anycast, especially in the form of 
DNS-based load balancers, offers what is essentially 
anycast service discovery. Once a service is 
discovered, unicast IP can be used for any other 
functionality that might otherwise be done with IP 
anycast (i.e. query/reply or routing services).   

DNS-based anycast is superior in that it has fine-
grained control over server load.  The DNS server can 
monitor the load of the service hosts and select the 
least loaded, or simply do some form of weighted 
round-robin across the service hosts.  IP anycast, on the 
other hand, cannot load balance since IP routing is not 
sensitive to load (even link and router load, much less 
server load!)  [ZVG].   

DNS-based load balancing is far easier to deploy than 
IP anycast.  Doing so requires only installing the DNS 
server and configuring it with the unicast addresses of 
the service hosts.  Deploying IP anycast today, on the 
other hand, is difficult.  First an AS number and block 
of IP addresses must be obtained.  The block is 
necessary even if only one anycast address is needed, 
because BGP won’t accept address prefixes smaller 
than a certain length (a /24, for instance).  The 6to4 
anycast address prefix [RFC3068] is a /24 (256 
addresses) even though only one is needed. 

Next, the anycast prefix must be advertised into BGP, 
which means among other things that the ISPs must be 
convinced that they should accept these 
advertisements.  McCanne argued that it is also 
necessary in many cases to advertise the anycast prefix 
into an ISP’s Interior Gateway Protocol (IGP) routing 
[McCanne].   Therefore, even though no changes are 
required to routing protocols per se, it takes 
considerable effort to configure and deploy IP anycast 
routing.  This is enough to discourage all but the most 
critical uses of IP anycast. 

It is worth mentioning that, like IP multicast, IP 
anycast has scalability issues for global deployment.  
Katabi and Wroclawski addressed this in [GIA], which 
proposes changes to BGP to help scale IP anycast.  
There has certainly been no movement by ISPs to 
deploy GIA, again almost certainly because 
application-layer anycast is adequate for most 
commercial applications.  Nevertheless, it is not scaling 
issues that have discouraged IP anycast deployment  
we are nowhere near that point. 

While application-layer anycast has advantages over IP 
anycast, IP anycast also has important advantages. 
Foremost among these are the related facts that 1) IP 

anycast is more robust, and 2) IP anycast scales much 
better by the number of servers in the anycast group.  
This is because the work of IP anycast is spread over 
the router infrastructure, which is itself robust.  DNS-
based approaches, by contrast, can bottleneck at the 
DNS servers, which are also points of failure.  As a 
result, IP anycast is also less susceptible to denial-of-
service attacks.  Indeed it is for these reasons that root 
DNS servers are themselves being replicated by IP 
anycast.  

There are other disadvantages to application-layer 
anycast as well.  One is that it typically requires one or 
more extra packet exchanges.  For instance, DNS-
based requires a DNS lookup, often with a very short 
Time-to-live (TTL), such that frequent subsequent 
lookups are required.  Another disadvantage is that it is 
hard to find nearby servers with application-level 
anycast.  A third disadvantage is that it is hard to use 
application-level anycast for lower layer (well below 
the transport layer) functions.  For instance, 
application-level anycast cannot be used for anycasting 
to a DNS root server or an IPv6 router. 

The main contribution of this paper is to suggest an 
alternative, far easier approach to IP anycast 
deployment.  This approach, called Proxy IP Anycast 
Service (PIAS), will allow hosts to join an anycast 
group without having to directly interact with the 
routing infrastructure.  Further, its load on the routing 
infrastructure is minimalit will allow for hundreds of 
thousands of anycast groups with only one or a few 
additional prefixes inserted into the routing 
infrastructure.  Finally, PIAS offers additional features, 
such as load balancing and stickiness. 

Outline:  Section 2 outlines the basic architecture and 
service of PIAS.  Section 3 develops the architecture, 
and introduces a number of new features not possible 
in traditional IP anycast.  Section 4 discusses novel 
uses of anycast.  Throughout, design tradeoffs, issues, 
and possible future directions are discussed. 

2 PIAS Architecture and Service 
The PIAS architecture works equally well for IPv4 and 
IPv6, and for the most part this paper doesn’t 
distinguish between the two.   Define an anycast server 
(AS) as the IP host that is a member of the anycast 
group and therefore receives IP packets destined to the 
anycast address that identifies the anycast group.  
Define an anycast client (AC) as an IP host that 
transmits packets to the anycast group.   

Although PIAS is an IP anycast service, its service 
model extends that of native anycast in that the anycast 
group may be identified by a transport address (<IP 
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address, TCP/UDP port> tuple), as well as just an 
IP address.  In other words, a packet to anycast address 
20.1.1.1 and transport port 5000 (denoted as 
20.1.1.1:5000) can be delivered to a different anycast 
group than a packet to 20.1.1.1:5001.  Unless otherwise 
specified, the term anycast address refers to the full 
transport address. 

The key to the PIAS architecture is that IP anycast 
routing itself is not responsible for delivering anycast 
packets all the way to anycast servers (AS).  Rather, IP 
anycast routing delivers anycast packets to the nearest 
anycast proxy (AP) in an overlay of APs.  The AP in 
turn delivers the packet directly to an AS using unicast 
routing (or it may send the packet to another AP which 
then delivers it to an AS, Figure 1).  The AP-to-AS 
unicast can use IP-in-IP tunneling or Network Address 
Translation (NAT).  Either way, it is the AP that 
advertises the anycast address into the routing 
infrastructure, not the final destination AS. 

AP 

AP 

AP 

AP 

AC 

AC 

AS 

AS 

anycast unicast 

Figure 1 

Anycast client 

Anycast proxy 

Anycast server 
 

When an AS wishes to join an anycast group, it 
transmits a join message addressed to the IP address of 
the anycast group, (and with a port number reserved 
for such anycast control messages).  The join request 
contains the joining host’s unicast address2, as well as 
other information such as credentials, authentication, 
and various group characteristics (load balancing, 
stickiness, and delivery semantics such as scoping, 
discussed later).  This join message reaches the nearest 
AP, called the join-AP, which adds the AS to its 
forwarding table.  The join-AP may need to tell other 
APs of the AS, because packets from an anycast client 
(AC) may reach any AP.   

There are basically two approaches for maintaining AP 
table entries for a given anycast group.  Either all APs 
can maintain entries for the group, or a well-known 
“rendezvous” AP (as well as the join-APs) may 
maintain entries for the group.  In the former case, each 
AP would store the nearest few ASs for the group.  
Packets transmitted by ACs to the anycast group would 
go to an ingress AP, which would immediately forward 

                                                           
2 Note that this differs from IPv6’s anycast service 
model, where the join request is sent to a router, and 
from ATM’s anycast service model, where the join 
request is sent to an ATM switch. 

it to a nearby AS (the two hop path in Figure 1).  In the 
latter case, packets from an AC would go to the ingress 
AP, which would then forward it to the rendezvous AP, 
which would then forward it to an AS near the ingress 
AP (the three-hop path in Figure 1).  Of course the 
rendezvous AP might pass the AS entry to the ingress 
AP for caching.  These two approaches represent a 
classic memory/performance trade-off.  Indeed, GIA 
presents exactly this trade-off in the context of scaling 
anycast in BGP. 

Either way, the APs are able to forward the packet to 
an AS based on proximity to the AC.  This is possible 
because native anycast3 allows the APs to know to 
which AP the AS is nearest (the join-AP) and to which 
AP the AC is nearest (the ingress AP).  As long as the 
APs know their distance to each other, then they can 
make a good guess as to which AS is nearest a given 
AC using any of a number of proximity schemes (for 
instance [GNP] to name one). 

One way to organize the APs would be as an overlay, 
where neighbors are formed based on proximity (i.e. 
APs near each other in the network become neighbors 
in the AP overlay), such as is done with application-
layer multicast schemes like Narada [CRZ00].  With 
such an overlay, when an AP receives a join message, 
it would flood the message to its neighbors.  Each 
neighbor would store the join and flood it to its 
neighbors if the AS were closer to it than already 
known ASs, and ignore the join otherwise.  In this way, 
each AP would learn of a number of nearest ASs.  Note 
that this casual description is not to suggest that such 
algorithms would be trivial.  Care would be required to 
make the right engineering trade-offs (i.e. soft state 
versus hard state, who pings whom, when to cache and 
how to flush caches, and so on) and catch all the corner 
cases, but there is nevertheless nothing all that out of 
the ordinary here. 

Note that an AS can simultaneously be an AC!  In 
other words, an AS can transmit a packet to an anycast 
group for which it is a member.  The packet will reach 
an AP, and the AP will deliver the packet to another 
AS.  This would allow members of an anycast group to 
discover each other!  This is not possible in native 
anycastif a member of a given anycast group sends a 
packet to the anycast group, IP routing will forward the 
packet right back to the sender! 

There are two important advantages of the PIAS 
architecture.  One is that AS operators don’t need to go 

                                                           
3 We’ll use the term native anycast to refer to pure IP 
anycast, the term proxy anycast to refer to the anycast 
service supplied by PIAS, and the term anycast to refer 
generically to any IP anycast service. 
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through the difficulty of configuring IP anycast 
routing.  Instead, this is done once by the AP operators.  
While configuring anycast routing is no easier for the 
AP operator, it only needs to be done oncethis effort 
is then amortized over thousands of anycast groups.  
Becoming an AS is trivial.  It only requires 
transmitting a (properly credentialed and authenticated) 
join request packet to the anycast address. 

The other important advantage is that a single routing 
prefix can serve thousands of anycast groups.  For 
instance, a single /24 anycast prefix advertised by a 
group of APs can theoretically identify over 30 million 
anycast groups (256 IP addresses by 65536 UDP and 
TCP ports each), and should realistically identify many 
tens of thousands of anycast groups.  Of course what is 
happening here is that the scaling issues are being 
pushed out of the router and into the APs, which after 
all have to maintain state about ASs.  Later we describe 
why it is much easier to scale the APs than it is the 
router infrastructure. 

The primary disadvantage of PIAS is that paths will be 
longer than with native anycast, because packets have 
to first go to an AP before finally reaching an AS.  
How much longer depends primarily on how many 
APs are deployed.  If not many, then some paths may 
be long indeed.  How important this is depends on the 
application.  For instance, applications that only use 
anycast for initial service discovery, and use unicast 
subsequently, can tolerate longer paths. 

Nevertheless, the two main advantages (ease of 
becoming an anycast server, and scalability over the 
routing infrastructure) could be enough to finally make 
IP anycast a commonplace Internet service.  

3 Additional details and extensions 
Having described the basic approach, we now dive 
deeper into the architecture.  Fair warning:  this section 
introduces a lot of ideas in rapid succession without 
necessarily providing full details.  The goal here is to 
survey the potential capabilities and pitfalls of 
PIASfuture research can fill in the details. 

AP Groups:  In the above description, all the APs are 
assumed to be advertising the same anycast prefix, 
resulting in all anycast groups sharing the same set of 
APs.  Different sets of APs, however, could advertise 
different prefixes and therefore proxy for different sets 
of anycast groups.   There are a couple of reasons for 
wanting distinct AP groups.  

First, different organizations may wish to operate their 
own PIAS services without coordinating with any other 
PIAS services.  Note, however, that different 
organizations (for instance different ISPs) may jointly 

operate the same AP group, in exactly the same way 
that multiple ISPs can today deploy ASs belonging to 
the same native anycast group [ISC, McCanne, Miller]. 

Second, in terms of the amount of state they must 
maintain, APs scale according to the number of anycast 
groups they proxy for.  If the number of anycast groups 
gets too large for a given AP group, then additional AP 
groups may be deployed.  In this way, PIAS can be 
scaled simply by adding AP boxes.  This kind of 
partitioning can’t be used to scale IP routing, because 
every backbone router must ultimately have forwarding 
table entries for every destination.  It is primarily in 
this sense that the scaling properties of PIAS anycast 
are fundamentally better than those of native anycast. 

Creating new anycast groups:  As described above, 
once APs are deployed and are advertising an anycast 
prefix, a large number of anycast groups may be 
created.  An AS can create a new anycast group 
similarly to how it joins an existing anycast group  
by sending a request to create a group to an AP.  From 
a naming perspective, there are broadly two ways this 
could work.  First, there could be a pre-assigned 
anycast address for the group (i.e. by some naming 
authority).  This pre-assigned anycast address then 
serves as the name of the anycast group, and the create 
and join messages would both specify the anycast 
address. 

Alternatively, the anycast address could be 
dynamically assigned at create time, in which case the 
anycast group requires a higher-level name, such as a 
URI (i.e. user@domain).  In this case, the AS must 
know in advance the value of the anycast prefix, so that 
it can send the create group message to the AP in the 
first place.  The AP would then select an unused 
anycast address and bind it to the URI.  A robust and 
distributed way to do this would be to give each AP a 
block of unique anycast addresses from which to make 
assignments.   Assuming an AP group with 10000 APs, 
a /24 anycast prefix, and that the upper half of the UDP 
and TCP port space is reserved for dynamic 
assignments, each AP could be given a unique block of 
over 400 anycast addresses.  If an AP exhausted all of 
these, it could query its neighbors for assignments, or 
go to a central server for an additional block, and so on. 

Once again, there are various ways that this could be 
engineered, but doing so seems relatively 
straightforward. 

Load Balance:  As mentioned already, one of the 
weaknesses of native anycast, compared to application-
layer anycast, is that it doesn’t allow for load 
balancing.  PIAS allows for load balancing across ASs.  
Because each AP has a selection of ASs that it can 
forward a given packet to, the AP can select the least 
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loaded one.  Again there are various ways to engineer 
this, but one approach would be for the AS to inform 
the appropriate APs when its load is getting high.  If an 
AP were so loaded that all of its ASs were overloaded, 
it could arrange to learn of more ASs from other APs. 

Stickiness:  Another weakness of native anycast is that 
different packets from the same source may be 
transmitted to different destinations.  This is what 
makes it risky, for instance, to establish a TCP 
connection with an anycast address.  At some cost to 
scaling and locality, PIAS can insure that packets from 
a given anycast client (AC) go to the same AS with 
high probability.  The most straightforward way to do 
this is to have every AP know about every AS, and to 
have each AP select the AS based on a hash of the AC 
address.  This way, even if IP routing selected a 
different AP for a given source, that AP would select 
the same AS as the previous AP. 

This approach scales poorly because each AP must 
know of all ASs instead of only K ASs, and locality is 
hurt because the AC may hash into a far away AS.  
Also, even this approach is not foolproof, because 
changes in the AS population results in changes in the 
hash binning.  Consistent hashing approaches minimize 
this, but do not eliminate it [Hash97]. 

One could improve scaling and proximity at the cost of 
some stickiness by organizing the APs within an AP 
group into local subgroups.  These AP subgroups could 
then maintain a common list of ASs for hashing.  
Stickiness would be lost then if IP routing changed 
from an AP in one subgroup to an AP in another 
subgroup.  If such events are rare, however, then ACs 
could reasonably run TCP over proxy anycast. 

Other AS selection criteria:  An AP could select ASs 
on criteria other than load and stickiness.  For instance, 
an anycast packet could be administratively scoped.  
That is, it could in theory indicate that the AS should 
be in the same “site”, belong to the same DNS domain, 
or have the same IP address prefix (or be from different 
sites, DNS domains, or IP prefixes).  Exactly how this 
would be configured and operated is a good topic for 
further study. 

For this to work, transmitted anycast packets must have 
fields that indicate the required scoping.  One way to 
do this is to overload the transport port field.  
Specifically, when the anycast group is created, several 
ports could be requested, each of which specifies a 
different scoping.  A cleaner approach would be to 
define a new “anycast” header, which practically 
would go above the transport header even though 
architecturally it belongs between IP and transport. 

Another form of selection would be to pick a random 
AS rather than the nearest AS.  Random selection 

among a group can be a useful for various purposes 
such as spreading gossip [SCAMP] or selecting 
partners in a multicast content distribution [Bullet].  
Random selection could be done by having the ingress 
AP tunnel the packet to a random AP, either by 
randomly selecting from a table if each AP knows of 
all others, or taking a random walk over the AP 
overlay. 

Still another form of selection would be for the anycast 
client to include a list of ASs that should not be 
selected, for instance because they were already 
discovered and found to be inappropriate for some 
reason. 

Indeed in the PIAS architecture, there is no reason an 
anycast packet can’t be replicated by the AP and 
delivered to multiple ASs.  The salient point here is 
that, once anycast functionality is divorced from IP 
routing, any number of new delivery semantics are 
possible if the benefits justify the cost and complexity. 

Speed of failover:  Native anycast has an issue with 
failover when an anycast server crashes.  This is 
because the speed of failover is only as fast as IP 
routing convergence.  If the anycast is tied to BGP 
routing, this convergence can be slow indeed (often a 
few minutes) [RON].  Since PIAS uses IP routing to 
reach APs, it is subject to the same issues.  In addition, 
APs themselves must also be able to fail over from one 
AS to another.  Thus the failover problem seems worse 
with PIAS than with native anycast. 

With native anycast, one way to deal with routing 
convergence is to advertise anycast servers into the 
IGP (i.e. OSPF) of an autonomous system rather than 
into BGP, thus taking advantage of the IGP’s faster 
convergence.  Of course, for this to be effective there 
must be more than one anycast server in the 
autonomous system so that the IGP has something to 
failover to.  This puts additional requirements and 
constraints on the anycast deployment.  As discussed 
already, PIAS deals with these deployment issues 
better because they are managed once and then 
amortized over many anycast groups.  

As for AP-to-AS failover, there are various approaches.  
For instance, the join-AP could continuously ping the 
AS, and if the AS disappears, it could inform other 
APs.  Or, return traffic from the AS could be routed 
through the AP, which could monitor to make sure that 
a client query was answered.  Again, there are various 
engineering tradeoffs (overhead against complexity 
against speed-of-failover) that must be applied. 

Security and denial-of-service (DoS):  As already 
mentioned, ASs should present credentials and 
authenticate themselves when they join or create an 
anycast group.  Security is never easy, but this is 
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appears to be a vanilla AAA (Authentication, 
Authorization, and Accounting) scenario, and any of a 
number of solutions apply (RADIUS, Kerberos, PKI). 

Perhaps more interesting is the possibility that an AS 
creating an anycast group could provide a list of other 
ASs that may legitimately join the group, or if the list 
is large, it could provide an indication that it or some 
other hosts must authorize any ASs that wish to join 
the anycast group.  This information would then be 
spread to other APs (if a distributed design is used).  
This is a capability that would be very hard to deploy 
in native anycast. 

PIAS is susceptible to a form of DoS attack where an 
AS creates a large number of anycast groups and 
overwhelms the memory of APs.  This attack doesn’t 
really exist with native anycast, in essence because it is 
so hard to get routers to accept new prefixes in the first 
place!  Put another way, PIAS has this vulnerability 
because it offers simple join and create primitives as 
part of its service.  The solution of course is to 
authorize ASs, and to limit the number of groups a 
given AS can create.  This can be done, in part, 
because an AS is forced by native anycast to talk to 
only a single AP.  APs do not have to coordinate 
among each other in order to enforce this limitation. 

4 Uses of Anycast 

Given the realistic possibility of an easy-to-use global 
IP anycast service with new features such as load 
balancing and stickiness, it is interesting to consider 
new ways in which an IP anycast service could be 
used.   

Nearby Peer Discovery:  While historically native 
anycast has been viewed as a solution for nearby 
service discovery, the tacit assumption has been that 
servers are fairly static.  PIAS expands the possible 
uses of “service discovery” to include “servers” that 
come and go frequently.  An example of this is a P2P 
networked game (i.e. one not controlled by a game 
server) that needs to match up game-playing peers with 
each other.   

PIAS can be used to do nearby peer discovery without 
a central “rendezvous” server.  When a game-player is 
ready to play, it joins the game’s corresponding anycast 
group.  The query may be scoped-multicast in order to 
find several candidate peer partners so as to pick 
according to some criteria.  If no suitable partner is 
found, the scope could be increased, or the peer could 
try another query later.  Periodic retries are necessary 
because some peers may have quit the group and so a 
subsequent query will return different peers.  The fact 
that ASs may also be ACs allows a game player to be 
discovered even while it discovers other players. 

DDoS prevention:  In combating a DDoS attack, it is 
better to shed traffic near the sources of the attack than 
near the target of the attack [SOS, Si3].  An open 
problem is that of how the attack target can exert 
control over traffic near the source without upgrading 
the entire Internet.  Anycast offers a possible solution. 

The trick is to deploy anycast guard servers around the 
internet that absorb incoming traffic near the edge of 
the Internet (far from the target) in such a way that the 
guards are capable of sending IP traffic directly to the 
target host, but other hosts (including attackers) are 
not.  Source hosts are given the anycast address of the 
guard as the target’s IP address (i.e. through DNS), 
thus forcing packets to go through the guards 
transparently to source hosts.  IP routing is configured 
so that only guards are able to send IP packets to the 
target host.  In other words, the only way for general 
hosts to get a packet to the target is through a guard. 

The target host (or a monitor near the target host) is 
able to detect a DDoS attack, and furthermore knows 
via which guards the attack is originating.  The target 
host can then instruct the guards to start some kind of 
defensive action, such as terminating TCP connections 
to detect spoofed source addresses, or throttling and 
applying fair queuing to traffic. 

Deployment of the guards would require cooperation 
from the ISPs where the guards are attached to 
configure router filtering rules to allow traffic to the 
target from guards but not from other customer hosts.  
This sort of router filter configuration is relatively 
straightforward.  ISPs with no guards at all would 
simply not be given BGP advertisements for the target 
host address prefix.  Note that this solution doesn’t 
require PIAS per senative anycast would work. 

Reliable Overlay Networks (RON):  There are two 
deployment models for RON.  In one, the actual 
sources and destinations of traffic participate directly in 
the RON.  In the other, source and destination hosts 
don’t participate in the RON directly.  Rather, a source 
host transmits a packet to a nearby ingress RON node, 
which routes it through the RON to an egress RON 
node, which in turn forwards the packet to the 
destination host.  This model requires both that sources 
are able to discover a nearby RON, and more difficult, 
that the ingress RON be able to determine which egress 
RON is near the destination. 

In the case where the RON is dedicated to a single 
enterprise (i.e. a VPN), it is reasonable to configure 
every RON node with a table that maps destination IP 
address to egress RON.  More generally, however, we 
would like a service model whereby any Internet host 
could subscribe to the RON service, and all of its 
traffic with any other host, whether or not that host is a 
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subscriber of the RON service, goes through the RON.  
This model requires that every RON know the best 
egress RON for every destination in the Interneta far 
more daunting task. 

Anycast can enable this service model in a couple of 
ways.  Call the RON-subscribed host HRS, call the HRS’ 
nearby RON node RRS, call a destination host that HRS 
talks to HD, and call the RON node near HD RD.  For 
this service model to work the following six path 
segments must be discovered:  HRS→RRS, RRS→RD, 
RD→HD, HD→RD, RD→RRS, and RRS→HRS (Figure 2). 

 R 

 R 
RD 

 R 
HRS 

HD 
RON node and 
Anycast Server 

RRS 

RON client 

RON 

Figure 2  
By assigning all RON nodes to an anycast group, HRS 
can easily discover RRS.  HRS can establish a tunnel to 
RRS’ unicast address to enable both of the HRS↔RRS 
path segments (indeed, with PIAS stickiness, HRS 
might be able to simply use existing VPN client 
software directly to the RON anycast address).  RRS 
would register the HRS⇔RRS mapping with other RON 
nodes to enable the RD→RRS path segment.  This could 
be done by spreading the information to all RON 
nodes, or in a DHT style by hashing HRS to one of the 
RON nodes.  The RD→HD segment is straight IP 
routing. 

By assigning HRS an IP address from an anycast prefix 
that RON nodes belong to, anycast discovers the 
HD→RD segment.  Note that standard client VPN 
software can assign this anycast address to HRS as part 
of establishing the HRS↔RRS tunnelin other words, 
the RON network looks just like a VPN to HRS.  
Finally, the RRS→RD path segment is discovered by 
RRS when it receives the RD→RRS packet.  Because 
different RON nodes may play the role of RD over time 
(because of IP routing changes in the HD→RD path), 
RRS caches the latest RD→RRS information for RRS→RD 
packets.   

Mobile IP Route Optimization:  One of the 
outstanding problems in Mobile IP is how to optimize 
the route so that packets from the Correspondent Node 
(CN, the host communicating with the Mobile Node 
MN) go directly to the MN rather than through the 
MN’s Home Agent (HA).  The crux of this problem is 
how the CN efficiently authenticates the MN binding 
message that gives it the current MN address. 

As it turns out, the technique described for finding 
optimal entry and exit points for the RON also solve 
the problem of Mobile IP route optimization.  
Specifically, model the RON as a distributed HA, 
model the subscribing node HRS as the MN, and the 
destination host HD as the CN.  Use the MN-HA tunnel 
of Mobile IP for the HRS↔RRS segment instead of a 
client VPN tunnel (indeed many commercial client 
VPN products also provide for host mobility).  In this 
model, the route from the CN to the MN is near 
optimal because the entry and exit points of the 
“distributed HA” are near the CN and MN respectively.  
The trust model works because in fact packets are 
going through the (distributed) HA! 

Content Delivery Networks (CDN):  Today CDNs 
like Akamai do application-layer load balance across 
globally distributed web proxies using DNS.  This load 
balancing serves several purposes.  It selects a web 
proxy near the web client, and load balances across 
candidate web proxies [KWZ01].  There may also be 
other selection criteria, such as selecting a web proxy 
associated with the web proxy’s country of origin (for 
instance for advertising), or selecting a web proxy that 
is more likely to produce a cache hit [Hash97]. 

One of the primary shortcomings of DNS-based load 
balancing is that, to allow for quick failover, DNS 
TTLs are set low.  This means that the client has to 
return to DNS often, which in turn means that the client 
frequently experiences one or more round trip latencies 
before the web page may be loaded.  Worse, if a DNS 
query or reply is dropped in the network, the user 
experiences a noticeable delay while DNS times out 
and tries again. 

A PIAS-based approach, where the web proxies 
themselves are PIAS anycast servers (AS), would 
eliminate the need for DNS load balancing and allow 
for large DNS TTLs (on the order of days) again.   
Since most users visit the same web sites over and 
over, the vast majority of CDN-related DNS queries 
could be eliminated.   The primary issue here is 
probably the speed of IP routing convergence so as to 
deal with anycast proxy (AP) quickly.  In addition, it is 
critical that the stickiness works well. 

5 Conclusions and Future Work 

This paper presents a new architecture, PIAS, for 
deploying IP anycast on a large scale.  PIAS has the 
potential to make IP anycast services available to large 
numbers of Internet hosts.  In addition, PIAS makes 
possible new features, like load balancing and 
stickiness.  We believe that this increased availability 
and new features may motivate novel applications for 
IP anycast, including several outlined in this paper. 
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This paper only sketches out an architecture and  
possible solutions to a number of problems.  The wide-
scale deployment of a new IP addressing mode 
naturally introduces a large number of research topics.  
These  start with gaining experience with an actual 
PIAS deployment and new anycast applications.  From 
this we can measure the workloads of anycast 
applications, and understand how IP routing affects 
PIAS and how to best configure IP routing for PIAS.  
This knowledge can then be used to understand load 
balance and stickiness, explore various tradeoffs in AP 
design (centralized versus distributed, how best to 
determine proximity, caching versus pushing of AS 
tables, naming and addressing, scoped and other 
delivery models), and understand the pros and cons of 
CDN versus single-ISP versus multiple-ISP 
deployments.  We would also need to study security 
models, DDoS threats, and even billing models for 
PIAS. 

In short, PIAS represents an exciting new opportunity 
to bring IP anycast functionality to the masses, and 
provides a wealth of new research issues. 
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