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Abstract

Selectingnodesbasedon their positionin the network
is a basicbuilding block for mary distributed systems.
This paperdescribesa peerto-peeroverlay network for
performing position-basedode selection. Our system,
Meridian, provides a lightweight, accurateand scalable
framawork for keepingtrack of locationinformation for
participatingnodes.Theframework consistof anoverlay
network structuredaroundmulti-resolutionrings, query
routing with direct measurementsand gossipprotocols
for dissemination.We shav how this framework canbe
usedto addresghreecommonlyencounteregroblemsn
large-scalaistributedsystemawvithout having to compute
absolutecoordinatesnamely closeshodediscovery, cen-
tral leaderelection,andlocatingnodesthat satisfytarmget
lateng constraints.We shav analyticallythatthe frame-
work is scalablawith logarithmiccorvergencevheninter-
netlatenciesaremodeledasa growth-constrainednetric,
a low-dimensionalEuclidian metric, or a metric of low
doubling dimension. Large scalesimulations,basedon
lateny measurementgom 6.25million node-pairsand
animplementatiordeployedon PlanetLatboth show that
theframework is accurateandeffective.

1 Intr oduction

A centralproblemin distributedsystemssto nd anef-
cient mappingof systemfunctionality onto nodesbased
on network characteristicsln smallsystemsit is possible
to perform extensive measurementand make decisions
basedon global information. For instance,in anonline
gamewith few seners,aclientcansimply measuréts la-
teng to all senersandbindto theclosesbnefor minimal
responsdime. However, collectingglobal informationis
infeasiblefor a signi cant setof recentlyemeging large-
scaledistributedapplicationswhereglobalinformationis
unwieldy and lack of centralizedseners makesit dif -
cultto nd nodesthat t selectioncriteria. Yet mary dis-
tributedapplicationssuchas lesharing networks,content
distribution networks, backupsystemsanorymouscom-

municationnetworks, pub-subsystemsservicediscovery,
andmulti-playeronlinegamesgcouldsubstantiallybene t
from selectingnodesbasedon their locationin the net-
work.

A generaltechniquefor nding nodesthat optimizea
givennetwork metricis to performa network embedding,
thatis, to map high-dimensionahetwork measurements
into alocationin a smallerEuclidianspace For instance,
recentwork in network positioning[40,12,36,52,48,41,
9, 39, 35] mapsa large vector of node-to-noddateng
measurementsn the Internetinto a singlepointin a -
dimensionabpace Theresultingembeddedddresgacil-
itateslocation-avarenodeselection.

While this approachs quite general,t is neitheraccu-
ratenor complete.Theembeddingrocesgypically intro-
ducessigni cant errors.Theselectionof parameterssuch
astheconstant andthesetof measurementakento per
form theembeddingis nontrivial andhasasigni cant im-
pactontheaccurag of theapproachCoordinateshange
over time dueto changesn network latencieson the In-
ternet, and introduceadditional errorswhen performing
lateng estimatesfrom coordinatescomputedat differ-
enttimes. Finally, nding a setof nodesthat matchde-
siredcriteriawithout centralizedsenersthatretain
state,anessentiatequirementn large-scalanetworks,re-
quiresadditionalmechanismesidesirtual coordinates.
Peerto-peersubstrateshat can naturally work with Eu-
clidian coordinatessuchas CAN [43] and P-Trees[10],
canreducethe staterequirementgernode;however, both
systemsntroducesubstantiacompleity and bandwidth
overheadn additionto the overheadof network embed-
ding. And our simulationresultsshov that even with a
P2Psubstratehatalways nds thebestnodebasednvir-
tual coordinatesthe embeddingerror leadsto a subopti-
mal choice.

This paperintroducesa lightweight, scalableandaccu-
rateframework, calledMeridian, for performingnodese-
lectionbasedon a setof network positioningconstraints.
Meridian is basedon a loosely-structurecbverlay net-
work, usesdirectmeasurementssteadof a network em-



bedding,and can solve spatialquerieswithout an abso- Suchan operationcan be usedin tree constructionfor
lute coordinatespacelt is similarin functionalityto GNP anapplication-l&el multicastsystemwhereit canreduce
combinedwith CAN in performingnodeselectionbased transmissionatenciesby placing centrally-locatechodes

on network locatiort.

Meridian is lightweight, scalableand accurate. Each
Meridiannodekeepstrackof a x ednumberof peersand
organizegheminto concentricrings of exponentiallyin-
creasingradii. A diversenodeselectionprotocolis used
in determininging membershipo maximizethemaiginal
utility providedby eachring member A queryis matched
againstthe relevant nodesin theserings, and optionally
forwardedto a subsebf the nodes peers.Intuitively, the
forwarding“zoomsin” towardsthe solutionspace hand-
ing off the queryto a nodethat hasmoreinformationto
solve the problemdueto the structureof the peerset. A
scalablegossipprotocolis usedto notify othernodesof
membershipn thesystem Meridianavoidsincurringem-
beddingerrorsby makingno attemptto reconcilethe la-
tenciesseenat participatingnodesinto a globally consis-
tentcoordinatespace.Directly evaluatingqueriesagainst
relevantpeerdn eactring furtherreduce®rrorsstemming
from out of datecoordinates.

higherin the tree. Finally, we examinethe problem of

nding a setof nodesin a region whoseboundariesare
de ned by lateng constraints. For instance given a set
of lateng/ constraintsto well-known peeringpoints, we

shav how Meridiancanlocatenodesn theregionde ned

by the intersectionof theseconstraints. This functional-
ity is usefulfor ISPsand hostingservicesto cost effec-

tively meetservice-leel agreementsfor computational
grids that can sell node clusterswith speci ¢ inter-node
lateng requirementsandgenerally for applicationsthat
require ne-grain selectiorof servicedbasedn lateng to

multiple targets.

We demonstratéhrougha theoreticalanalysisthat our
systemprovides robust performancedelivers high scal-
ability and balancedoad evenly acrossthe nodes. The
analysisensureshatthe performancef our systemis not
anartifactof our measurements.

We evaluate Meridian through simulation parameter
ized by a large-scalenetwork measuremenstudy and

In this paperwe focusonthreecommonly-encounteredthrougha deploymenton PlanetLak{2]. For our measure-

network positioningproblemsin distributedsystemsand mentstudy we collectednode-to-nodeound-triplateny
describehow the lightweight Meridian framevork canbe measurement®r 2500nodesand6.25million nodepairs
usedto resole them without computingvirtual coordi- on the Internetusing the King [17] measurementech-
nates. The rst, and mostsigni cant, problemis that nique. We use500 of thesenodesastargets,andthe re-

of discovering the closestnodeto a targetedreference
point. Thisis abasicoperationn contentdistribution net-
works (CDNs) [25], large-scalemultiplayer games[34],
and peerto-peeroverlays[24,26,6,5]. Having the clos-
estnodesene the client or operateon the target cansig-
ni cantly reduceresponsdime and aggreyate network
load. For instance,a geographicallydistributed peerto-
peerwebcrawler canreducecrawl time andminimizenet-
work load by delegatingthe crawl to the closestnodeto
eachtargetwebsener. Similarly, CDNstake network po-
sitioninto accountwhenassigningclientsto seners. And
multiplayergamesoften performa similar mappingfrom
clientsto nearbyseners. In fact, the closestnode dis-
covery problemis so penasive andso signi cant thatwe
examineit in greatdetail. We alsoshaw thatthe Meridian
framework canbeusedto nd anodethatoffersminimal
latenciego a givensetof nodes(we make precisethis no-
tion of closenes@ Section3). Intuitively, we wantto se-
lecta nodethatis at the centerpoinf the region de ned
by the setmembers. This basicoperationcan be used,
for instance for location-avareleaderelection,whereit
would enablethe chosenleaderto minimize the average
communicationateng from the leaderto set members.

1we usetheterm“location” to referto anodes positionin the Inter
netasde ned by its roundtriplateng to othernodes. While Meridian
doesnot assumehat thereis a well-de ned locationfor ary node,our
illustrationsdepicta singlepointin atwo-dimensionakpaceor clarity.

maining2000asthe overlaynodesin our experiments.
Overall, this papermakes three contritutions. First,
it outlinesa lightweight, scalable,and accuratesystem
for keepingtrackof location-informatiorfor participating
nodes. The systemis simple, loosely-structuredanden-
tails modestresource$or maintenanceThe papershowvs
how Meridiancanef ciently nd theclosesinodeto atar
get, the latenyy minimizing nodeto a given setof nodes,
and the set of nodesthat lie in a region de ned by la-
teng constraints frequentlyencountereduilding block
operationsn mary location-sensitie distributedsystems.
Although lessgeneralthanvirtual coordinatesywe show
that Meridian incurssigni cantly lesserror. Secondthe
paperprovides a theoreticalanalysisof our systemthat
shaws that Meridian provides robust performance high
scalability and goodload balance. This analysisis gen-
eralandappliesto Internetlatencieshat cannotbe accu-
ratelymodeledwith a Euclideanmetric. Following aline
of previouswork on objectlocation(see[21] for arecent
summary),we give guaranteesor the family of growth-
constrainednetrics. Moreover, we supporta muchwider
family of metricsof low doubling dimensionwhich has
recentlybecomepopularin the theoreticalliterature. Fi-
nally, the papershavs empirical resultsfrom both sim-
ulationsusingmeasurementBom a large-scalenetwork
studyand a PlanetLabdeployment. The resultscon rm
ourtheoreticabnalysighatMeridianis accuratescalable,



andload-balanced.

Therestof this paperis structuredasfollows. The next
sectiondescribeghe designandoperationof the general-
purposeMeridian framavork. Section3 illustrateshow
thetargetapplicationscanbe implementedn top of this
framavork. Section4 containsa theoreticalanalysisof
our closestnodediscovery protocol. Section5 presents
resultsfrom alarge-scaldnternetmeasuremergtudyand
evaluateghesystembasedn real Internetdataaswell as
aPlanetLaldeployment.Section6 discusseselatedwork
andSection7 summarizesur ndings.

2 FRAMEW ORK

The basic Meridian framework is basedaround three
mechanisms: a loose routing systembasedon multi-
resolutionrings on eachnode,an adaptve ring member
shipreplacemenschemeahatmaximizegheusefulnessf
the nodespopulatingeachring, anda gossipprotocolfor
nodediscovery anddissemination.

Multi-Resolution Rings. Each Meridian node keeps
track of a small, x ed numberof othernodesin the sys-
tem, andorganizeghis list of peersinto concentricnon-
overlappingrings. The th ring hasinner radius
and outer radius , for , Where
is a constant, is the multiplicative increasefactor and
for theinnermostring. Eachnodekeepstrackof a
nite numberof rings; all rings for a system-wide
constant arecollapsednto asingle,outermosting that
spangherange .
Meridian nodesmeasurethe distance to a peer
andplacethat peerin the correspondinging suchthat
. This sorting of neighborsinto concen-
tric rings is performedindependentlyat eachnode and
requiresno x ed landmarksor distributed coordination.
Thereis an upperlimit of on nodeskeptin eachring,
wherepeersaredroppedrom overpopulatedings; conse-
guently Meridian's spacerequiremenpernodeis propor
tionalto . Welatershav in theanalysigSectiord) thata
choiceof canresole queriesin
lookups;in simulationg(Section6), we verify thata small
sufces. We assumehatevery participatingnodehasa
roughestimateof the maximumsizeof the system.

The rationale for exponentially increasingring radii
stemsfrom the needfor a nodeto have a representatie
setof pointersto the restof the network, andthe higher
mauginal utility nearbypeersoffer overfaravayones.The
ring structurefavorsnearbyneighborsenablingeachnode
to retainarelatively large numberof pointersto nodesin
their immediatevicinity. This allows a nodeto author
itatively answergeographicqueriesfor its region of the
network. At the sametime, thering structureensuresghat
eachnoderetainsasufcient numberof pointersto remote
regions,andcanthereforedispatchqueriestowardsnodes

Figure 1: EachMeridian nodekeepstrack of a x ed number
of othernodesand organizesthesenodesinto concentric,non-
overlappingrings of exponentiallyincreasingradii. Within a
givenring, asetof nodeghatspanalargeamountof spacedark)
aremoredesirablehana morelimited subse(light).

thatspecializan thoseregions.An exponentiallyincreas-
ing radiusalsomakesthe total numberof rings per node
manageablgmalland clampsit ataconstant.

Ring Membership Management. The numberof nodes
perring, , representsininherenttradeof betweeraccu-
racy and overhead. A large increasesa nodes infor-
mation aboutits peersand helpsit make betterchoices
whenrouting queries. On the otherhand,a large also
entailsmore state,more memoryand more bandwidthat
eachnode.

Within a givenring, nodechoicehasa signi cant ef-
fect on the performanceof the system. For instance,if
the nodeswithin a givenring areclusteredogethertheir
maurginal utility is very small,despitetheir additionalcost.
A key principlethen,asshavn in Figure1l, is to promote
geographidiversitywithin eachring.

Meridianachiezesgeographidiversity by periodically
reassessingng membershiplecisionsandreplacingring
memberswith alternatvesthat provide greaterdiversity.
Within eachring, a Meridiannodenot only keepgrackof
the primaryring membershut alsoa constanhumber
of secondarying memberswhich sene asa FIFO pool
of candidategor primaryring membership.

We quantify geographicdiversity through the hyper
volume of the -polytopeformedby the selectedhodes.
To computethe hypenolume,eachnodede nes a local,
non-eportedcoordinatespace A node will periodically
measuréts distance toanothemode initsring,for all

. Thecoordinate®f node consistof the
tuple , Where . Thisembedding
is trivial to constructand doesnot require a potentially
errorintroducingmappingfrom high-dimensionatiatato
alower numberof dimensions.

Having computedhecoordinategor all of its members
in aring, a Meridian nodecanthendeterminethe subset
of nodesthatprovide the polytopewith the largesthy-



penolume. For small , it is possibleto determinethe
maximal hypenolume polytope by consideringall pos-
sible polytopesfrom the set of nodes. For large

, evaluatingall subsetss infeasible. Instead,we
take a simple,greedyapproachA nodestartsoutwith the

polytope,anditeratively dropsthevertex (andcorre-
spondingdimensionwhoseabsencdeadsto the smallest
reductionin hypenolumeuntil verticesremain.There-
mainingverticesaredesignatedhenew primarymembers
for thatring, while theremaining nodesbecomesecon-
daries. This computationcanbe performedin lineartime
usingstandardomputationafjeometnytools[7]. Thering
membershipmanagemenbccursin the backgroundand
its lateng is not critical to the correctoperationof Merid-
ian. Notethatthe coordinatecomputedor ring member
selectionareusedonly to selectadiversesetof ring mem-
bers- they are not exportedby Meridian nodesand play
norolein queryrouting.

Churnin the systemcan be handledgracefully by the
ring membershipmanagemensystemdue to the loose
structureof the Meridian overlay If a nodeis discor-
eredto be unreachabl&uringthe replacemenprocessit
is droppedrom thering andremovedasa secondargan-
didate.If apeernodeis discoveredto beunreachableur-
ing gossipor the actualqueryrouting, it is removedfrom
thering, andreplacedwith arandomsecondaryandidate
node. The quality of thering setmay suffer temporarily
but will be correctedby the next ring replacement.Dis-
covering a peernodefailure during a routing query can
reducequeryperformance; canbeincreasedo compen-
satefor this expectedrateof failure.

GossipBasedNodeDiscovery. Theuseof agossipproto-
colto performnodediscoveryallowstheMeridianoverlay
to be looselyconnectedhighly robustandinexpensiely
kept up-to-dateof membershighanges.Our gossippro-
tocol is basedon an anti-entropy pushprotocol[14] that
implementsa membershipservice. The centralgoal of
our gossipprotocolis not for eachnodeto discover every
nodein the systemput simply for eachnodeto discovera
sufciently diversesetof othernodes.
Our gossipprotocolworksasfollows:

1. Eachnode randomlypicksanode from eachof
its ringsandsendsa gossippacletto  containinga
randomlychosemodefrom eachof its rings.

Onreceving the paclet,node determineghrough
directprobedtslateng/ to andto eachof thenodes
containedn thegossippacletfrom

3. After sendinga gossippacketto anodein eachof its
rings,node waits until the startof its next gossip
periodandthenbeginsagainfrom stepl.

In step2, node sendsprobesto andto the nodes
in the gossippacletfrom regardlesof whether has
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Figure 2: A clientsendsa “closestnodediscovery to tamget
requestto a Meridian node , which determinests latengy
to  andprobesits ring membershetween- and — to deter
mine their distancedo the target. The requestis forwardedto
theclosestodethusdiscosered,andthe processontinuesuntil
no closernodeis detected.

alreadydiscoveredthesenodes. This re-pingingensures
that stalelateng/ informationcanbe replacedaslateng
betweemodeson the Internetchangeslynamically The
newly discoverednodesare placedon ‘s rings assec-
ondarymemberssubjectto FIFO replacement.

For anodeto initially join thesystem|jt needso know
thelP addres®f oneof thenodesn the Meridianoverlay.
The newly joining nodecontactsthe Meridian nodeand
acquiredts entirelist of ring members.It thenmeasures
its lateng to thesenodesandplacegshemonits own rings;
thesenodesawill likely bebinnedinto differentringsonthe
newly joining node.Fromthere thenew nodeparticipates
in thegossipprotocolasusual.

The period betweengossipcyclesis initially setto a
small valuein orderfor new nodesto quickly propagate
their arrival to the existing nodes. The new nodesgrad-
ually increasetheir gossipperiodto the samelength as
theexisting nodes.Thechoiceof agossipperioddepends
ontheexpectedrateof lateng changebetweemodesand
expectedchurnin the system.

3 APPLICATIONS

The following threesectionsdescribehow Meridian can
be usedto solve somecommonnetwork positioningprob-
lems.

ClosestNode Discovery. Meridian locatesthe closest
nodeby performinga multi-hop searchwhereeachhop
exponentiallyreduceghe distanceto the target. This is
similar to searchingin structuredpeerto-peernetworks
suchasChord[50], Pastry[45] and Tapestry{54], where
eachhopbringsthe queryexponentiallycloserto thedes-
tination, thoughin Meridianthe routingis performedus-
ing physicallatenciesnsteadof numericaldistancesn a



Figure 3: Centralleaderelectionselectghe nodewith the min-
imum averagedistanceto the nodesin the nodegroup. For this
example,node isthebestleaderout of nodes to

virtual identi er space Anotherimportantdistinctionthat
Meridian holdsover the structuredpeerto-peermetworks
is the targetnodesneednot be part of the Meridian over-
lay. The only requirements that the lateng betweena

nodeon the overlay and a target nodecan be measured.

This enablesapplicationssuchas nding theclosestnode
to a public web sener, wherethe web sener is not di-
rectly controlled by the distributed applicationand only
respondd¢o HTTP queries.

Whena Meridian noderecevesa clientrequesto nd
the closestnodeto a target, it determineghe lateng
betweenitself andthe target. Oncethe lateng is deter
mined, it locatesits correspondinging andsimultane-
ouslyqueriesall nodesin thatring, aswell asall nodesin
theadjacentings and whosedistanceso theori-
ginarewithin - to —. Thesenodesmeasurgheirdistance
tothetargetandreporttheresultbackto thesource Nodes
thattake morethan  to provide an answerareignored,
asthey cannotbe closerto thetargetthanthesource.

Meridianusesanacceptancéhreshold , which senes
a purposesimilar to the routing basein structuredpeer
to-peersystems;namely it determineshe reductionin
distanceat eachhop. The route acceptancehresholdis
metif oneor moreof the queriedpeersis closerthan
timesthe distanceto the target, andthe client requestis
forwardedto theclosesinode.If no peerameettheaccep-
tancethreshold,then routing stopsand the closestnode
currently known is chosen. Figure 2 illustratesthe pro-
cess.

[ )
4

X

Figure4: A multi-constraingueryconsistingof targets
with respectie latengy constraintsof . The shaded
arearepresentshe solutionspaceandcontainstwo nodes.

Central Leader Election. Another frequently encoun-
teredproblemin distributed systemss to locatea node
thatis “centrally situated”with respectto a setof other
nodesasillustratedin Figure 3. Typically, sucha node
plays a specializedole in the network that requiresfre-
quentcommunicatiorwith the othermemberf the set;
selectinga centrallylocatednodeminimizesbothlateng
andnetwork load. An exampleapplicationis leaderelec-
tion, whichitselfis abuilding block for higherlevel appli-
cationssuchasclusteringandlow lateng multicasttrees.
The centralleaderelection applicationcan be imple-
mentedby extendingthe closestnodediscovery protocol.
We replace in the single target closestnode selection
protocolwith in the multi-target protocol. Whena
Meridian noderecevesa client requestto nd the clos-
est node to the target set , it determinesthe lateny
set betweenitself and the targets through
direct measurementsand computesthe averagelateny
. Similarly, whena ring member
is requestedo determinets lateng to thetargets,it com-
putestheaveragdateng andreturnsthatto therequesting
node.Theremainingpartof thecentralleaderelectionap-
plication follows exactly from the closesthodediscovery
protocol.

Multi-Constraint System.Anotherfrequentoperationn
distributedsystemss to nd asetof nodessatisfyingcon-
straintson the network geography For instancean ISP
or aweb hostingserviceis typically boundby a service
level agreemen{SLA) to satisfylateng requirementso

Meridianis agnostido the choiceof arouteacceptancewell-known peeringlocationswhen hostingservicesfor

threshold , where

. A smaller valuereduces clients.An geographicallyistributedISP mayhave thou-

thetotalnumberof hops,asfewer peerscansatisfythere- sandsof nodesat its disposal,and nding the right set
quirementputintroducesadditionalerrorastheroutemay of nodesthatsatisfythe givenconstraintss necessarfyor
be prematurelystoppedbeforecornverging to the closest satisfyingthe SLA. Lateng constraintarealsoimportant
node. A larger may reduceerror at the expenseof in- for grid basedistributedcomputatiorapplicationsywhere
creasedopcount. thelateny betweemodesworking togetheron a problem



is oftenthe main ef ciency bottleneck.A customemay

wantto specifythat where is the setof grid

nodes, for somedesiredateny
Findinga nodethatsatis esmultiple constraintcanbe

We shouldnot hopeto achieve theoreticalguarantee$or
arbitrary metrics;we needsomereasonabl@assumptions
to capturethe propertiesof real-life latencies. We avoid
assumption®n the geometryof the metric (e.g. we do

viewedasanodeselectiorproblem,wheretheconstraints not assumat is Euclidean)for two reasons.Firstly, re-

de ne the boundariesof a region in space(the solution
space)asillustratedin Figure4. A constraintis speci ed
asatametanda lateny boundaroundthattarget. When
a Meridian noderecevesa multi-constraintquerywith
constraintspeci edas , for all

, it measurests lateng
calculatests distanceto the solutionspaceas

range

(1)

If is 0, thenthe currentnode satis es all the con-
straints,andit returnsitself asthe solutionto the client.

Otherwise,|t iteratesthroughall its peersandsimultane-

ouslyqueriesall peers thatarewithin —fange

to 1A% from itself, for all

include all the peersthat lie within the rangeof at least

oneof the constraintsandpossiblyotherpeerghatdo not
satisfyary of the constraintsbut areneverthelesgloseto
the solutionspace. Thesepeernodesmeasureheir dis-
tanceto the targetsand reportthe resultsbackto the
source.Nodesthattake longerthan range
for to provide ananswerareignored.

Thedistance of eachnode to thesolutionspacds
calculatedusing(1). If  is0,thennode satis esall the
constraintandis returnedasa solutionto theclient. If no
zerovalued
thereis an , Where
threshold. If the route acceptancehresholdis met, the
clientrequesis forwardedto the peerclosestto the solu-
tionspaceA larger mayincreasdghesuccessate,atthe
expenseof increasedopcount.

4 Analysis of scalability

to the target nodesand

is returned the client determinesvhether
is the route acceptance

centexperimentalresultssuggesthat approximatingin-
ternet latenciesby Euclideanmetrics, althougha use-
ful heuristicin somecasesjncurssigni cant relative er
rors[40,12,36,52,48,41,9,39,35]. Secondlyandperhaps
moreimportantly evenif we assumehatthe metricis Eu-
clideanouralgorithmis notallowedto usethecoordinates
— sinceoneof the goalsof this work is preciselyto avoid
heary-weightembedding-baseapproaches.

We will consideitwo familiesof metricsthathave been
popularin the recentsystemsand theoreticalliterature
asnon-geometriqotionsof low-dimensionality:growth-
constained metricsand doubling metrics. In particular
growth-constrainednetricshave beenusedas a reason-
ableabstractiorof Internetlatenciesn theanalysisof the
object-locationalgorithmof Plaxtonet al. [42]. Usinga

. Thesenodes more generalfamily of doubling metricsleadsto good

guaranteesven for metricsthatcombinevery denseand
very sparseegions.

Wefocusonthecasewhentherateof churnand uctua-
tionsin Internetlatencieds sufciently low sothatMerid-
ian hasampletime to adjust. Sofor the purposesf this
analysiswe assumehatthe nodesetandthe latengy ma-
trix arenot changingwith time.

Full proofsof thefollowing theoremsarequitedetailed:;
they aredeferredo AppendixA.

Preliminaries. NodesrunningMeridianarecalledMerid-
ian nodes Whensuchnoderecevesa queryto nd the
nearesnheighborof somenode , this is calledthetar-

get Let bethesetof all possibletargets.Let
bethe setof Meridiannodesof size . Let bethedis-
tancefunctionon : denotethe -distanceby . Let

denotethe closedball in of radius around
node , i.e. thesetof all Meridiannodeswithin distance
from ; let . For simplicity let the smallest

In this sectionwe argueanalyticallythat Meridian scales distancebe 1; denotethe maximaldistanceby

well with the size of the system. Our contributions are
three-fold.First, we putforwardarigorousde nition that
capturesthe quality of the ring sets,and prove that un-
der certainreasonableassumptionsmall ring cardinal-
ities sufce to ensuregood quality. Second,we shav

Forsomex ed , everynode maintains rings
of exactly nodeseach;the elementsf the

rings arecalledneighbos. We treateachring at a given
time asarandomvariable;in particular we cantalk about
adistribution of a givenring, andaboutrings beingprob-

that with thesegood-qualityrings, the nearest-neighborabilistically independent.

querieswork well, i.e. returnexactor nearexact neigh-
borsin logarithmic numberof steps. Finally, we argue

that if the ring setsof differentnodesare stochastically

independenthen the systemis load-balancedthat is if
mary randomqueriesareinsertednto thesystenthenthe
load is spreadapproximatelyevenly amongthe Meridian
nodes.

We modelthe matrix of Internetlatenciesasa metric.

Quality of therings. Intuitively, wewanteachring  to
coverthecorrespondingpall reasonablyvell, e.g.we
mightwanteachnodein to bewithin asmalldistance
from somenodein . Moreover, for load-balancingt
is bad if mary different queriespassthroughthe same
node, so, intuitively, it is desirablethat the rings of dif-
ferentnodesare probabilisticallyindependenfrom each



other

Sayapair of Meridiannodes -niceif node hasa

neighbor within distance from , and,moreover,
where ; saytheringsare
-niceif all pairsof Meridiannodesare -nice.

In Thm. 4.3 and Thm. 4.4ait sufces for the ringsto
be --nice;for betterprecisionin a morerelaxed modelof
Internetlatencies(seeThm. 4.1) we might needsmaller
valuesof .

Wewill shav thatevenwith smallring cardinalitiest is
possibleo maketherings -nice;thisislatercon rmed by
theempiricalevidencein Section5 (seeFig. 12). We give
aconstructve agumentwvherewe shaw thattheringswith
small cardinalitiesare -nice provided that the ring sets
(seenas stochastidistributions) have certainreasonable
properties.

4.1 Growth-constrained metrics
De ne the KargerRuhl dimension(KR-dimensioh as

the  of thesmallest suchthatthe cardinality of any
ball isatmost timessmallerthatof . Say
themetricis growth-constained[26] if  is constant.

Sincefor a -dimensionalgrid the KR-dimensionis
, growth-constrainednetricscanbe seenasgeneral-
izedgrids;they have beenusedasareasonablabstraction
of Internetiatenciesn pastwork (seetheintro of [22] for a
shortsuney). Growth-constrainednetricshave alsobeen
consideredn the context of dimensionalityin graphg32]
andspatialgossip[27].

We startwith a modelwherethe metric on the Merid-
ian nodesis growth-constrainedput we make no suchas-
sumptionaboutthenon-Meridiannodes.Thisis important
becauseaven in an unfriendly metric we might be able
to choosea relatively well-behaved subsetof (Meridian)
nodes.

Our rst resultis thatevenwith smallring cardinalities
it is possibleto make the rings -nice. We say at some
pointof timethering is well-formedif it is distributed
asarandom -nodesubsebf . Intuitively, thisis de-
sirablesincein a growth-constrainednetricthe densityis
morelessuniform.

Theorem4.1 Assumethe rings are well-formed; let the
metric on Meridian nodeshave KR-dimension . Fix
and ; set . Thenwith

probability at least theringsare -nice

Recallthat our nearest-neighbasearchalgorithm for-
ward the queryto the node thatis closestto the
target subjectto the constraintthat ; if
such doesnotexist, thealgorithmstops.Here is
a parametenye denotethis algorithmby

Considera node andlet be its nearesteighbor
Saynode is a -approximatenearestneighborof if

. Say is -approximateif for any queryit
nds a -approximatenearesheighboranddoessoin at
most steps.

Theorem4.2 If theringsare -nice then
(a) is 3-approximate
(b) is -approximate 2
(c) if weusea larger threshold , -
then is -approximate.
Note the tradeof betweenthe threshold andaccu-

ragy of the querieswhich matchesour simulationin Sec-
tion 6 (seeFigure8).

In Thm. 4.1 the value of dependson We can
avoid this (and nd exact nearest-neighborg)y restrict-
ing the model. Speci cally, we'll assumehatthe metric
on is growth-constrainedfor ary target in
someset . However, we donotneedto assumehat
themetriconall of is growth-constrainedn particular
very denseclustersof tarmgetsareallowed.

We'll needto modify slightly: if  istheneigh-
bor of the currentnode thatis closestto the tamget ,
and theninsteadof stoppingat the
algorithmstopsat . Denotethis modi ed algorithmby

; sayitis -exactif it nds anexactnearesheigh-
borfor all queriesto targetsin theset , anddoessoin at
most steps.

Theorem4.3 Fix someset
themetricon hasKR-dimension . Fix
, let , andassumeherings are
well-formed.Thenwith probability atleast algorithm
is -exact.

sudc that for any

Ideally, the algorithm for nearestneighbor selection
would balancethe load amongparticipatingnodes. In-
tuitively, if ¢y is themaximalnumberof pacletsex-
changedby a given algorithm  on a single query then
for randomquerieswe do notwantany nodeto sendor
receve muchmorethan— o,  paclets.

We maleit preciseasfollows. Fix someset and
supposeeachMeridiannode recevesaqueryfor aran-
domtarget . Sayalgorithm is -balancedf
in this scenariaunderthis algorithmany givennodesends
andrecevesatmost oy  paclets.

We'll needa somavhatmorerestrictve model. In par
ticular, we'll assumehatthemetriconall of  is growth-
constrainedandthattheringsarestochasticallyndepen-
dentfrom eachother The latter property matcheswell
with our simulationresults(seeFigure11).

Theorem4.4 Fix someset sud thatthemetricon

hasKR-dimension . Suppose isarandom -node
subsebf . Let
2Here might needto look at - ringsateverynode.



(a) If therings are well-formedthenwith probability at
least algorithm is -exact.

(b) If moreover the rings are stodhasticallyindependent narioarny givennodesendsandreceivesat most

thenwith probability at least is

-balanced,

algorithm

Notethatin Thm.4.4it doesnotsufce to assumehat

is an arbitrary subsetof

of a growth-constrainednetric canhave a very high KR-
dimension.

4.2 Extensions

Ourresultsallow severalextensions.The proofsareomit-
tedfrom this versionof the paper

(1) Ourresultshold underalessrestrictive de nition of
KR-dimensionthat only appliesto balls of cardinality at
least ; moreover, we cantake in
Thm.4.3,and in Thm.4.4.

(2) We shaw that if a metric is comparatiely ‘'well-
behaed' in thevicinity of a givennode,thensomeof its
ringscanbemadesmaller We'd lik e thesizeof tode-
pendonly onwhathappensn thecorrespondindpall
Speci cally, for welet  betheratioof
to the smallest suchthat ; notethat

for any such . Thenin Thm.4.1it sufces
to assumehat the cardinality of eachring is at least

(3) Our guaranteesire worst-casejon average it suf-
ces to queryonly afractionof neighborsof a givenring.
Recallthaton every stepin algorithm welook ata
subset of neighborsandforwardthe queryto the node

thatis closestto the target subjectto the con-
straintthattheprogressof , de nedastheratio ,
isatleast . For , supposénsteadwe forwardthe
gueryto anarbitraryprogress-2iodein  if suchnodeex-
ists. It is easyto checkthatall our resultsfor carry
over to this modi ed algorithm. Moreover, in Thm. 4.2a
(usedin conjunctionwith Thm. 4.1 for ) instead
of askingall neighborsof a given ring at once,we can
askthemin randombatcheof size ; thenin
expectationonesuchbatchwill sufce. Thereforeon av-
erageon every step(exceptmaybethelastone)we'll use
only  randomlyselectedneighborsfrom a givenring.
Similarly, we cantake - for Thm.4.2bc(used
in conjunctiorwith Thm.4.1), for Extension
(2) above,and for Thm.4.3andThm. 4.4a.
We obtainsimilar improvementsfor Thm. 4.2 usedwith
Thm. 4.5for doublingmetrics.
(4) Thm. 4.4b holds under a strongerde nition of a
-balancedalgorithmwhich allows moregeneraini-
tial conditions. Speci cally, x some and
, and choosea randompartition of
summands , , suchthat
for each Supposeeach Meridian node

into

receves

, sincein generala subset

queriesfor  randomtargetsin . Sayalgorithm is

-balancedif underthis algorithmin this sce-

qy

paclets. Note thatanalgorithmis -balancedf and

onlyif it is -balanced.

4.3 Doubling metrics

De ne thedoublingdimensiorbim asthe  of thesmall-

est suchthateveryball canbecoveredby balls

of radius . Metrics of low doubling dimensionis a

strictly moregeneraFamily thangrowth-constrainednet-

rics sinceit is easyto see[18] thatDIM is at mostfour

timesthe KR-dimension put the corverseis nottrue, e.qg.

for a subset of therealline bim ,

but KR-dimensionis Intuitively, doubling metrics
aremorepowerful becausehey cancombinevery sparse
andvery denseregions. Moreover, doublingmetricscan
be seenasa generalizatiorof low-dimensionaEuclidean
metrics;it is known [18] thatfor arny nite pointsetin a

-dimensionaEuclideanmetricDIM .

Doublingdimensionhasbeenintroducedn the mathe-
maticalliterature(se€e[20]) andhasrecentlybecomeahot
topic in thetheoreticalCS community[18,30,33,51,28,
49]; in particularit wasusedto modellnternetlatenciesn
the context of distributed algorithmsfor embeddingand
distanceestimation28,49].

For metrics of low doubling dimension,well-formed
rings are no longer adequatesincewe needto boostthe
probability of selectinga nodefrom a sparserregion. In
fact, this is preciselythe goal of our ring-membership
managemenin Section2. Mathematicalliterature pro-
videsa naturalway to make this intuition precise.

Sayameasuras -doubling[20] if for ary ball
its measurés atmost timeslargerthanthatof
It is known [20] that for any metric thereexistsa P'™-
doublingmeasure . Intuitively, a doubling measurds
an assignmentf weightsto nodesthat makes a met-
ric look growth-constrainedin particular for exponential

line . Saythatat somepoint of timethering

is -well-formedif it is distributed asa random -
nodesubsebf , wherenodesaredrawn with probabil-
ity . Usingthesenotions,one canobtainthe

guaranteén Thm.4.1whereinsteadof the KR-dimension
we plugin a potentiallymuchsmallerbim of

Theorem4.5 Suppos¢hemetricon
mensiondIM, andlet bea P™-doublingmeasue on

. Fix and ; set — DM .
If therings are -well-formed,then Meridian rings are
-nice soThm.4.2applies.

hasdoublingdi-



5 EVALUATION

We evaluatedMeridianthroughbothalarge scalesimula-
tion parameterizedavith real Internetlatenciesaswell as
aphysicaldeploymenton PlanetLab

Simulation. A large scalemeasuremenstudy of 2500
DNS senerswas usedto parameterizesimulationsfor

evaluating Meridian. For the study we collected pair-

wiseroundtrip time measurementsetweer2500seners,
spanningapproximately6.25 million node pairs. The
studywas replicated9 times from 9 differentPlanetLab
nodesacrossNorth America, with the medianvalue of

the 10 runstaken for the round-triptime of eachpair of

nodes.We veri ed thateachsener hasanuniquelP ad-
dressto reducethe lik elihood that more than one of the
chosensenersare hostedon the samemachine.The ex-

perimenttook approximately8 daysto complete,asthe
guery interarrival times were dilated, and queriesthem-
selves randomizedto avoid queuingdelaysat the DNS

seners. The experimentsvereperformedfrom May 5 to

May 13,2004.

We obtainedthe latenyy measuremenbetweenDNS
seners on the Internetvia the King measurementech-
nique[17]. King works asfollows: assuminghata node

wantsto determinethe lateng betweenDNS sener
and ,it rst sendsanamelookuprequesto andmea-
suredistance . Next, arecursve namerequests sentto

for adomainwhere is theauthoritatve namesener,
which will cause to contact onthe measuringma-
chine's behalf. This requeswwill yield the roundtriptime
from the measuringnodeto  via , thatis
By taklngthedﬁferencdaetweerthetwo measuredimes
candeterminean approximateroundtriptime between
and

In the following experiments,eachof the testsconsist

of 4 runswith 2000Meridiannodes500targetnodes,
nodesperring, 9 rings pernode,sizeof theinnermost

ring , probepaclet size of 50 bytes, , and

ms, for 25000queriesin eachrun. Theresultsare
presentectitherasthe meanresultof the

gueriespr asthemeanof themedianvalueof the4
runs. All referenceso lateng in this sectionarein terms
of roundtrip time. Eachsimulationrunbeginsfromacold
start, where eachjoining node knows only one existing
nodein the systemand mustdiscover othernodesin the
systemthroughthe gossipprotocol.

We rst evaluatehow accuratéMeridianisin nding the

closestnodeto a giventargetcomparedo theembedding

basedapproachesWe computedhe coordinatedor our
2500nodedatasetusing GNP, Vivaldi and Vivaldi with

height. GNP representsain absolutecoordinatescheme

basedon staticlandmarks.We con guredit for 15 land-
marksand8 dimensionsassuggestethy the GNPauthors,
andusedthe -clustered-mediangrotocolfor landmark

Error (ms)

Vivald | VialdisCAN Vivaldi(h) Vva\d\(h) CAN Meridian

L
GNP GNP+CAN

Figure5: Light barsshav the medianerrorfor discovering the

closestnode. Darker barsshav the inherentembeddingerror

with coordinatesystems. Meridian's medianclosestnodedis-

covery erroris anorderof magnituddower thanschemedased
onembeddings.
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Figure 6. Meridian's relative errorCDFfor closestodediscor-
ery is signi cantly betterthanperformingperfectqueryrouting
with anembeddingscheme.

selection. Vivaldi is anotherabsolutecoordinatescheme
basedon springsimulationsandwas con gured to use6

dimensionswith 32 neighbors. Vivaldi with heightis a

recentschemethat performsa non-Euclidianembedding
whichassigns 2 dimensionalocationplusaheightvalue
to eachnode. We randomlyselect500 targetsfrom our

datasetof 2500nodes.

We rst examinetheinherentembeddingerrorin abso-
lute coordinatesystemsand determinethe error involved
in selectingtheclosesinodes.Thedarker barsin Figure5
shav the medianembeddingerror of eachof the coordi-
nateschemeswherethe embeddingerroris the absolute
valueof thedifferencebetweerthemeasuredlistanceand
predicteddistanceoverall nodepairs. However, evenwith
alarge embeddingerror, it is possiblefor the coordinate
systemdo pick the correctclosesinode. To evaluatethis,
we assumedhe presenceof a perfectgeographioquery
routinglayer, suchasanactualCAN deploymentwith per
fectinformationat eachnode.This assumptiorbiaseghe
experimenttowards virtual coordinatesystemsand iso-
latesthe errorinherentin network embeddings.The me-
dian closestnodediscovery errorfor all threeembedding
schemesasshown by the lighter barsin Figure5, arean
orderof magnitudehigherthanMeridian. Figure 6 com-
paregherelative error CDFsof differentclosesinodedis-
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Figure 9: Error andquerylateny asa function of systemsize,
for . Both medianerror and averagequery lateng
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andthe hop count, and remainsconstantwithin measurementemainconstantasthe network grows, aspredictedoy the ana-

errorbounds.
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Figure 8: Anincreasein signi cantly improvesaccurayg for

. The averagequerylateny increasewith increasing

,asabigger increasesheaveragenumberof hopstakenin a
query

covery schemesMeridian hasa lower relative errorthan
the embeddingschemedy alarge mamin over the entire
distribution.

Theaccurayg of ourcloseshodediscovery protocolde-
pendson sereral parameter®f our system,suchasthe
numberof nodesperring , acceptancentenal , the
constant , andthe gossiprate. The mostcritical param-
eteris the numberof nodesperring , asthis determines
the granularity of the searchwherea higher numberof
nodesper ring will comb throughthe searchspaceat a

ner grain. Figure7 shavsthemedianerrordropssharply
as increases.This is signi cant asa nodeonly needs
to keeptrack of a smallnumberof othernodesto achiere

high accurag. The resultsindicatethat as few as eight
nodesperring canreturnvery accurateesultswith a sys-
temsizeof 2000nodes.As eachnodeonly hasninetotal

rings, a nodemustonly be awareof at mostseventy-two

othernodesin thesystem.

High accurag mustalsobe coupledwith low queryla-
teng for interactive applicationghathave a shortlifetime
perqueryandcannotoleratealonginitial setuptime. The
closestnodediscovery lateng is dominatedby the sum
of the maximumlateng probeat eachhop plusthe node
to nodeforwarding lateng/; we ignore processingover
headshecausehey arenegligible in comparison.Merid-
ian boundsthe maximumlateng probeby two timesthe

lytical results.
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Figure 10. The averageload of a closestnodediscovery query
for . Theloadincreasesub-linearlywith systensize.

2000

1 ; ; ; ; ——

08 - p

07 ,

06
05 4

04 4

Cumulative fraction of nodes

03 f 9

02 f E

20ms ball
SOV‘WS ball

is P
In-degree ratio

Figure1l Load-balancén Meridian. Thein-degreeratioshavs
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Figure 12 Theefcacy of thering memberselectionalgorithm
canbemeasuredhroughtheexpectedmprovementratioateach
hop. For , Meridian's ring memberselectionalgorithm
canmale progressvia an extra hopto a closernodemorethan
80% of thetime. For , anextra hop canbe taken over
97% of thetime.
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Figure 13. Theaccurag of the centralleaderelectionapplica-
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rithmis ableto nd acentrallysituatedhodemorefrequently
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Figure14: Thepercentagef successfuinulti-constraingueries
is abare 90%whenthenumberof nodeshatcansatisfythecon-
straintsis 0.5%o0r more.
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Figure 16: Increasing decreasethefailurepercentagandin-
creaseshe averagelateny of a multi-constraintguery Overall,
the effect of  on applicationperformances small for multi-

constrainnodeselection.
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Figure 17: The percentagef multi-constraintqueriesthatcan-
not beresohed with Meridian andaveragequerylateng. Both
areindependentf systensize.
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Figure 18 The averageload of a multi-constraintquerygrows
sub-linearlywith the systemsize.

2000

latengy from the currentintermediatenodeto the desti-
nation, as ary probethat requiresmore time cannotbe
a closernode and its resultis discarded. The average
querylateng curvein Figure7 shavsthatqueriesarere-
solved quickly regardlessof . Averagequerylateng is
determinedby the slowvestnodein eachring (subjectto
the maximumlateng/ bound)andthe hop count,both of
whichincrease®nly mamginally as increasegrom four
to sixteen.

The parametercaptureshe tradeof betweenquery
lateny and accurag as showvn in Figure 8. Increasing

increaseghe querylateng, asit reducegshe improve-
mentsnecessanbeforetaking a hop, and thereforein-
creaseghe numberhopstakenin a query However, in-
creasing alsoprovidesasigni cantincreasen accurag
for ; this matchesour analysig(seeThm. 4.2, and
alsoThm. 4.3andThm. 4.4a). Accurag is not sensitve
to for .

We examinethe scalability of the closestnhodediscov-
ery applicationby evaluatingtheerror, lateng andaggre-
gateload at differentsystemsizes.Figure9 plotsthe me-
dian error and averagequerylatencg for . As
predictedby thetheoreticalnalysisin Sectiond, the me-
dianerrorremainsconstantsthe network grows, varying
only within the error mamgin. The errorimprovesfor re-
ally smallnetworkswhereit is feasibleto testall possible
nodesfor proximity. Similarly, the querylateng remains
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constanfor all testedsystemsizes. the dif culty of the setof constraints. For eachmulti-

Scalabilityalsodepend®n the aggrayateloadthe sys- constraintquerywe selectfour randomtarget nodes,and
templaceson the network, asthis canlimit thenumberof theconstrainto eachtargetnodeis dravn from auniform
concurrentlosesinodediscoveriesthatcanbe performed distribution between40 and80 ms. Thedif culty of a set
ata particularsystemsize. Figure10 plotsthetotal band- of constraintss determinedy thenumberof nodesn the
width requiredthroughoutthe entire network to resole systemthat can satisfythem. The fewer the nodesthat
a query and shaws that it grows sub-linearlywith sys- cansatisfythe setof constraintsthe moredif cult is the
temsize,with 2000nodesrequiringatotal of 2.6 KB per query
query Figure 14 shaws a histogramof the succesgate bro-

A desirablepropertyfor load-balancingandoneof the ken down by the percentagef nodesin the systemthat
assumptionsn our theoreticalanalysis(see Thm. 4.4b cansatisfythe setof constraints.For queriesthatcanbe
on load-balancing)s stochastidndependencef thering satis ed by 0.5% of the nodesin the systemor more,the
sets. We verify this propertyindirectly by measuringhe successateis over 90%.
in-degreeratio of the nodesin the system.Thein-degree  As in closestodediscovery, the numberof nodesper
ratiois de ned asthe numberof incominglinks to anode ring hasthelargestin uence on the performancef the

over the averagenumberof incoming links to nodes multi-constrainfrotocol. Figure15 shovsthefailurerate
within aball of radius around . If thering setsarein- decreaseasthe numberof nodesperring increasesSur
dependenthenthe in-degreeratio shouldbe closeto 1; prisingly, it alsoshavsadecrease averagequerylateng
in otherwords,it would indicatethatthe nodeswithin the asthe numberof nodesperring increasesThis is dueto
radius around areselectedevenly asneighbors.Fig- thereductionin the numberof hopsneededeforea con-
ure 11 shaws that Meridianis very evenly load-balanced, straintsatisfyingnodeis found, asa searchcanendearly
asmorethan90% of the ballshave anin-degreeratioless by nding asatishctorynode.Figure16 shavsthatvary-
thantwo for balls of radius20msand50ms. ing in the multi-constraintprotocolhassimilar but less

A desirableproperty andoneof theassumptiong our pronouncecffectsasin theclosesinodediscovery proto-
theoreticalanalysis(seeThm. 4.2) is thatour ring mem- col. Anincreasén decreasethefailurepercentagand
bersarewell distributed dueto our multi-resolutionring increaseshe averagdateng of amulti-constrainiguery
structureandour hypenolumering membershipeplace-  Thescalabilitypropertieof themulti-constrainsystem
mentscheme.To determingheir actualeffectivenesswe arevery similar to the scalability of closestnodediscov-
evaluatethe latencyratio of thenodes.Thelateng ratio ery. Figure 17 shavs that the failure rate and the aver-
for anode andatargetnode is de ned asthela- agequerylateny are independenbf systemsize, even
teng of node to overthelateny of to , where whenthe numberof nodesperring (notethat

is the neighborof  thatis closestto . The CDF setting to a constantwould favor the runswith small
in Figure 12 indicatesthat for , further progress ). Figure 18 shows that the averageload per multi-
canbe madevia an extra hopto a closernodemorethan constraintquery grows sub-linearly The non-increasing
80% of thetime. For , anextrahopcanbetaken failure rate andthe sub-lineargrowth of the queryload
over 97% of the time. This givesa goodindicationthat make the multi-constraintprotocolhighly scalable.
multi-resolutionrings andhypenolumering membership
replacemenprotocol are doing a good job in distribut-
ing thering nodesin the lateny space.The hypenolume
ring membershiprotocolalsoprovidessigni cantly more
consistentesultsthana randomreplacemenprotocol,as
the standarddeviation of relative erroris 38msusinghy-
penolumereplacementhut is 151mswhenusingrandom
replacement.

We evaluatehow Meridian performsin centralleader
electionby measuringits relative error as a function of
groupsize.Figurel3shavsthat,asgroupsizegetslarger,
therelative errorof the centralleaderelectionapplication
drops. Intuitively, this is becausehe larger group sizes
increasethe numberof nodeseligible to sene asa well-
situatedeaderandsimplify Meridian'staskof routingthe
gueryto asuitablenode.

We evaluateour multi-constraintprotocol by the per
centageof queriesthat it can satisfy parameterizedy

Physical Deployment. We have implementedand de-
ployedthe Meridian framewvork andthe closesthodedis-
covery protocol on PlanetLab The implementationis
small,compactandstraightforward;it consistof approx-
imately 2500lines of C++ code. Most of the compleity
stemsfrom supportfor re walledhosts.

Hostsbehind re walls and NATs arevery commonon
theInternet,anda systemmustsupportthemif it expects
large-scaledeploymentover uncontrolled heterogeneous
hosts. Meridian supportssuchhostsby pairing each re-
walled hostwith a fully accessiblgpeer and connecting
thepairvia apersistenTCP connectionMessagebound
for the re walledhostareroutedthroughits fully accessi-
ble peer- aping,whichwould ordinarilybesentasadirect
UDP pacletor a TCP connectrequestijs sentto the proxy
nodeinstead which forwardsit to the destinationwhich
thenperformsthe ping to the originatingnodeandreports
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Figure 19: The Meridian (PlanetLab)curve shaws the relative
errorof adeploymentof Meridianover 166PlanetLamodes We
comparedt againsta similarly con gured simulationto ensure
thevalidity of our simulationresults.
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theresult. A nodewhoseproxyfails is consideredo have
failed,andmustjoin the network from scratchto acquire
anew proxy. Sincea re walledhostcannotdirectly or in-

directly ping another re walled host, re walled hostsare
excludedfrom ring membershimn other re walledhosts,
but includedon fully-accessiblenodes.

We deployed the Meridian implementationover 166
PlanetLabnodes. We benchmarkthe systemwith 1600
target web senersdravn randomlyfrom the Yahooweb
directory andexaminethe lateng to the targetfrom the
node selectedby Meridian versusthe optimal obtained
by queryingevery node. Meridian was con gured with

, ms, , and . Overall, median
errorin Meridianis 1.844ms,andthe relative error CDF
in Figure19 showvsthatit performsbetterthansimulation
resultsfrom asimilarly con gured system.

6 RELATED WORK

Meridianis a generalnodeproximity framework thatwe
haveappliedto thesenerselection We separat¢éhesener
selectiontechniquesnto thosethat requirenetwork em-
beddingandthosethatdo not,andsurey bothin turn.

Network Embedding: Recentwork on network coordi-
natescanbecatagyorizedroughlyinto landmarkbasedsys-
tems,andthe simulationbasedsystems.Both typescan
embednodesinto a Euclideancoordinatespace.Suchan
embeddingllows the distancebetweenary two nodesto
be determinedvithout directmeasurement.

GNPJ[40] is thepioneelin network embeddingystems.

It usesa x edsetof landmarkghatdetermineshecoordi-
natesof anodeby its distanceo thelandmarksICS [36]
andVirtual Landmarkg52] bothaim to reducethe com-
putationalcostof GNP by replacingthe embeddingwith
onegthatarecomputationallycheaperatthecostof losing
accurag. Meridian usesthe samelow-costembeddingas

Virtual Landmarksput employs theresultingcoordinates

only for selectingdiversering membersnot for resolving
gueries.To addressheissueof singlepoint of failuredue

to x edlandmarks,Lighthouse[41] usesmultiple local
coordinatesystenthatarejoinedtogetherthrougha tran-
sition matrix to form a global coordinatesystem.PIC [9]
and PCoord[35] only require x ed landmarksfor boot-
strappingandcalculatetheir coordinatedasedn the co-
ordinatesof peers.This canleadto compoundingpf em-
beddingerrorsovertimein asystemwith churn.NPS[39]
is similar to PIC and PCoordbut furtherimposesa hier-
archyof senersto ensureconsisteng of the coordinates
acrossll thenodes.Vivaldi[12] is basedn a simulation
of springs wherethe positionof the nodeshatminimizes
the potentialenegy of the springalsominimizesthe em-
beddingerror. BBS [48] performsa similar simulationto
calculatecoordinatessimulatinganexplosionof particles
underaforce eld.

IDMaps [16], like network embeddingsystems,can
computethe approximatedistancebetweentwo IP ad-
dressesvithoutdirectmeasuremertiasedn strateically
placedtracernodes.IDMapsincursinherenterrorsbased
on the client's distanceto its closesttracersener andre-
quiresdeploying systemwide infrastructure.Otherwork
[15] hasalso examinedhow to delegateprobingto spe-
cializednodesn thenetwork.

There hasalso beentheoreticalwork [28,49] on ex-
plainingtheempiricalsuccessf network embeddingsnd
IDMaps-styleapproaches.

Sewer Selection: Our closestnode discovery protocol
drawsits inspirationfrom DHTs suchasChord[50], Pas-
try [45] andTapestry[54], but theseDHTSs solve a differ-
entproblem,namelyrouting. Proximity basecheighbor
selection[6, 5] performsa similar searchusingthe node
entriesin theroutetableof a structured®2Psystem.This
techniqueeliesontheroutingtablelevelsto looselychar
acterizepeernodeshy latengy, but doesnot directly orga-
nize nodeshasedn their lateng andincursthe overhead
associatedvith structuredP2P systems. The time and
spacecompleity of two similar techniquesrediscussed
in [24] and [26], but thesetechniquesdo not provide a
generaframeawnork, andinsteadfocusexclusively on nd-
ing the nearestheighbor Moreover, their resultsappear
to apply only to Internetlatenciesmodeledby growth-
constrainedmetrics, whereasour framavork extendsto
a more generalmodel (seeSection4). Also, without an
evaluationon a large scaledatasetcollectedfrom live In-
ternetnodestheir practicalitycannot becon rmed.

A closest node discovery technique described as

is introducedin [29], where landmarksare

placed,eachkeepingtrack of its lateng to the nodesin
the system.A node nds the closestnodeby queryingall

landmarkdor nodeghatarethesamedistance  away
from the landmarks,and choosingthe closestnodefrom
thatset. The accurayg of the systemdependsheavily on
the assumptiorthat triangle inequality holds on the ma-

13



jority of routes,andthe choiceof anappropriate is not system$asednanabsoluteembeddingis decentralized,
obviouswithout prior knowledgeof thenodedistribution. requiresrelatively modeststateand processingand lo-
Anotherlandmarkbasedechniqudor closeshodedis- catesnodesquickly. We have shovn how the frameawork
covery is describedn [44], whereeachnodedetermines canbe usedto solve threenetwork positioningproblems
its bin numbervia measurementto well known land- frequently-encountereith distributed systemsjt remains
marks.A nodewishingto nd its closesthodedetermines to be seerwhetherthellightweightapproachtadwocatedn

its own bin number queriesa modi ed DNS sener for
othernodesin the samebin, or the nearesbin if no other
nodeshelongin thesamebin, andchooses randomnode
from theretrievedsetof seners.

Severaldifferentproactivetechniqueso locatetheclos-
estreplicato theclient areevaluatedn [19]. Thesetech-
niguesoffer differentmethodsto constructa connectvity
graphby meanf polling theroutingtableof connecting
hops,explicitly sendingoutingprobespr limited probing
with triangulation.The studyassumeshe network condi-
tions andtopology remainrelatively static,and doesnot
directly addresscalability

Dynamicsener selectionwasfoundin [3] to be more
effective than static sener selectiondue to the variabil-
ity of route lateng over time and the large divergence
betweenhop countandlateng. Simulations[4] usinga
simpledynamicsener selectionpolicy, whereall replica
senersareprobedandthe sener with the lowestaverage
lateng is selectedshaw the positive systemwide effects
of lateng/-basedsener selection. Our closestnodedis-
coveryapplicationcanbeusedto performsuchaselection
in large-scalenetworks.

7 CONCLUSIONS

Network positioning basednode selectionis a critical
building block for mary large scaledistributed applica-
tions. Network coordinatesystemscoupledwith a scal-
able nodeselectionsubstratemay provide one possible
approacho solving suchproblems.However, the gener
ality of absolutecoordinatesystemsomesatthe expense
of accurag andcomplexity.

In this paper we outlined a lightweight, accurate
andscalableframenork for solving positioningproblems
without the useof explicit network coordinates.Our ap-
proachis basedon a loosely structuredoverlay network
and usesdirect measurementssteadof virtual coordi-
natesto performlocation-avarequeryroutingwithoutin-
curring eitherthe compleity, overheador inaccurag of
an embeddingnto an absolutecoordinatesystemor the
compl«ity of ageographigeerto-peerrouting substrate
suchasCAN [43] andP-Trees[10].

We have arguedanalyticallythatMeridian providesro-
bust performancedelivers high scalability andbalances
load evenly acrossnodes. We have evaluatedour sys-
temthrougha PlanetLakdeploymentaswell asextensve
simulations parameterizely datafrom measurementsf
2500nodesand million nodepairs. The evaluation
indicateghatMeridianis effective; it incurslesserrorthan

this papercanbe appliedto othersigni cant problems.
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A Proofs

Herewe provide proofsfor theresultsin Section4. First
we addresshequality of therings,thenapproximatenear
estneighborsthenexactnearesheighborsandconclude
with load-balancingthe proofonload-balancings signif-
icantly morecomplicatecthanthe otherproofs. To make
this write-up self-containedwe include a subsectioron
Chernof Boundsthatareusedthroughouthe proofs.

For simplicity we rede ne the KR-dimensionas the
smallest suchthatfor ary the cardinalityof any
ball isatmost timeslargerthatof Lt
is easyto checkthatthis de nition coincideswith the old
one for ary , . We rede ne the doubling
dimensionsimilarly.

If is aneighborof the currentnode , and
target,thencall aprogress- neighborif

is the

A.1 Quality of therings

We startwith two proofswhich show thatevenwith small
it is possibleto make therings -nice.

Proof of Thm. 4.1: Fix two Meridiannodes andlet

. Pickthesmallest suchthat . Then
where , SO . Thereforeby
Chernof Bounds(Claim A.10) somenodefrom lands

in with failure probabilityat most

Proof of Thm. 4.5: Fix two Meridiannodes andlet

. Pick the smallest suchthat .
Then , Where - . Soapplyingthe
de nition of a doublingmeasure timeswe seethat

The ring is distributed as in the following pro-
cess: pick nodesfrom independentlywith probabil-
ity , until we gather distinctnodes.At each
draw the probability of choosinga node from is
at least The claim follows from the Chernof
Bounds(LemmaA.9), exactly asin Claim A.10.

A.2 Approximate nearestneighbor
In this subsectiorwe prove Thm.4.2.

The searchalgorithm used by Meridian (denotedby

in Section4) looks only at threerings at a given

node. For Thm. 4.2 we'll needa generalization ,
whichlooksat rings. Speci cally, if node receves
a queryfor tamget , it chooses , and
nds aneighbor inthe rings thatis
closesto . If isaprogress- neighborthenthe query
is forwardedto ; elsethe searchstops.

The following claim essentiallyshows that if we look
atthering of radiusthatis too smallthenwe cannotmake
muchprogresgowardsthetargetnode.

Claim A.1 For anynodes , Suppose ,
. Then

Proof: Let . Then ,

SO , andit follows that

By ClaimA.1 in agivenstepwe mightnotneedto look
atall rings: we look attherings in the orderof de-
creasing , andwithout lossof generalitywe considerthe
ring only if in thelargerringstherewasno
node suchthat . In particular if
for some algorithm nds aprogress-hodethen
sodoes

Thefollowing claimshovshow ouralgorithm  zooms
in onthetargetnode.We'll usethefunction

Notethatfor - thefunction is continuously
increasingoin nity . De ne if and
otherwise.
Claim A.2 Assumeheringsare -nice Let bethetar-
get node let be its neaestneighbor Let be
any Meridian node suppose for some
- ,and x . Thenat algorithm
nds a progress- neighborof .

Proof: Firstwe claim thatsuchneighborexists. Indeed,

pick the smallest suchthat . Sincethe
rings are -nice,node hasa neighbor within
distance from node . Then,letting ,
claim proved. It remainsto shov that lies in one of
the rings consideredoy the algorithm , i.e. thatif
then . Indeed,
follows since

and followshby ClaimA.1.

Thenext claim allows usto useClaim A.2 for small ;
theproofis straightforvard.

Claim A.3 For any wehave

Moreover,
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Now we arereadyto prove Thm.4.2.

Proof of Thm. 4.2: Let bethetametof the nearest-

neighborquery andlet be the distancefrom to its
closestMeridianneighbor
(a) We needto prove thatalgorithm nds a 3-

approximateneighborof . By Claim A.2 while thequery
visitsnodes suchthat , thealgorithm nds
a progress-xeighborof — andforwardsthe queryto it.
The distanceto goesdown by a factorof at least2 at

eachstep,so after at most stepsthe queryshould

arrive at somenode suchthat . This
provespart(a).

(b) We'll shav that nds a -approximate
neighborof , where . By ClaimA.2

while the queryvisits nodes suchthat ,
the distanceto goesdown by a factor of at least2 at
eachstep.Soafterat most stepsthe queryshould
arrive at somenode suchthat . Thenby
Claims A.2 and A.3, usinginductionon we show that

after morestepshe querywill arriveatnode such
that . In particular by Claim A.3 we
aredonewhen . This provespart(b).

(c) Note that if arny neighborof the currentnode
achieves progresslessthan , - thenby
ClaimA.2 we have .

A.3 Exact nearestneighbor

Herewe prove Thms.4.3and4.4aon nding exactnear
estneighborsin boththeoremgheprogresss atleast2 at
every stepexceptmaybethelastone;we have to be care-
ful aboutthis laststep,sincein generathetargetis nota
Meridiannodeandthereforenota memberof any ring.

Proof of Thm. 4.3: Let . Let
be the target, andlet beits exactnearest
neighbor Fix someMeridian node , let and

choose suchthat

We claimthateither , orwith failureprobability

at most thering containssome

. Indeed, , SO
soif thenthe claim follows from Claim A.10;
theconstant infrontof worksnumericallyaslongas
e.g. and , whichis quitereasonable.
Finally, if theneverynodein isinring

including , claim proved.

Sotheprogresss atleast atevery stepexceptmaybe
thelastone,with failure probability at most . The
Union Bound over all possible  pairsgivesthe
total failure probability .

Thm. 4.4ais proved using the sameidea, exceptwe
needto addresghe fact that Meridian nodesthemseles

are chosenat randomfrom Let denotethe
closedball in  of radius aroundnode , i.e. the set
of all nodesn  within distance from

Proof of Thm. 4.4a: Denote andlet

. Let bethetamgetandlet
beits exactnearesheighbor Fix someMeridiannode ,
let and , andchoose suchthat

from
from the

Notethatwe canview theproces®f selecting
asfollows: choosethe cardinality for

appropriatedistribution, then chooseindependentlyand

uniformly atrandom, nodesfrom ,and nodes
from

We claim that with failure probability at most

either , or thering containssome

. Indeed,if thecardinalityof isatmost , then

all of liesin thering , including . Now assume

the cardinality of is some x ednumber . Since

, it followsthat

so by Claim A.11awith failure probability at most
thecardinalityof is atleasthalf theexpectationsothat
by Claim A.10 with failure probability at most some
nodein ring landsin . Claim proved.

Thereforethe progresss atleast atevery stepexcept
maybethelastone,with failureprobabilityatmost . The
Union Bound over all possible pairsgivesthe
total failure probability .

A.4 Load-balancing: Thm. 4.4b

In this subsectiorwe'll prove Thm. 4.4b,which is about
load-balancingA largepartof theproofis thesetup:it is
non-trivial to restatethe algorithmandde ne therandom
variablessothattheforth-comingChernof Bounds-based
argumentworksthrough.For corveniencefor ary
denote

For technicalreasonwe'll needa slightly modi ed
searchalgorithm. On every stepin algorithms and

we look at a subset of neighborsandeitherthe
searchstops,or the queryis forwardedthe node
thatis closestto thetarget. Hereis the modi cation: if
is a progress-Aode,theninsteadof forwardingto  the
algorithmcanforwardthequeryto anarbitraryprogress-2
nodein . It is easyto checkthatall our resultsfor
and carry over to this modi cation. For Thm. 4.4b
we'll needa speci c versionof which canbe seen
asarule to selectbetweerdifferentprogress-odes.

As comparedo (the proof of) part(a), we increasethe
ring cardinalitiesby a factorof . Thisis
essentiallypbecausave needmorerandomnesssothatin
the proof we coulduseChernof Boundsmoreef ciently .
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While it might be possibleto prove the theoremwithout
this blow-up, it seemdo leadto mathematicatlif culties
thatareway beyondthe scopeof this paper
Recallthatthe is well-formedif it is distributedas
arandom -nodesubsebf . Herefor technicalcorve-

niencewe'll usea slightly differentde nition: say is
well-formedif it is distributedasa setof nodesdravn
independentlyniformly at randomfrom . Thediffer-

enceis thatthenew de nition allowsrepetitionsnotethat
all previousresultswork undereitherde nition.

Let's de ne our versionof , whichwe denote .
Say eachring consistsof  slots which can
be seenasindependentandomvariablesdistributed uni-
formly atrandomin

is afamily of independentandomvariables.
Let . For every pair , parti-
tion the slots equal-sizecollections
, Where and ; formally, each
suchcollectionis a setof indices . Let

into

into

be the setof valuesof slotsin
unionof all sets is .

Saya -stepqueryisaqueryonthe -thstepofthealgo-
rithm. Whennode receivesa -stepqueryto tamet , it

. Obwviously, the

chooses in around-robinfashion(the round-robin
is separatéor each  pair) andletsalgorithm han-
dlethis queryusingonly theneighborsn , for the

corresponding. Speci cally, sets ,
asksevery nodein to measurghe distanceto ,
andforwardsthe queryto theclosestone.

We malke eachcollection have size

, where . Thenusing

the agumentfrom part (a) we can show that for given

either the corresponding containsa

progress-2odeor it containsanearesheighborof , with

failure probability at most . The Union Boundover

all  possible tuplesshaws that our algorithm
is -exactwith failure probability .

Notethatalgorithm canbeseeras with aruleto
selecthetweerdifferentprogress-hodes:namely choose
aprogress-2odefrom the corresponding if such
nodeexists, elseproceedwith . Obviously, in under
assumption®f Thm. 4.4awith failure probability this
schemeawill behae exactly as

We considera scenariowheremary independentan-
domchoicesaremade.Speci cally we choose

-nodesubset  of ,
subsets for eachtuple ,
taget for eachnode .

For a collectionof independentandomchoices with-
out lossof generalitywe canassumehat a given choice

. Sincetheringsareindependent,

happensary time beforeits resultis actuallyused.In par

ticular, we will assumehatat rst, and ‘sarecho-
sen.Thenthetime proceedsn epochsjn agiven
epoch , all subsets arechosenthenall queries
areadvancedor onestep.

Let's analyzethe choice of andthe queries. Let

be the setof all  queries. For , let be
the correspondingdarget. Let be the setof queries
suchthat is within distance from Let
be the setof all targetsin theset of queries. Let
. By ClaimA.11 and areclose
to its expectation:
Claim A.4 With failure probability at most , for any
andradius thefollowing holds:
*) if then and are
within a factorof 2 from , elsethey areatmost
whee

This completesthe setup;now, nally, we canargue
aboutload-balancingWe needsomemorepreliminaries.
Recallthat all queriesare handledseparatelyevenif a
given node simultaneouslyreceves multiple queriesfor
the sametarmget. Whennode handlesa -stepqueryand
in the processmeasureslistanceo its neighbor , we say
that recevesa -steprequesfrom . Let'sde ne several
familiesof randomvariables:

is the numberof -stepqueriesforwarded
from to ,andhandledat usingaset , for
some .

is the numberof all -stepqueriesforwardedto
node ; set . Then

isthenumberof -steprequestsecevedby
from , andhandledat usingaset , for

some .

is the numberof all -steprequestgeceved by
node . Clearly,

For every -stepqueryreceved, a given node sends
some constantnumber of paclets to eachof the
neighborsin the correspondingset Therefore
a givennode sends pacletstotal, and re-
ceives pacletstotal. Sincea single query in-
volvesexchangingat most paclets,algorithm

is -balancedf andonly if
for everynode .
Sayproperty holdsif for eachnode it isthecase
that and . We needto prove thatwith

high probability
thefollowing claim:

holdsfor all . It sufces to prove

Claim A5 If
at most

then , with failure probability
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Thenwe cantake the Union Boundoverall
to achieve the desiredfailure probability .

Let's prove Claim A.5. Supposell querieshave com-
pleted

beforethe -th stepis the choiceof thesesets. In partic-
ular, eachrandomvariable dependsnly onone
set , andso does . Sincethesesetsare
choserindependentlyfor ary x ed variables

areindependentandsoare

Firstwe claimthat holdsin expectation:

Claim A.6 For every Meridian node and every step
(a) and(b)

Supposeroperty holds. Let'sboundtheload
onsome x ednode . Notethat

all pairs

is a sumof independentandomvariables,eachin

for . Applying Claim A.9b with , we
seethat

Similarly, is asumof independent
randomvariablesgachin , Soby Claim A.9bwe can
upperbound . By the Union Boundprop-
erty holdswith the total failure probability at most

. Thiscompleteghe proof of Claim A.5.

It remainsto prove Claim A.6. Let  be the setof

queries suchthat is a nearesmneighborof the
target
Claim A.7 .
Proof: Choosearget suchthat  is maximal.
Let . Then for ary , SO
by ClaimA.4 . Notethat

and

Claimfollowsif we take smallenough

Let bethesmallest suchthat
atleasttwicethe from ClaimA.4. Let .
Let bethesetof querieghatgetforwardedio on
step ; recallthat

hascardinality

stepsandareassignedo therespectie sets node . Since
. Now the only remainingsourceof randomnessnode

steps Claim A.8 For anyquery and
wehave .
Proof: Let andsupposejuery is currentlyat

this querygetsforwardedto some

, Soif thenclearly
Assume . Since ,byClaimA.4
we have
whichis at most , asrequired.
Now for and

This completesthe proof of Claim A.6a. For
ClaimA.6b,let bethesetof queriesthatcausea -step
requestto . Supposea -stepquery is atnode ; let

and . Node recevesa -steprequest
dueto only if , Solet's assumat is the case.
Then , SO
aslong as is at leasttwice aslarge asthe

from Claim A.4. Therestof the proof of Claim A.6b is
similarto thatof Claim A.6a. This completeghe proof of
ClaimA.6 andThm.4.4h

A.5 Chernoff Bounds

EssentiallyChernof Boundssaythatwith high probabil-
ity the sumof mary boundedindependentandomvari-
ablesis closeto its expectation Herefor the sale of com-
pletenessve write out the standardChernof Boundsand
someeasyapplicationsthereofthat we usein the above
proofs.

Lemma A.9 (Chernoff Bounds[38]) Let bethesum

of independentandomvariables , for some
. Let and . Then:

(a) , for any

(b) - - , for any
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Claim A.10 Supposering is well-formed and has
cardinality . Fix a subset and let

Then with failure probability at most

somenodefrom  landsin
Proof: Denotethe desiredeventby . The distribution
of is that of the following process : pick nodes
from independentlyand uniformly at random,until
we gather  distinct nodes. For simplicity considera
slightly modi ed process : pick  nodesrom in-
dependenthanduniformly at random,possiblywith rep-
etitions. Obviously, is doing exactly the sameas
except mightstoplaterand,accordingly choosesome
morenodes.Therefore .

Let's analyzeprocess . Let be a 0-1 random
variablethatis equalto 1 if andonly if the -th chosen
nodelandsin . Then , SO

. The claim follows from LemmaA.9a
with and

Claim A.11 Considertwo sets and suppose

nodesare chosenindependentlyand uniformly at ran-

domfrom ; say ofthese nodeslandin . Let
. Then

(@) :
(b) for any ,
(©)

Proof: Let  bea0-1randomvariablethatis equalto
1if andonly if the -th chosennodelandsin . Then
, SO and

For part(a), useLemmaA.9awith and

Parts(bc) follow from LemmaA.9b with and
; let in part(b), andlet in part(c).
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