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1 Summary

It is widely understood and authoritatively established that the United States needs better
computing technology to assure the safety and reliability of the nation’s software infrastruc-
ture [36, 41]. This is a proposal to supply parts of that technology.

Our research at Cornell leads the way in providing formal support to improve the re-
liability of state-of-the-art network communications systems capable of coordinating a few
hundred users in critical applications such as air traffic control, stock exchange trading, and
military command and control communications. We work with Ensemble, a third generation
successor to the widely used Isis group communication system. We built an automatic tool to
correctly optimize the protocol stacks in Ensemble. Stack optimization preserves correctness
and yet increases performance by a factor of 20 or more [28, 26]. We have also specified and
verified correctness properties of the critical protocols of Ensemble (such as virtual-synchrony
and total-order) [49]. These verifications discovered an error in total-order, and the proofs
identified code modifications needed to repair the error.

The Ensemble verification work has led us to a new framework for relating a distributed
computing service to the code that implements it. The idea is that global services, abstract
protocol specifications and code layers are treated as modules in a common formal language.
The refinement from service to code is given by subtyping and inheritance. Properties proved
of the specification are inherited by the implementation. In this framework we can synthesize
correct-by-construction protocols from specifications.

We propose to implement this framework and use it to further harden Ensemble by
verification and to support a new distributed programming model proposed by Birman’s
research group at Cornell. The new programming model is based on probabilistic distributed
protocols. But designing and implementing them is known to be error prone. Our component
based verification framework is the right tool to help the Cornell systems group build a system
for which we can formally assure integrity properties. Our formal tools will assist in scaling
fault-tolerant distributed computing to massive networks of the future — one of the most
important components of the nation’s software infrastructure. Additionally we can generalize
our logic-based stack optimization tools to build protocol stacks that merge security policy
code into applications. These results represent a point where formal tools will be used at
the frontier of innovative systems work.

The new framework exploits the expressiveness of our existing formal class theory to spec-
ify, model and verify software concisely and naturally. The ideas for the new framework come



from our DARPA sponsored research on an Open Logical Programming Environment(LPE)
and its application to distributed systems (using automata specification methods [31]).

We strive to produce highly readable, very high level, formal proofs and link them to
less formal arguments. A recent promising experiment has been the automatic generation
of natural language text from simple Nuprl proofs. We see an opportunity to expand this
capability as a way of generating rigorous natural language explanations of formally specified
protocols. These explanations will be useful in documenting and maintaining systems like
Ensemble.

2 Technical Account

Background and Goals

It is authoritatively established that the United States needs better computing technology to
assure the safety and reliability of the nation’s civilian and military software infrastructure
(36, 41]. Recently the National Research Council study on information system trustworthi-
ness concluded that the current science and technology base is not adequate for building
systems to control critical software infrastructure [41]. Our aim is to improve the current
science and technology base.

For several years, our verification group has been collaborating with the distributed
systems group at Cornell to improve the reliability of its group communications software.
That software is an important example of critical software infrastructure, and their plans to
extend it to vast networks will make it a highly decentralized system.

Cornell verification work is known for introducing a very expressive basis for specification
and proof, namely a rich theory of types and classes and higher-order methods supporting
a class-based specification language and an object-oriented tactic-style theorem prover [10,
8, 23, 9]. We are also known for supporting state-of-the-art group communications systems
such as Ensemble [15]. Ensemble is a third generation distributed system built at Cornell,
the successor of Isis and Horus [28, 26, 4, 5]. It was designed with verification in mind and
is thus uniquely amenable to formal support. Ensemble fills a critical need in both civilian
and military network computing. For instance, Nortel is experimenting with Ensemble in
a large application, and the Ensemble solutions are the basis of the fault tolerant console
cluster architecture of the French air traffic control system and of Hyper-D (the prototype of
a new generation of AEGIS ships and the CS-21 Naval Surface Combatant Communications
standard).

With DARPA funding we have built semantics-based formal tools that can automatically
optimize Ensemble protocol stacks and increase their performance significantly [28, 49]. The
optimizer creates a fast-path through a stack of communication protocols for common se-
quences of events and reconfigures the system’s code accordingly, using assumption-based
reasoning, symbolic evaluation, and data compression. The optimizer also proves that the
optimized code is equivalent to the original, so correctness is preserved. We are currently
testing the practical performance improvements resulting from applying our tools to a run-
ning application system.

As a continuation of the DARPA funded Ensemble/Nuprl effort we have also used the



type theory of Nuprl to formalize safety properties of Ensemble’s protocol layers, specifically
virtual synchrony and total order. We extended results from Lynch’s work specifying systems
with I/O automata [31]. Indeed, she participated with us in finding the informal proofs.
During the verification we discovered an error in the Ensemble total order protocol (ETO),
and our proof attempt clearly identified the error and led to its repair [18]. The formal
specification then found another error in the informal proof. We believe that finding these
errors are beyond model checking technology.

Recently we have been funded by DARPA to assemble a Logical Programming Environ-
ment which will greatly increase the range of integrated formal tools that can be used to
support systems like Ensemble. We have made significant progress in the first six months —
integrating our new tools into an Open Logical Programming Environment (LPE) for ML,
the language in which Ensemble is coded. This LPE includes a complete formal semantics
for the subset of ML used in Ensemble and includes the specification of communications
protocols. The LPE will incorporate the automatic reconfiguration tools mentioned above.
With this background it is easy to understand the four goals of this proposal:

New verification framework: We propose to implement a powerful new verification
framework for component based distributed systems. The idea for the framework
resulted from assembling the LPE and from formalizing a variant of /O automata
(called formal automata). The ideas are elaborated in the next section. The basic
notion is that global services, abstract protocol specifications and code layers are all
treated as modules in a shared formal language. The refinement from service to code is
given by subtyping and inheritance. Properties proved of the specification are inherited
by the implementation. We propose to fully implement this methodology and apply
it to support the new distributed programming model proposed by Birman’s research
group, called Spinglass [3, 50].

Synthesize correct-by-construction protocols: We propose to synthesize correct-by-
construction protocols from specifications using the knowledge base about distributed
systems that we are accumulating as part of the Ensemble verification. We can also
generate rigorous explanations of why they work. We propose to demonstrate this
capability and install such a protocol in an Ensemble application. We will demon-
strate that we can synthesize code in languages other than ML. Indeed, because we
use objects, Java is an appealing target.

Generalize stack optimization tools: We propose to generalize the stack optimization
tools. They are based on rewriting code according to theorems about its formal seman-
tics, and they will apply to the code transformations needed to merge security policy
into applications in ways suggested by Myers and Schneider [40].

Automatically generate natural language explanations: We propose to experiment
with automatically generating natural language explanations of Nuprl proofs based on
the FUF generation tool [20]. We want to extend these methods to the proofs about
Ensemble and link them to the system documentation.



The opportunities Because we can now track the latest work of Birman’s distributed
systems group, there is an opportunity to bring the best formal methods tools and techniques
to bear at the earliest stages of the design of the software to implement a new distributed
programming model. Moreover, we are in a superb environment for doing this; excellent
researchers in the allied fields, Birman, Halpern, Schneider, Toueg, Morrisett and Myers
teach at Cornell and keep the research team at the leading edge.

It is well known that early application of formal methods in design can have the biggest
payoff. We have seen this for the Ensemble design, and we are now in position to see it for
the Spinglass and adaptive protocols. We can use our formal knowledge base for Ensemble
as a component in the initial designs, and we can participate in providing a programming
model that will completely change the way that large distributed computing networks are
developed.

Additionally we have assembled a first rate and tightly integrated research team that
overlaps Birman’s Ensemble research group at several points (students, research associates
and faculty) so that we are well informed about progress on that system. For example,
Robbert van Renesse continues to devote some of his time to the specification and verification
efforts as well as to the design of the new protocols [18].

The close ties between the LPE effort and the system support effort allows us to gradually
deploy improvements in the LPE on a large verification task. We will be able to test such
features as fault-tolerant distributed theorem proving [17] and very fast implementations of
tactic-based provers (at a million rewrites per second) [35]. We expect these features to
provide three orders of magnitude speed-up in tactic-oriented theorem proving. In addition
we are using a modern object-oriented tactic collection that is easier to extend and maintain
than any tools we have used. The class-based specification language also allows us to target
our program synthesis to object-oriented languages such as Java.

The programming model that the LPE supports is both rigorous and clear. It applies not
only to building Ensemble protocols and to tolerant protocols but to any modular state-event
based system description. These techniques will be valuable in designing secure micro-kernels
and secure virtual machines. Likewise our formally-based optimization methods will apply
to code written in languages with a formal semantics.

2.1 New verification framework

In this section we explain our new framework for connecting service specifications to code.

Ensemble applications are built by composing protocols from a collection of about fifty
protocol layers. Almost any combination is well formed, and perhaps thousands of them
make sense for real applications. How is it possible to verify such a system? The protocols
themselves are quite sophisticated and the combinatorial possibilities for composing them
are staggering.

The only answer is to develop a modular verification technology with components that
model the design of the system itself. Ensemble uses modularity to obtain highly configurable
and highly maintainable software; verification with the best known monolithic tools generates
a great deal of tedious verification work and quickly becomes intractable on even small
Ensemble protocols. To address this problem, we have developed a verification methodology



for re-using proofs as protocols are composed. This is made possible by the class theory built
on top of the Nuprl type theory. We describe this method here.
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Figure 1: Modular Verification and Synthesis

2.1.1 Specifying Properties of Ensemble

The design of the Ensemble verification follows the highly modular design of the system itself.
Specification and verification proceed top down. At the highest level are specifications of the
services that Ensemble can provide such as virtual synchrony, total ordering of messages,
group membership and so forth. At the lowest level is the running code, viewed as an
implementation of an automaton.

Consider the concept of wirtual synchrony, one of the most fundamental services in En-
semble. It guarantees that each member of a group of processes sees the same process and
network events in the same order. Maintaining this abstraction enables a tractable program-
ming style for distributed algorithms. To specify this concept precisely we talk about process
groups, these are finite sets of processes.

Let VS abbreviate the virtual synchrony service. We want to specify the safety properties
of this service, for instance that events are seen in the same order by all members of the
group. A distributed computing system must implement its global services locally, that is
each process must follow an agreed-upon protocol. Ensemble enforces a particular way of
doing this. Its protocols are built from state machines that communicate by sending two
kinds of messages — messages up a protocol stack (toward the application) and messages
down the stack (toward the network). The local approximation of the concept of a process
group is the view, which represents the set of known peers for each process. The VS service
is described in Ensemble in terms of changes to the view as process and network conditions
change. We call the local service provided by Ensemble EVS. Its safety properties are stated
informally as follows.

EVSsingle At any time a process has exactly one view.



EVSself If a process installs a view, it belongs to the view.
EVSvieworder At any process, views are installed in increasing order of view identifier.

EVSnonoverlap If two processes install the same view, their previous views are either the same
or they are disjoint.

EVSviewmessage All delivered messages are delivered in the view in which they were sent.
EVSfifo Messages between any two processes in a view are delivered in FIFO order.

EVSsync Any two processes that install a view v, both with preceding view vy, deliver the same
messages in view vj.

We illustrate our methodology by constructing the formal specification of EVS from the
bottom-up: from the automata that define the service components of EVS, to the final
composed automaton.

2.1.2 Verification methodology

Our verification methodology describes services in terms of state machines. These state
machines are modular components that can be used to capture a range of specifications,
from the concrete ML layer code to abstract distributed services. For verification it is
critical to allow formal theorems to be re-used as protocols are modified. We introduce a
new type-theoretic foundation for state machines that preserves safety properties as machines
are composed. The definition of composition is based on the intersection of machines: if
M and M’ are automata, and M has safety property P (written M | always P), then
M N M = always P.

The state machines we use are based on the I/O automata of Lynch and Tuttle [32],
which are instances of labeled transition systems. An automaton consists of a set of states
Q; a set of labels A, called actions, that label each of the transitions of the automaton; a
set of initial states i; and a set of allowable transitions t. In type theory, an automaton is
described by the following type:

Auto = Q: Type (1)
x A: Type
X iCQ

The states Q and actions A are defined by arbitrary types, the initial states ¢ are an
arbitrary subset of the states, and the transition relation is a set of triples (¢1, a, g2) where
the machine can move from state ¢; to state ¢o with the transition labeled a. Note that the
states and actions may be types with an infinite number of elements.

2.1.3 Pseudo-code

We usually describe state machines using stylized pseudo-code. The actions correspond to
“significant” external events of the system being specified. For example, a simple specifica-
tion of a FIFO protocol is shown below. The FIFO actions are SEND(m) and RECV(m), where
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m ranges over some message type M. The automaton contains two queues that save the
messages sent and received. When a message is sent, with the transition labeled SEND(m),
the message is added to the sent list of messages. Messages are received with the transition
labeled RECV(m). A message m can be received when there are more messages in the sent
queue than the received queue and the next message in sent is m (this is a precondition of
the transition); the effect is to add the message to the received queue.

FIFO

Actions: SEND(m), RECV(m), for m € M

State: sent € M List, initially empty,
received € M List, initially empty

SEND(m)

Eff: append m to sent

RECV(m)
Pre: |received| < |sent]
sent||received] — 1] = m

Eff: append m to received

The FIFO automaton defines the invariant that the received queue is always a prefix of
the sent queue: FIFO = always received < sent.

2.1.4 Composition of state machines

Now suppose we wish to define a form of composition that preserves safety properties. The
definition of composition uses the intersection of machines. If M and M’ are automata,
their intersection has states that are states both of M and M’, and executions that belong
both to M and M'. If M = (Q, A,i,t) and M' = (Q’, A’,4', '), their intersection is just the
intersection of their parts:

MnNM=Q@nQ ,An A ini tnNnt).

The machines we derive from the pseudo-code define a particular form of machine in the
type theory using records to encode the states, and tupling to define the actions. This form of
machine has particularly nice compositional properties. When two machines are composed
we get the following effects:

e the state space includes the state variables of both machines,
e the action signature includes the actions of both machines,
e the preconditions are the conjunction of the preconditions of the two machines,

o the effects are the concatenation of the effects of the two machines.
With this definition, we have proved the following theorem formally in Nuprl.

For any automata M and M, and state predicate P, if M = always P, then
M N M = always P.

This theorem has far-reaching consequences: when we compose specifications, their proper-
ties are inherited automatically — there is no need to re-prove properties because the type
theory guarantees their continuing truth.



2.1.5 Operations on automata

The formalization is not quite complete, because there is no notion of “public” or “private”
variables (like those used in other object-oriented languages), where private variables do
not become shared during composition. In effect, all our specifications share a common
global state space. To fix this problem, we introduce a renaming operation, which is used to
rename state variables and actions into public and private namespaces. We use the following
informal notation, given an existing automaton M:

M, renaming action [1(x) to ly(x)
M, renaming variable v; to wvs.

In the type-theoretic representation, action and state renaming are automated and per-
formed uniformly throughout a machine. Just like composition operation, it is important
that we preserve properties during renaming. The machine renaming induces a corresponding
renaming of safety properties, and we have proved the following meta-theorems for arbitrary
renaming functions R in Nuprl:

For any automaton M, renaming function R, and state predicate P, if M |=
always P then:

e (M, renaming actions [(x) to R(l)(z)) = always P,

e (M, renaming state variables v to R(v)) = always P o R
(where P o R is the induced property renaming).

2.1.6 Formal specification of EVS

Armed with the specification tools we have just given, we return to the specification of EVS.
We specify the virtual synchrony service of Section 2.1.1 in three parts: message delivery
properties (EVSfifo, EVSviewmessage), view properties (EVSsingle, EVSself, EVSvieworder,
EVSnonoverlap), and message/view properties (EVSsync).

To specify the the message delivery properties, we can use FIFO automaton. Our current
FIFO automaton defines just one FIFO channel, and we need to replicate it so that there is
a FIFO channel between each pair of processes in each view. We use renaming to map each
automaton into a separate namespace, and we use composition to join all the FIFO copies into
a single automaton. For this specification, we use the type VID to stand for view identifiers
and PID to stand for process identifiers.

EVS_FIFO = ﬂ ﬂ . (FIFO renaming (2)
vE VID p,qe PID action SEND(m) to EVS-SEND,, ,(m)
action RECV(m) to EVS-RECV,,, ,(m)
variable sent to sent,,
variable received to received,,,,)



The FIFO property FIFO |= always received < sent is transformed automatically by the
meta-theorems into the following property:

EVS_FIFO = always receivedy p, , < senty ,.

This invariant defines the EVSfifo property exactly. Using similar reasoning, we obtain the
EVSviewmessage property because FIFO channels are only established within views (they do
not cross views).

For the wiew properties, we introduce a new action EVS-NEWVIEW,(v), which delivers
the view v to process p. A view contains a view identifier and a set of processes; we refer
to the view identifier as v.id and the set of processes that belong to the view as v.set. We
also need to introduce a history variable all-viewids,, for each process p € PID, containing
the set of views ever delivered to process p. Several derived variables are defined in terms of
all-views,,:

e current-view, is the view in all-views, with the largest identifier.

e pred-view, , is the view in all-views, with identifier strictly smaller than v.id if such a
view exists, otherwise a constant value L.

Given these definitions the view part of EVS is shown below.

EVS_VIEW
State: for each p € PID:
all-viewids, € View Set, initially {v,}

EVS-NEWVIEW,, (v)
Pre: let v/ = current-view, in

vid > v'.id ©
pEv.set®@
Vg € v.set. @
if pred-view, ,, # L then
pred-view, ,, = v" V pred-view, ,,.setNv'.set = {}

Eff: all-views, = all-views, U {v}

The precondition for EVS-NEWVIEW (v), has several parts, one for each of the view prop-
erties. Part @ guarantees that views are delivered in ascending order (EVSvieworder), and
the definition of current-view, defines exactly one current view per process (EVSsingle). Part
@ ensures that a process belongs to all its views (EVSself). Part ® sets up the condition on
previous views: if another process ¢ has installed view v, then it either has the same previous
view, or its previous view was disjoint from v (EVSnonoverlap).

The final part of EVS relates views and message ordering. For this automaton, we need
to express the relation between the EVS_FIFO and EVS_VIEW automata, and we include state
variables received, )y, and all-views,. The VIEW_MSG automaton is shown below.



VIEW_MSG
State: for p,q € PID, v € View:
receivedy g, € M List
for p € PID:
all-views, € View Set

EVS-NEWVIEW, ()
Pre: let v/ = current-view, in

Vq € v.set:
Vr € v'.set. if pred-view, ,, = v' then
receivedr ptid = receivedr g id

The VIEW_MSG automaton introduces a new precondition for delivering a view: each
process ¢ with the same preceding view v’ receives exactly the same messages from each
process 1 € v'.set (they EVSsync property).

These three automata specify the properties of EVS in parts. The final step is combine
them into the complete specification of EVS.

EVS = EVS_FIFO NEVS_VIEW N VIEW_MSG (3)

This construction identifies the received, ,, variables of the EVS_FIFO and VIEW_MSG
automata, and the all-views, variables of the EVS_VIEW and VIEW_MSG automata. The
properties of EVS are the conjunction of the properties of the three parts, forming a complete
specification of EVS.

2.1.7 Nuprl theorems about EVS

Here are theorems in Nuprl that formalize three of the invariant, safety properties of the
view component EVS_VIEW of EVS. A theorem of the form M |= always s.P(s) asserts
that every reachable state s, of the machine M, satisfies property P.

EVS_VIEW | always s.(Vp:Pid. Vv:View. v € s.views[p] = p € v)
EVS_VIEW | always s.(Vp:Pid. Vv,w:View. v before w € s.views[p] = —(v=w))
EVS_VIEW | always s.(Vp,q:Pid. viewsmnon overlap(s.views[p]l;s.views[ql))
where
views non_overlap(vll;vl2) == Vv:View

vi=v2 v (vi Nv2={}

where v2 = pred view(v;vl2)

where vl = pred view(v;vll)

And here is the statement of the FIFO invariant.

WM:U. FIFO(M) |= always s.(s.received < s.sent)

2.1.8 Ensemble with tolerant protocols

Birman’s group will be adding a new kind of protocol to Ensemble. Their new idea is to offer
probabilistic forms of reliability, where very fresh updates are less reliable than older ones.
Protocols will have the option to compute on fresh data with less certainty or on older data
with more. The protocols will then negotiate decisions about certainty with the application.
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This will require access to more knowledge about runtime conditions, including about the
network, the application and Ensemble itself.

The extra knowledge will enable the choice of very efficient, lightweight protocols in the
proper conditions. This then is the basis for scaling protocols to enormous networks. We
can imagine security protocols that might apply to the NGI. The new applications will be:

e Completely asynchronous (no node ever “waits” for action by any other),
e Robust to severe network degradation or failure scenarios,

e Stable under stress (they dynamically adapt to route around problems, exploiting the
power of random behavior to avoid the sorts of problems seen in contemporary networks
that experience overloads), offering steady throughput and latency,

e Lightweight, with tunable behavior that permits the designer to balance consumption
of memory, communications bandwidth and latency against reliability goals.

These adaptive probabilistic algorithms require sophisticated runtime management. The
formal tools we have built for protocol reconfiguration can almost surely be adapted to
provide assurance about these more complex transformations — where they are more needed.

Consider, for example, the problem of providing support for some form of free flight
in a completely automated system by which pilots can make course corrections and other
maneuvers using some form of in-cockpit computing system. Since there will be multiple
planes in the air, the system is distributed — a distributed-shared memory. Obviously, we
want this to be fault-tolerant, provably safe, and autonomous in the sense that no matter
what may happen to the ground support system or communication links, the pilot has a
maximum degree of communications support and connectivity.

One could build this as a client-server transactional system, treating the ground-based
air traffic control as a server (a database) which maintains the true picture of the airspace.
The disadvantage of the resulting architecture, however, is that the flight-deck system needs
to ask the database for updates, and there are many points of failure. If the ground system
goes down or is unreachable, the pilots lose all decision support. Moreover, a system failure
occurring in one plane could potentially disrupt the performance of the system as seen by
others, for example by overloading the ground-based server with spurious update requests
or some other form of traffic.

Using Cornell’s previous work — Isis, Horus or Ensemble — one could build a solution
that overcomes these limitations, and is secure, fault-tolerant and decentralized. But now
we would need to worry about common-mode failures (a bug that might disable the full set
of flight-deck systems). Moreover, when many planes are in proximity this solution might
suffer the degraded performance mentioned earlier. Just when the pilot needs the system
most, it could malfunction. But Spinglass overcomes all of these concerns, because the
asynchronous style of protocol used is safe against common mode failures. The flight deck
system would thus be live in all situations and would guarantee, up to the probabilistic limits
of the protocol, accuracy relative to other flight-deck displays. The protocols scale extremely
well and remain stable and fault-tolerant at all times. And the footprint of the protocols is
small.
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2.2 Protocol synthesis from formal specifications

Since global services, abstract protocol specifications and code layers are treated as modules
in a common formal language, we can use our formal framework not only for verification
purposes but also for the synthesis of protocols from specifications (c.f. Figure 1). Because
the generated code is correct by construction, our framework supports the development of
new communication protocols, which is a notoriously difficult task.

A synthesis of protocol layers that implement a global service will be supported by a
small collection of generic methods for transforming specifications of distributed systems.

This methodology is not entirely new. Synthesizing algorithms from specifications by
applying specification transformations is a well-known principle in program synthesis, which
also underlies the SPECWARE system [47], currently the most successful of all program syn-
thesis tools. The novelty of our approach lies in providing methods for the synthesis of
distributed systems, which is by far more difficult than synthesizing serial algorithms.

We describe four of the most common generic methods.

Replication of Global Values Applying this method will allow us to represent values
locally. It creates a local copy of each value, ensures consistency by making each
process broadcast these values, and introduces a unique token. Virtual synchrony
(EVS) is a prerequisite for this step, as otherwise consistency has to be ensured by
more complex means.

Adding Fault Tolerance This method, which requires local values as prerequisite, makes
the local values fault tolerant. It forbids access to values during a view change and
implements merging of multiple copies after a view change.

Conversion to Message Passing This method assumes fault tolerance and generates the
typical event-handler interface of Ensemble by converting each operation to a message.

Code Generation is always the last step of a synthesis. It takes a specification that pro-
vides the event-handler interface and converts the abstract specification into executable
code. Because of the close relation between abstract specifications and the representa-
tion of Ensemble’s code in our LPE this step is straightforward.

As an example, we describe the synthesis of a total order layer from the specification of
the total order service. The total order service has a simple specification. In addition to
the properties of EVS, it also ensures that all processes in a view receive messages in the
same order. The total order specification represents this requirement with a global queue
that orders all the messages sent in the view. A message can be received only if it is the
next message in the global queue.

The ETO specification is not directly implementable because its global queue contains
global information, so the first step is to replicate the global value so that each process
contains a local copy of the queue. The Replicate generic method introduces a token to
ensure atomic access and consistency of the local copies, but the copies are not robust to
failures. The next step is to apply the Fault Tolerance generic method, which prohibits
access to the queue during a view change, and creates a fresh queue once the view change
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is completed. At this step, we have partitioned the service into local protocol layers, and in
the final step we apply the Convert to Message Passing generic method to convert the layer
actions (which refer to semantic events like view changes) to explicit message passing style.
This final step can be completely automated.

2.3 Semantics-based code transformations

In the context of a particular application, it is possible to improve the efficiency of Ensemble.
By analyzing common sequences of operations, i.e. typical messages and the normal status
of the communication system, one can identify a fast-track through a protocol stack and
reconfigure the system’s code accordingly. Experiments [16, 15| have shown that speedups of
factor 30-50 can be achieved by partial evaluation, elimination of dead code and communica-
tion between layers, compression of message headers, and delayed state updates. Fast-track
optimizations, however, are not supported by current compilers. Neither can they be done
by hand, because of the high risk of error. Therefore it is necessary to develop formal tools
for an automated reconfiguration of networked application systems.

We have developed formal techniques for the reconfiguration of modular group commu-
nication systems and implemented them within the logical programming environment [26].
These techniques support both the developer and the user of Ensemble.

2.3.1 Layer Optimization

A system developer has the expertise to identify the typical path an application message
follows through the layers of a protocol stack. We have developed three basic program
transformation mechanisms that rewrite the code of a layer under a set of assumptions in a
correctness preserving way. They enable a system developer to generate optimized pieces of
code interactively for each protocol layer.

o Symbolic evaluation and function inlining simplifies the code of a protocol layer in the
presence of constants or function calls. Our evaluation tactic supports automatic and
user-controlled simplifications of any subterm of a given piece of code.

o Context-dependent simplifications help extract the relevant code from a protocol layer.
They trace the code-path of messages that satisfy the assumptions about the common
case and isolate the corresponding pieces of code. Since assumptions are usually for-
mulated as equalities, our tactic does this by applying equality substitutions followed
by reductions of the affected code pieces.

e Specialized transformation tactics take advantage of common structures in the code
of Ensemble’s protocol layers. Given the structure of a typical message they rewrite
the code of a layer until the relevant message handler is isolated. As they follow a
known code structure, they can avoid search and perform many steps at once without
requiring interaction. Applying them as a first step of a reconfiguration drastically
simplifies the reconfiguration process for the system developer, as they reduce the size
of the code to be reconfigured interactively to a fraction of the original code.
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These three techniques are sufficient for the reconfiguration of individual protocol layers.
Except for the decision when to finish the reconfiguration, which requires some insight, their
application can be almost completely automated. We have used it successfully to reconfigure
25 of Ensemble’s 40 protocol layers for the four most common kinds of messages, i.e. incoming
and outgoing send or broadcast messages. In many cases a layer consisting of 300-500 lines
of code is reduced to a simple update of the layer’s state and a single message to be passed
to the next layer.

2.3.2 Stack optimization
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